
read-modify-write operation as 1.71 disk operations.

Then, a small read incurs 1 disk operation. A small

write incurs 1.71 disk operations on each of 2 disks for

RAID-5 and 1.71 disk operations on each of 3 disks for

EVENODD. Let the fraction of reads in the workload

be r (fraction of writes is 1 – r). Then, each disk in the

4 disk RAID-5 system handles r/4+(2* 1.71)(1 –r)/4

disk operations and each disk in the 5 disk EVEN-

ODD system handles r/5 + (3* 1.71)(1 – r)/5 disk

operations per IO request. A typical disk today can

handle 50 disk operations per second, and r, the frac-

tion of reads is 0.75 for typical workloads. Then, it is

easy to see that both the RAID-5 and the EVENODD

systems can support a maximum throughput of about

124 IOs/sec. A more realistic comparison is between

a 16 disk RAID-5 and a 17 disk EVENODD scheme,

In this case, the RAID-5 can support 498 IOs/sec and

the EVENODD scheme can support 418 IOs/sec. It

is worth pointing out, however, that if the read frac-

tion is 1, EVENODD can support 850 IOs/sec which

is better than the 800 IOs/sec which RAID-5 can sup-

port.

Throughput is one aspect of performance. Another

is response time. In an EVENODD array, there is

a potential for the small write response time to be

quite high, because of the 3 different RMW opera-

tions that must be completed. In fact, as we know,

the small write response time of a RAID-5 array is

itself high because of the 2 different RMW operations

needed. In [12], we show that a write cache built of

Non-Volatile memory (or battery-backed DRAM) is a

very effective way to improve write response times of

a RAID-5 array. We believe that a write cache is also

a very effective way to improve write response times

of EVENODD arrays.

To summarize this section, in spite of the fact that

the EVENODD approach provides higher reliability

and requires more disk operations per write, a 5 disk

EVENODD system can provide the same through-

put as a 4 disk RAID-5 system on database type

workloads. In general, however, RAID-5 systems will

have better performance for larger arrays (for exam-

ple 15+P versus 17 disk EVENODD) and when the

small write content of the workload is greater than

0.25 while EVENODD will have better performance

when the small write content of the workload is very

small and there are fewer disks in the array. If response

times are important, the EVENODD array should be

constructed with a Non-Volatile write cache, just aa

we believe that a RAID-5 array should be constructed

with a Non-Volatile write cache if we want excellent

write response times.

7 Concluding Remarks

We have presented a novel method, called EVEN-

ODD, that is the first known scheme for tolerating

double disk failure in RAID architectures that is op-

timal with regard to both storage and performance.

EVENODD has the following advantages over other

methods proposed for recovery against two disk fail-

ures:

1.

2.

3.

4.

5.

6.
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EVENODD employs the addition of only two re-

dundant disks for tolerating two disk failures (this

is optimal).

It consists of simple exclusive-OR computations

and only requires parity hardware, which is typ-

ically present in standard RAID-5 controllers.

Hence, EVENODD can be implemented in stan-

dard RAID-5 controllers without any hardware

changes.

It can be incorporated to known RAID techniques

and is independent of data striping technique.

For example, parity can be distributed among all

disks, avoiding bottleneck effects when repeated

write operations are involved (RAID-5).

The symbols can have any size, from bits to mul-

tiple sectors. There are no constraints to bits or

to bytes.

Most small write operations affect ltwo redun-

dant symbols only, i.e., for every write we need

up to three read and three write operations.

Only when the affected symbol is in diagonal

(m-2,1 ),(m-3,2),..., (O,l)weha veto to

modify all the symbols in column m + 1 and one

symbol in column m. In any case, the parities are

independent.

The traditional known scheme that ennployes op-

timal redundant storage (i.e. two extra disks)

is based on Reed-Solomon (RS) error-correcting

codes, requires computation over finite fields and

results in a more complex implementation. For

example, we showed that the number of exclusive-

OR operations required for implementing EVEN-

ODD in a disk array with 15 disks is about 50%

of the one required when using the RS scheme.



7.

8.

Other codes involving only exclusiv&OR oper-

ations are convolutional codes. For the codes

in [7, 17’1, an error in the decoding propagatea in-

definitely. Since our codes are of block type, they

do not have this problem. Also, the redundancy

of our codes is slightly smaller, since convolutional

codes have an overhead redundancy.

There are also optimal block codes baA on

exclusive-OR operations. However, these codes

still involve recursive computation at the encod-

ing and during small write operations. EVEN-

ODD has independent parities, making the com-

plexity even smaller.

From the perspective of error-correcting codes, we

have constructed a new code that is capable of cor-

recting two erasures. Recently, we have generalized

the EVENODD scheme to deal with more than two

erssures. It turned out, that the natural generaliza-

tion works for the case of 3 erasures as well as for 4

erssures (in most cases of m) [3]. The application de-

scribed in this paper is in RAID type of architectures,

but the code can be also used in magnetic recording

and in other situations involving large symbols and

short codewords.
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