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Abstract. We study seeral problems arising in haplotype block parti-
tioning. Our objectiv e function is the total nhumber of distinct haplotypes
in blocks. We show that the problem is NP-hard when there are errors
or missing data, and provide approximation algorithms for seweral of its
variants. We also give an algorithm that solves the problem with high
probabilit y under a probabilistic model that allows noise and missing
data. In addition, we study the multi-p opulation case,where one has to
partition the haplotypesinto populations and seeka di eren t block par-
tition in eac one. We provide a heuristic for that problem and useit to
analyze simulated and real data. On simulated data, our blocks resenble
the true partition more than the blocks generated by the LD-based al-
gorithm of Gabriel et al. [7]. On single-population real data, we generate
a more concise block description than extant approaches, with better
averageLD within blocks. The algorithm also givespromising results on
real 2-population genotype data.

Keyw ords: haplotype, block, genotype, SNP, sub-population, strati cation, al-
gorithm, complexity.

1 Intro duction

The availabilit y of a nearly complete human genomesequencenakesit possible
to look for telltale di erences betweenDNA sequence®f di erent individuals on
a genome-widescale,and to assaiate genetic variation with medical conditions.
The main sourceof such information is single nucleotide polymorphisms (SNPs).
Millions of SNPshave already beendetected[17,18], out of an estimated total of
10 millions common SNPs [9]. This abundanceis a blessing,as it provides very
densemarkersfor assaiation studies. Yet, it is alsoa curse,asthe cost of typing
every individual SNP becomesprohibitiv e. Haplotype blocks allow researters
to usethe plethora of SNPs at a substartially reducedcost.

The sequenceof allelesin cortiguous SNP positions along a chromosomalre-
gion is called a haplotype. A major recen discovery is that haplotypestend to be
presened along relatively long genomicstretches,with recomnbination occurring



primarily in narrow regions called hot spots [7,16]. The regions between two
neighboring hot spots are called blocks and the number of distinct haplotypes
within ead block that are obsened in a population is very limited: typically,
some70-90%of the haplotypeswithin a block belongto very few (2-5) common
haplotypes [16]. The remaining haplotypesare called rare haplotypes This nd-

ing is very important to diseaseassaiation studies, since once the blocks and
common haplotypesare identi ed, one can hopefully obtain a much stronger as-
sociation betweena haplotype and a diseasephenotype. Moreover, rather than
typing every individual SNP, one can choosefew represerativ e SNPsfrom eath
block that suce to determine the haplotype. Using such tag SNPs allows a
major saving in typing costs.

Due to their importance, blocks have beenstudied quite intensively recently.
Daly et al. [5] and Patil et al. [16] useda greedyalgorithm to nd a partition into
blocks that minimizes the total number of SNPs that distinguish a prescribed
fraction of the haplotypesin ead block. Zhang et al. [20] provided a dynamic
programming algorithm for the same purpose. Koivisto et al. [14] provided a
method basedon Minim um Description Length to nd haplotype blocks. Bafna
et al. [2] proposeda combinatorial measurefor comparing block partitions and
suggesteda di erent approach to nd tag SNPs, that avoids the partition into
blocks. For a recert review on computational aspects of haplotype analysis, see
[12].

In this paper we addressseeral problems that arise in haplotype studies.
Our starting point is a very natural optimization criterion: We wish to nd
a block partition that minimizes the total number of distinct haplotypes that
are obsened in all the blocks. This criterion for ewaluating a block partition
follows naturally from the above mentioned obsenation, that within blocks in
the human genome,only a few common haplotypesare obsened [16,5,7]. The
samecriterion is usedin the pure parsimony approach for haplotype inference,
where the problem is to resolve genotypesinto haplotypes, using a minimum
number of distinct haplotypes[11]. In this case,the problem was shown to be
NP-hard [13]. This criterion was also proposedby Gus eld [10] as a secondary
criterion in re nements to Clark's inference method [3]. Minimizing the total
number of haplotypesin blocks can be donein polynomial time if there are no
data errors, using a dynamic programming algorithm. The problem becomesard
when errors are presert or someof the data are missing. In fact, the problem of
scoringa single given block turns out to be the bottleneck. Note that in practice,
one hasto accourt for rare haplotypesand henceminimize the total number of
common haplotypes.

The input to all the problemswe addressis a binary haplotye matrix A with
columns corresponding to SNPs in their order along the chromosomeand rows
corresponding to individual chromosomalsegmers typed. Aj is the allele type
of chromosomei in SNP j. The rst set of problemsthat we study concernsthe
scoring of a single block in the presenceof errors or missingdata. In one problem
variant, wewishto nd aminimum number of haplotypessud that by making at
most E changesin the matrix, ead row vector is transformed into one of them.



We call this problem Total Block Errors (TBE) . We show that the problem in
NP-hard, and provide a polynomial 2-approximation algorithm whenthe number
of haplotypesis bounded. In a secondvariant, we wish to minimize the number
of haplotypeswhen the maximum number of errors betweena given row and its
(closest) haplotype is bounded by e. We call this problem Local Block Errors
(LBE) . This problem is shovn to be NP-hard too, and we provide a polynomial
algorithm (for xed e), which guaranteesa logarithmic approximation factor. In
a third variant, some of the data ertries are missing (manifested as \question
marks" in the block matrix), and we wish to replaceead of them by zeroor one,
so that the total number of haplotypesis minimum. Again, we show that this
Incomplete Haplotypes (IH) problem is NP-hard. To overcomethe hardnesswe
resort to a probabilistic approach. We de ne a probabilistic model for generating
haplotype data, including errors, missing data and rare haplotypes,and provide
an algorithm that scoresa block correctly with high probabilit y under this model.

Another problem that we addressis stratifying the haplotype populations. It
has beenshawn that the block structure in di erent populations is di erent [7].
When the partition of the sample haplotypesinto sub-populations is unknown,
determining a single block structure for all the haplotypes can create arti cial
solutions with far too many haplotypes. We de ne the Minimum Block Haplo-
types (MBH) problem, where one has to partition the haplotyped individuals
into sub-populations and provide a block structure for ead one, so that the
total number of distinct haplotypesover all sub-populations and their blocks is
minimum. We show that MBH is NP-hard, but provide a heuristic for solving it
in the presenceof errors, missing data and rare haplotypes. The algorithm uses
ideasfrom the probabilistic analysis.

We applied our algorithm to seweral synthetic and real datasets.We show that
the algorithm can identify the correct number of sub-populations in simulated
data, and is robust to noisesources.When comparedto the LD-basedalgorithm
of Gabriel et al. [7], we show that our algorithm forms a partition into blocks
that is much more faithful to the true one. On a real dataset of Daly et al. [5]
we generate a more conciseblock description than extant approades, with a
better averagevalue of the high LD-con dence fraction within blocks. As a nal
test, we applied our MBH algorithm to the two largest sub-populations reported
in Gabriel et al. [7]. As this was genotype data, we treated heterozygotesas
missing data. Nevertheless,the algorithm was able to determine that there are
two sub-populations and correctly classi ed over 95% of the haplotypes.

The paper is organized as follows: In Section 2 we study the complexity of
scoring a block under various noise sourcesand presert our probabilistic scor-
ing algorithm. In Section 3 we study the complexity of the MBH problem and
describe a practical algorithm for solving it. Section 4 contains our results on
simulated and real data.
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2 Scoring Noisy Blo cks

In this sectionwe study the problem of minimizing the number of distinct haplo-
typesin ablock under various noisesources.This number will be called the soore
of the block. The scoringproblem arisesasa key componert in block partitioning
in single- and multiple-p opulation situations.

The input is a haplotype matrix A with n rows (haplotypes)and m columns
(SNPs). A may contain errors (where'0' is replacedby '1' and vice versa), result-
ing from point mutations or measuremen errors, and missingertries, denotedby
'?'. Clearly, if there are no errors or missing data then a block can be scoredin
time proportional to its sizeby a hashingalgorithm. Below we de ne and analyze
seweral versionsof the scoring problem which incorporate errors into the model.
We assumeuntil Section 2.4 that there are no rare haplotypes.In the following

the set of all n row vectors.

2.1 Minimizing the Total Num ber of Errors

First we study the following problem: We are given an integer E, and wish to
determine the minimum number of (possibly new) haplotypes, called centroids,
such that by changing at most E entries in A, every row vector is transformed
into one of the certroids. Formally, let h(; ) denote the Hamming distance
betweentwo vectors. De ne the following problem:

Problem1 (Total Block Errors (TBE)). Given a block matri>13A and an integer
E, nd aminimum numberk of certroids v1;:::; v, suchthat 5, min; h(u;v;)
E.

Determining if k = 1 can be donetrivially in O(nm) time by observing that
the minimum number of errors is obtained when choosingv; to be the consensus
vector of the rows of A. The general problem, however, is NP-hard, as shavn
below:

Theorem 1. TBE is NP-hard.

Proof. We provide a reduction from VERTEX COVER. Givenan instance (G =
(V = fL:::;mg;F = fep;:ii;eng); k) of VERTEX COVER, where w.l.o.g.
k< m 1, weform aninstance (A;k + 1;E) of TBE. Aisan (n+ mn?) m
matrix, whoserows are constructed as follows:

1. For each of edgee = (s;t) 2 F, we form a binary vector ve, with '1' in
positions s and t, and '0" in all other places.

2. For vertex i 2 V de ne the vertex vector u; asthe vector with '1' in its i-th
position, and '0' otherwise. For each i 2 V we form a set U; of n? identical
copiesof u;.



We shall prove that G has a vertex cover of sizeat mostk i there is a solution
to TBE on A with at most k + 1 subsetsand E = n+ n?(m k) errors.

() ) Supposethat G hasavertex coverfvy;:::;vigwith t k. Partition the
rows of A into the following subsets:For 1 i t the i-th subsetwill contain all
vectors corresponding to edgesthat are covered by v; (if an edgeis covered by
two vertices, chooseone arbitrarily), alongwith the n? vectorsin U;. Its certroid
will bev;. The (t + 1)-st subsetwill corntain all vectors corresponding to vertices
of G that are not members of the vertex cover, with its certroid being the all-0
vector. It is easyto verify that the number of errors induced by this partition is
exactly n+ n’(m t) E.

(( ) Supposethat A canbe partitioned into at mostt+ 1 subsets(with t k)
sud that the number E of induced errorsis at most E. W.l.o.g. we can assume
that for ead i all vectorsin U; belong to the sameset in the partition. For
ead vertex i 2 V, the set U; inducesat least n? errors, unlessu; is one of the
certroids. Let | be the number of certroids that correspond to vertex vectors.
Then the number of errors induced by the rest (m 1) setsof vertex vectorsis
E°=(m DnZ (m k)n?+n.Hence,k | t+1 k+ 1. Supposeto
the contrary that | = k + 1. Since the Hamming distance of any two distinct
vertex vectorsis 2, we get E¢ 2(m k 1)n? > E (sincem > k+ 1), a
contradiction. Thus, | = k. We claim that thesek verticesform a vertex cover of
G. By the argumert above eat other vertex vector must belongto the (k+ 1)-st
subsetand, moreover, its certroid must be the all-0 vector. Consider a vector w
corresponding to an edge(u; w). If w is assignedto the (k + 1)-st subsetit adds
2 to E . Similarly, if w is assignedto one of the rst k subsetscorresponding
to a vertex v and u;w 6 v then w adds 2 to E . Sincethere are n edgesand
the assignmen of vertex vectorsinduced E°= n?(m k) E n errors, eath
edgecan induce at most one error. Hence,ead edgeinducesexactly one error,
implying that every edgeis incident to one of the k vertices. t

Thus, we study enumerative approadiesto TBE. A straightforward approac
is to enumerate the certroids in the solution and assignead row vector of A to
its closestcertroid. Supposethere are k certroids in an optimum solution. Then
the complexity of this approach is O(kmn2™), which is feasibleonly for very
small m and k. In the following we presert an alternativ e approach to a variant
of TBE, in which we wish to minimize the total humber of errors induced by the
solution. We devisea (2 %)—approximation algorithm for this variant, which
takesO(n?m + knk*1) time.

To describe the algorithm and prove its correctnesswe use the following
lemma, that focuseson the problem of seekinga single certroid v 2 V to the
n vectors vy;:::;Vvy. Denote & = argmin, g;1gm inzl h(v;v;), and let E be
maxyzv h(v; ).

P P
Lemma 1. Letv,= argminyoy o, h(v;vi). Then 1, h(vp;vi) (2 2)E.

Proof. De ne s n N(Vvi;v;). We rst claimthat s E(n 1). Then,

1 i<

X X X
s= h(vi;v) [h(vi;&) + h(ey; v)]= (n 1) h(vi;e) = (n 1)E:

i<j i<j i



The rst inequality follows since the Hamming distance satis es the triangle
inequality. The last equality follows by using &, asthe certroid. This provesthe
claim.
By the de nition of vy, for every v, 6 v, we have
X X
h(Vvb; vi) h(ve; Vi)

vi2V vi2V

Summing the above inequality for all n vectors, noting that h(v;v) = 0, we get

X X
n h(vp;vi) 2 h(vi;vj)=2s 2E(n 1)
vi2V 1 n

Theorem 2. TBE canbe (2 2)-approximated in O(n?m + kn**1) time.

Proof. Algorithm: Our algorithm enumeratesall possiblesubsetsof k rows in
A as certroids, assignsead other row to its closestcertroid and computesthe
total number of errors in the resulting solution.

Appro ximation factor: Consider two (possibly equal) partitions of the
rows of A: Pag = (Ag;:::;Ak), the onereturned by our algorithm; and Ppest =
(A\l;""A\k) a partition qgat inducesa minimum numberoferro& For1 i k
denote vi = argminyza, Vi 2A, h(v;vj) and % = argmin A B 24, NI V).

The number of errors induced by Pag and Ppest are Eag = :‘ 1 v2A, h(vb,v)

and Epest = ikzl V2 A, h(OL;V), respectively. Finally, let n; = jA\J and de-

note by e the minimung, number of errorginduced in subsetA;, by the optimal
solution. In particular, :‘:1 nji = nand :‘:1 € = Epest-

Since our algorithm chedks all possible solutions that use k of the original
haplotypesas certroids and choosesa sc,gutmn that inducesa minimal number
of errors, Eayg Ebest- By Lemma 1, ;4 h(ob,v) (2 2)(—:~ for every

1 i k. Summingthis inequality overall 1 i Kk we get
X X . Xk 2 X 2 2
Ealg Epest = h(ollg;V) 2 n_)el 2 H)el = (2 H)E :
i=1 2 A i=1 : i=1

Complexit y: As a preprocessingstep we compute the Hamming distance
between every two rows in O(n?m) time. There are O(n¥) possiblesets of cen-
troids. For ead certroid set, assigningrowsto certroids and computing the total
number of errors takesO(kn) time. The complexity follows. t

2.2 Handling Local Data Errors

In this section we treat the question of scoring a block when the maximum
number of errors betweena haplotype and its certroid is bounded. Formally, we
study the following problem:



Problem2 (Local Block Errors (LBE)). Givenablock matrix A and anintegere,

of the rows of A, sud that h(u;v;) efor everyi and every u 2 V.
Theorem 3. LBE is NP-hard evenwhene = 1.

Proof. We usethe same construction as in the proof of Theorem 1. We claim
that the VERTEX COVER instance has a solution of cardinality at most k i

the LBE instance has a solution of cardinality at most k + 1 suc that at most
oneerror is allowedin ead row. The 'only if' part isimmediate from the proof of
Theorem 1. For the 'if ' part obsenethat any two vectorscorresponding to a pair
of independen edgescannot belongto the samesubsetin the partition, and sois
the casefor a vertex vector and any vector corresponding to an edgethat is not
incident on that vertex. This already implies a vertex cover of sizeat mostk + 1.
Sincem > k+ 1 there must be a subsetin the partition that contains at leasttwo
vectors corresponding to distinct vertices. But then either it contains no edge
vector, or it contains exactly one edgevector and the vectors corresponding to
its endpoints. In any casewe obtain a vertex cover of the required size. u

In the following we presert an O(logn) approximation algorithm for the
problem.

Theorem 4. Thereis an O(log n) approximation algorithm for LBE that takes
O(n?m®) time.

Proof. Our approximation algorithm for LBE is basedon a reduction to SET
COVER. Let V bethe setof row vectorsof A. De ne the e-set of a vector v with
respect to a matrix A asthe setof row vectorsin A that have Hamming distance
at most e to v. Denote this e-set by e(v). Let U be the union of all e-setscorre-
sponding to row vectors of A. We reducethe LBE instanceto a SET COVER
instance (V;S), whereS  fe(v)\ V : v 2 Ug. Clearly, there is a 1-1 map-
ping betweensolutions for the LBE instance and solutions for the SET COVER
instance, and that mapping presenesthe cardinality of the solutions. We now
apply an O(log n)-approximation algorithm for SET COVER (see,e.g., [4]) to
(V;S) and derive a solution to the LBE instance, which is within a factor of
O(log n) of optimal. The complexity follows by observingthat jUj = O(nm¥).

u

2.3 Handling Missing Data

In this section we study the problem of scoring an incomplete matrix, i.e., a
matrix in which some of the entries may be missing. The problem is formally
stated as follows:

Problem 3 (IncompleteHaplotypes(IH)). Givenanincomplete haplotype matrix
A, completethe missingentries sothat the number of haplotypesin the resulting
matrix is minimum.



Theorem 5. IH is NP-hard.

Proof. By reduction from GRAPH COLORING [8]. Given an instance (G =
(V;E); k) of GRAPH COLORING we build an instance (A; k) of IH as follows:

with '1" in the i-th position, '0" in the j-th position for every (i;j) 2 E and"'?"
in all other positions.

to 1, and all other are completedto 0. The resulting matrix contains exactly k
distinct haplotypes: Each haplotype correspondsto a color class,and has'1' in
position i i i is a member of the color class.

Conversely givena solution to IH of cardinality at most k, ead of the solution
haplotypescorrespondsto a color classin G. This follows sinceany two vectors
corresponding to adjacert verticesmust have a column with both '0' and '1' and,
thus, represen two di erent haplotypes. u

2.4 A Probabilistic  Algorithm

In this section we de ne a probabilistic model for the generation of haplotype
block data. The modelis admittedly naive,in that it assumesqualallele frequen-
ciesand independencebetweendi erent SNPsand distinct haplotypes.However,
aswe shall seein Sections3 and 4, it providesusefulinsights towards an e ectiv e
heuristic, that performs well on real data. We give a polynomial algorithm that
computesthe optimal scoreof a block under this model with high probability
(w.h.p.). Our model allows for all three types of confusing signals mertioned
earlier: Rare haplotypes, errors and missing data.

Denote by T the hidden true haplotype matrix, and by A the obsened one.
Let T%be a submatrix of T, which cortains one represenativ e of each haplotype
in T (common and rare). We assumethat the ertries of T° are drawn indepen-
dertly accordingto a Bernoulli distribution with parameter 0.5. T is generated
by duplicating ead row in T° an arbitrary number of times. This completes
the description of the probabilistic model for T. Note that we do not make any
assumption on the relative frequenciesof the haplotypes. We now intro duce er-
rors to T by independertly ipping ead entry of T with probability < 0:5.
Finally, eath entry is independertly replacedwith a'?' with probability p. Let
A bethe resulting matrix, and let A° be the submatrix of A induced by the rows
in T% Under these assumptions, the ertries of A° are independertly identically
distributed as follows: A? = 0 with probability %2, A} = 1 with probability
12 and A =2 with probability p.

We say that two vectorsx and y have a conict in position i if one hasvalue
1 and the other 0 in that position. De ne the dissimilarity d(x;y) of x andy as
the number of their conicting positions (in the absenceof ' ?'s, this is just the
Hamming distance). We say that x is independent of y and denoteit by x k y,
if x and y originate from two di erent haplotypesin T. Otherwise, we say that



x and y are matesand denoteit by x y. Intuitiv ely, independert vectors will
have higher dissimilarity comparedto mates. In particular, for any i:

pi Prolx; = vijx ky; xi;yi 2 f0;1g) = 0:5; (1)
pm  Prob(xi = yijx y; xi;yi 2f0;1g)= 2+ (1 )?> O5:

Problem4 (Prohabilistic Model Block Saoring (PMBS)). Given an incomplete

such that under the above probabilistic model, w.h.p., eat vectoru 2 A is a
mate of somecertroid.

Our algorithm for scoring a block A under the above probabilistic model
is described in Figure 1. It usesa threshold t on the dissimilarity between
vectors, to decideon mate relations. t is setto be the averageof the expected
dissimilarity betweenmatesand the expecteddissimilarity betweenindependen
vectors (seeproof of Theorem 6). The algorithm producesa partition of the rows

into mate classesof cardinalites s; s, ::: §. Given any lower bound
on the fraction of rows that negd_ to be covered by the common haplotypes, we
give A the scoreh = argmin;  1_; s; n. We prove below that w.h.p. h is

the correct scoreof A.

Scae(A):

1. Let V bethe setof rowsin A.
2. Initialize a heap S.
3. While V 6 ; do:
(@) Choosesomev 2 V.
(b) H fvg.
(c) For everyv®2 V nfvgdo:
If d(v;v) <t then H HI[ fvo.
(d VvV VnH.
(e) Insert(S,jHj).
4. Output S.

Fig. 1. An algorithm for scoring a block under a probabilistic model of the data.
Procedure Insert(S,s) inserts a number s into a heap S.

Theorem 6. If m = ! (logn) then w.h.p. the algorithm computes the correct
soore of A.

Proof. We prove that w.h.p. eadh mate relation decided by the algorithm is
correct. Applying a union bound over all suc decisionswill give the required
result. Fix an iteration of the algorithm at which v is the chosenvertex and let
vP6 v be somerow vector in A. Let X; be a binary random variable which is 1
i vi andvParein conict. Clearly, all X; areindependert identically distributed
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P
Bernoulli random variables.Dene X  d(v;v9) = I Xjandf (1 p)?
Using Equation 1 we conclude:

(Xjv°kv) Binom(m;f(1 p));
(Xjv° v) Binom(m;f(1 pw)):

We now require the following Cherno bound (cf. [1]): If Y  Binom(n;s)
then for every > O there existsc > 0 that dependsonly on , satisfying:

ProdjY nsj ns] 2e ¢"™:

Let =mf(( pm). Dene W and t . Applying Cherno
bound we have that for all ¢> 0:

ProX >t jy® v) 2 °¢™M < n—lc;ProdX t jvokv) < X
Sincewe chek whether d(v;v% < t atotal of O(n?) times, applying a union
bound we conclude that the probability that throughout the algorithm some

implied mate relation is incorrect, is bounded by a polynomial in % t

When using the algorithm as part of a practical heuristic (seeSection 3), we
do not report the rare haplotypes.Instead, we report only the smallestnumber of
most abundant haplotypesas computed by the algorithm that together capture
a fraction  of all haplotypes.In applications in which the error rate is not

known, t cannot be directly computed. Instead, we calculate the ratio W

for any two row vectors, and keepthesevaluesin a sortedarray: d;  ::: d(n).
2

. — — b

Next we nd (a;b) = argmax,_ g p-q.., . 1 i (g)[b al. Then wesett = 232,

It can be shawn that using this strategy the algorithm solves PMBS with high
probability.

3  Minim um Blo ck Haplot ypes

Supposethat the matrix A contains haplotypesfrom seweral homogeneougpop-
ulations. The partitioning into blocks candi er amongpopulations [7]. Here, we
study how to reconstruct the partitioning of the rows of A into setscalled sub-
populations, and the columnsin ead setinto blocks, sudc that the sum of the
scoresof the submatrices corresponding to these blocks is minimized. Formally:

Problem5 (Minimum Block Haplotypes (MBH)). Given a haplotype matrix A,
nd a partition of its rowsinto sub-populations sothat the total number of block
haplotypesis minimized.

We usually know which populations the haplotypes camefrom, however, in
certain situations, there may be a hidden strati cation of the population, that
can dramatically changethe conclusionsof assciation studies.
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Given a partition of the rows, one can compute the scorein the noiseless
caseusing a simple adaptation of the dynamic programming algorithm of [20].
However, the generalMBH problem is NP-hard.

Theorem 7. MBH is NP-hard.

For lack of space,the proof is omitted here. Interestingly, the problem can be
solved in polynomial time if ead sub-population is required to be a corntiguous
set of rows. This may be useful for designingheuristics that permute the matrix
rows for local improvemert.

We now presen an e cien t heuristic for MBH. The algorithm hasthree com-
ponerts: A block scoring procedure;a dynamic programming algorithm to nd
the optimum block structure for a single sub-population; and a simulated anneal-
ing algorithm to nd an optimum partition into homogeneoussub-populations.
We describe these componerts below.

The dynamic programming componert computesthe scorefor a given sub-
population in a straightforward manner, similar to [20]. Let T;, 0 i m, be
the minimum number of block haplotypesin the submatrix of A induced on the
columns 1;:::;i, where Tg = 0. For a pair of columnsi;j let B; be the score
of the bIock mduced by the row in S and the columnsin fi;:::;jg. Then the
following recursive formula can be usedto compute T, :

0 j i

For scoringa block within the dynamic programming, we usethe probabilistic
algorithm described in Section 2.4 with a small modi cation. Instead of using a
xed threshold t , we compute a di erent threshold t, .. for every two vectors
v;V0 This is done by courting the number | of positions, in which none of the
vectorshas'?', and setting t,,.,.0 = M . Scoringann t block takes
O(tnk) time, wherek is a bound on the number of common haplotypes. Hence,
the dynamic programming takesO(mb?nk) total time, wherebis an upper bound
on the allowed block size. Additional saving may be possibleby precomputing
the pairwise distancesof rows in corntiguous matrix segmetts of sizeup to b.

The goal of the annealing processis to optimize the partition of the haplo-
typesinto sub-populations. We de ne a neighloring partition as any partition
that can be obtained from the current one by moving one haplotype from one
group to another. A crucial factor in obtaining a good solution is the initial-
ization of the annealing process.We perform the initialization as follows: We
compute pairwise similarities betweenevery two haplotypes. The similarity Sy,
of vectorsu and v is calculated asfollows: Initially we setS,, = 0. We then slide
a window of sizew = 20 along u and v. For eac position i we chedk whether
d((ui;: s Uiew 1) (Vi view 1)) W L If this is the case,we incremernt Sy,
and jump to i + w for the next iteration. Otherwise, we jump to i + 1. The
intuition is that rows from the samesub-population should be more similar in
blocks in which they sharethe samehaplotypesand, thus, have better chanceto
hit good windows, and accurrulate higher scorein the scan.We next cluster the
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haplotypes basedon their similarity values, using the K-means algorithm [15].
The resulting partition is taken to be the starting point for the process.To de-
termine the number of sub-populations K, we try seweral choicesand pick the
onethat results in the lowest score.

The running time of the practical algorithm is dominated by the cost of
ead annealing step. Sincean annealing step changesthe haplotypesof two sub-
populations only, it suces to recompute the scoresof these sub-populations
only.

4 Exp erimen tal Results

4.1 Simulations

We applied our algorithm to simulated and real haplotype data. First, we con-
ducted extensive simulations to ched the ability of our algorithm to detect
sub-populations and recognizetheir block structure. Our simulation setup was
as follows: Each simulated haplotype matrix contained 100 haplotypesand 300
SNPs.The number of sub-populations varied in the simulations. Sub-populations
wereof equalsizes.For eat sub-population we generatedblock boundariesusing
a Poissonprocesswith rate 20. Each block within a sub-population cortained 2-5
common haplotypes covering 90% of the block's rows (with the rest 10% being
rare haplotypes). Errors and missing data wereintro ducedwith varying rates up
to 30%. The haplotype matrix was created accordingto the probabilistic model
described in Section2.4.

As a rst test we simulated seeral matrices with 1-4 sub-populations and
applied our algorithm with K ranging from 1 to 8. For eacdh K we computed the
scoreof the partition obtained, asdescribed in Section 3. In ead of the simula-
tions the correct number got the lowest score (Figure 2.A). Next, we simulated
seweral matrices with 3 sub-populations and di erent levels of errors and missing
data. Figure 2.B summarizesour results in correctly assigninga haplotype to a
sub-population (the set with the largest overlap with the true one was declared
ascorrect). It canbe seenthat the MBH algorithm giveshighly accurateresults
for missing data and error levels up to 10%.

For comparison, we also implemerted the LD-based algorithm of Gabriel et
al. [7] for nding blocks. We comparedthe block structures output by our algo-
rithm and the LD-based algorithm to the correct one, using an alignment score
similar to the oneusedin comparisonof two DNA restriction enzymemaps[19,
Sec.9.10]. The score of two partitions P; and P, of m SNPsis computed as
follows: We form two vectors of sizem 1, in which '1' in position i denotesa
block boundary betweenSNPsi and i + 1, and '0' denotesthat the two SNPs
belongto the sameblock. We then compute an alignment scoreof thesevectors
using an ane gap penalty model with penalties 3, 2 and 0:5 for mismatch, gap
open and gap extension, respectively, and a match scoreof zero.

We simulated onepopulation with 3000haplotypes,computedits block struc-
ture with both algorithms and comparedthem to the true one.We repeatedthis
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% Errors |% Missing entries | % Correct

classi cations

0 0 99
5 5 98
10 10 95
15 15 84
20 20 71
Dl 2 4 5 6 7 8
Number of Subrpﬂulaﬂans tested B

Fig. 2. Simulation results. A: Determining the number of sub-populations. For eat
simulated matrix, containing 1-4 sub-populations, the gure shows the score assigned
by the algorithm to partitions (y-axis) with dierent number of sub-populations (x-
axis). Simulations were performed with 1% errors and no missing entries. B: Accuracy
of haplotype classi cation by the MBH algorithm for dierent noise levels. Data are
for 3 sub-populations.

experiment with dierent error and missing data rates. The results are shovn
in Figure 3.A. It can be obsened that our algorithm yields partitions that are
closerto the true ones,particularly asthe rate of errors and missing data rises.
An example of the actual block structures producedis showvn in Figure 3.B.

4.2 Real Data

We applied our algorithm to two published datasets.The rst datasetof Daly et
al. [5] consistsof 258 haplotypesand 103 SNPs. We applied our block partition-
ing algorithm with the following parameters: The maximal allowed error ratio
betweentwo vectors, to be consideredas resulting from a single haplotype, was
0.02. In addition, we allowed 5% of rare haplotypes,i.e., in scoring a block we
sough the minimum number of di erent haplotypesthat together cover 95% of
the rows.

In order to asses®ur block partitioning and compareit to the onereported by
Daly et al. [5], we calculated LD-based measuresor both partitions. Speci cally,
we calculated the LD-con dence values between every pair of SNPs inside the
sameblock, using a 2-test. For ead block, we calculated the fraction of SNP
pairs in the block whoselLD-con dence value exceede®5% (high LD pairs). The
averagefraction over all blocks was computed as the ratio of the total humber
of high LD pairs inside blocks to the total number of SNP pairs within blocks.

A comparison between our block partition to the one obtained by Daly et
al. is preseried in Table 1. Overall, the two block partitions have similar bound-
aries and similar scores.The averagefraction of high LD pairs in blocks for our
partition was 0.823. For the partition of Daly et al. the average fraction was
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0% 5% 10% 15% 209 25% 30%
Error and missing data rates

A B

Fig. 3. Block structure reconstruction. A: Accuracy in reconstruction by the PMBS
algorithm (solid line) and the algorithm of Gabriel et al. [7] (dashed line). y-axis: the
score of aligning the reconstructed structure with the correct one. x-axis: the noise
rate. B: An example of the block structures produced for an error rate of 1% by our
algorithm (bottom), the LD-based algorithm of [7] (top) and the true solution (middle).
Each block boundary is denoted by a vertical line.

0.796. Another available partition for this data by Eskin et al. [6], was based
on minimizing the number of represerativ e SNPs. Their partition contained 11
blocks and its averagefraction of high LD pairs was 0.814.

The seconddatasetwe analyzed,dueto Gabriel et al. [7], contains unresolved
genotype data. In order to apply our algorithm to this data, we transformed it
into haplotype data by treating heterozygousSNPsasmissingdata. Notably, the
fraction of heterozygoussiteswasrelatively small, sothe lossin information was
moderate. We consideredthe two largest populations in the data, A (European)
and D (individuals from Yoruba), consisting of 93 and 90 samples,respectively.
Each population was genotyped in 60 dierent regions in the genome. We
analyzed 6 of those regionsthat contained over 70 SNPs. In all caseswe were
able to detect two dierent populations in the data and classify correctly over
95% of the haplotypes.

The results are shawvn in Table 2. The results with three populations were
poorer, due to the smaller size of the third population.

5 Concluding Remarks

We have introduced a simple and intuitiv e measurefor scoring and detecting
blocks in a haplotype matrix: The total number of distinct haplotypesin blocks.
Using this measurealong with seweral error models, we have studied the compu-
tational problemsof scoringof a block, and of nding an optimal block structure.
Most versionsof the scoring problem that addressimperfect data are shawvn to
be NP-hard. A similar situation occurred with the f scorefunction of Zhang et
al. [20]. We devised seeral algorithms for di erent variants of the problem. In
particular, we gavea simple algorithm, which, under an appropriate probabilistic
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Daly et al. blocks|Fraction of high|/Our blocks|Fraction of high
LD pairs LD pairs
1:1-9 0.78 1:1-15 0.81
2:10-15 1
3:16-24 0.78 2:16-24 0.78
4: 25-35 0.95 3: 25-36 0.94
5: 36-40 0.70 4: 37-44 0.68
6: 41-45 1
7. 46-77 0.77 5: 45-67 0.84
6: 68-78 0.71
8: 78-85 0.50 7. 79-81 0.33
9: 86-91 0.93 8: 82-90 0.89
10: 92-98 0.95 9: 91-95 1
11: 99-103 1 10: 96-103 0.75
| Average | 0.796 I | 0.822 |

Table 1. Comparison between the blocks of Daly et al. [5] and the blocks generated
by our algorithm.

. 0, . 0,
Chromosome: #SNPs [Discovered blo cks % Correct Chromosome: #SNPs Discovered blo cks % Correct
Region classi cations Region classi cations
1 3a 119 1 1-35, 36-119 95 14 41a 141 1: 1-48, 49-63, 64-141 100
1 1-46, 47-119 2: 1-12, 13-63, 64-141
2: 8a 73 1173 99 6: 24a 121 1:1-62, 53-121 08
2: 1-73 2: 1-44, 45-121
8: 29a 104 | Y127, 28104 100 9: 32a 110 1:1-25, 26-110 99
2: 1-40, 41-104 2: 1-38, 39-110

Table 2. Separation to populations and block nding on dierent regionsin part of
the data of [7], which includes populations A and D.

model, scoresa block correctly with high probability, in the presenceof errors,
missing data and rare haplotypes.

Note that our measureis adequate only when the ratio n=m of the data
matrix is not too extreme: When the number of typed individuals n is very
small and the number of SNPs m is large, our measuremight be optimized by
the trivial solution of a single block.

In simulations, our score leads to more accurate block detection than the
LD-based method of Gabriel et al. [7]. While the simulation setupis quite naive,
it seemsto act just asfavorably for the LD-based methods. The latter methods
apparertly tend to over-partition the data into blocks, as they demand a very
stringent criterion between every pair of SNPs in the sameblock. This crite-
rion is very hard to satisfy as block size increases,and the number of pairwise
comparisonsgrows quadratically. On the data of Daly et al. [5] we generateda
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slightly more conciseblock description than extant approaches,with a somewhat
better fraction of high LD pairs.

We also treated the question of partitioning a set of haplotypesinto sub-
populations based on their di erent block structures, and devised a practical
heuristic for the problem. On a genotype dataset of Gabriel et al. [7] we were
able to identify sub-populations correctly, in spite of ignoring all heterozygous
types. A principled method of dealing with genotype data remains a compu-
tational challenge. While in some studies the partition into sub-populations is
known, others may not have this information, or further, ner partition may
be detectable using our algorithm. In our model we implicity assumedthat
block boundariesin di erent sub-populations are independert. In practice, some
boundariesmay be common due to the common lineage of the sub-populations.
A more detailed treatment of the block boundariesin sub-populations should be
consideredwhen additional haplotype data reveal the correct way to model this
situation.
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