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Spring 2008 David Wagner Note 17

Two Killer Applications

In this lecture, we will see two “killer apps” of elementary probability in Comp&eience.

1. Suppose a hash function distributes keys evenly over a table of.gtt®v many (randomly chosen)
keys can we hash before the probability of a collision exceeds @hy)

2. Consider the following simple load balancing scenario. We are givgwbs andn machines; we
allocate each job to a machine uniformly at random and independently of el jois. What is a
likely value for the maximum load on any machine?

As we shall see, both of these questions can be tackled by an analysdaldigrand-bins probability space
which we have already encountered.

Appiication 1: Hash functions

As you may already know, a hash table is a data structure that supporterihgesof sets of keys from a
(large) universé&) (say, the names of all 250m people in the US). The operations suppogtedming a key

to the setpELETEINg a key from the set, and testimgMBERship of a key in the set. The hash function
mapsU to a tableT of modest size. TeDD a keyx to our set, we evaluatgx) (i.e., apply the hash function

to the key) and stoneat the locatiorh(x) in the tableT . All keys in our set that are mapped to the same table
location are stored in a simple linked list. The operatipaSETE andMEMBER are implemented in similar
fashion, by evaluating(x) and searching the linked list htx). Note that the efficiency of a hash function
depends on having only fegollisions— i.e., keys that map to the same location. This is because the search
time for DELETE andMEMBER operations is proportional to the length of the corresponding linked list.

The question we are interested in here is the following: suppose our Hde thas sizen, and that our
hash functiorh distributed) evenly ovefT.} Assume that the keys we want to store are chosen uniformly at
random and independently from the univellséWhat is the largest numban, of keys we can store before
the probability of a collision reacheﬁ

Let’s begin by seeing how this problem can be put into the balls and binsirarke The balls will be
them keys to be stored, and the bins will be théocations in the hash table. Since the keys are chosen
uniformly and independently frotd, and since the hash function distributes keys evenly over the table, we
can see each key (ball) as choosing a hash table location (bin) uniforehipd@pendently fronT. Thus

the probability space corresponding to this hashing experiment is exacthathe as the balls and bins
space.

We are interested in the evefitthat there is no collision, or equivalently, that allballs land in different
bins. Clearly PiA] will decrease asn increases (witn fixed). Our goal is to find the largest value rof

1l.e.,|U| = an (the size ol is an integer multiplexr of the size ofT), and for eacly € T, the number of keys € U for which
h(x) =yis exactlya.

[EnY
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such that PR remains abové. [Note: Really we are looking at different sample spaces here, oreafdr
value ofm. So it would be more correct to write Rrather than just Pr, to make clear which sample space
we are talking about. However, we will omit this detail.]

Let’s fix the value ofmand try to compute PA]. Since our probability space is uniform (each outcome has
probability nim), it's enough just to count the number of outcomeAirin how many ways can we arrange
balls inn bins so that no bin contains more than one ball? Well, therae ptaces to put the first ball, then
n— 1 remaining places for the second ball (since it cannot go in the same bia &ssthn — 2 places for

the third ball, and so on. Thus the total number of such arrangements is

nNx(n—1)x(n—2)x---x(n—m+2) x (h—m+1).
This formula is valid as long a® < n: if m> nthen clearly the answer is zero. From now on, we’ll assume
thatm<n.
Now we can calculate the probability of no collision:
nn—1)(n—2)...(n—m+1)
nm

n n-1 n-2 n—m+1
ﬁx—x—x---xi

_ (1_}r1>x<1f§)x...x<ln_m_—1), 1)
n n n

Before going on, let’'s pause to observe that we could compyk¢ iRra different way, as follows. View the
probability space as a sequence of choices, one for each ball. £orlm, let A; be the event that thigh

PHA] =

ball lands in a different bin from balls 2,...,i — 1. Then
PriAl = PriNL1A] = PrAy] x PriAz|A] x PrAg|AL N Ay x -+ - % Pr[AmminrllAi]
n-1 n-2 n-m+1
prg l X X Xoeoe X —m ———

n n n
— (1J) y <1f2) X x (km_—l),
n n n
Fortunately, we get the same answer as before! [You should make surseg how we obtained the
conditional probabilities in the second line above. For exampl@sf&: N A;] is the probability that the

third ball lands in a different bin from the first two baltfiyen that those two balls also landed in different
bins. This means that the third ball has 2 possible bin choices out of a total mf

Essentially, we are nhow done with our problem: equation (1) gives an &taaula for the probability of
no collision whemm keys are hashed. All we need to do now is plug valmes 1,2, 3, ... into (1) until we
find that PfA] drops below%. The corresponding value af (minus 1) is what we want.

But this is not really satisfactory: it would be much more useful to haveradta that gives the “critical”
value ofm directly, rather than having to compute/&rfor m=1,2,3,.... Note that we would have to do
this computation separately for each different value wfe are interested in: i.e., whenever we change the
size of our hash table.

So what remains is to “turn equation (1) around”, so that it tells us the vdlmeat which PfA] drops
below%. To do this, let’s take logs: this is a good thing to do because it turns the giriodo a sum, which
is easier to handle. We get

m—l)

In(Pr[A]):In(l—%)+In(1—§>+--~+ln(l—T 2)
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where “In” denotes natural (base e) logarithm. Now we can make use taindasd approximation for
logarithms: namely, ik is small then 1 — x) ~ —x. This comes from the Taylor series expansion

So by replacing IfiL — x) by —x we are making an error of at mc(éf— + § +---), which is at most 2 when
x < . In other words, we have
—x>1In(1—x) > —x—2x2.

And if x is small then the error ternx2 will be much smaller than the main terax. Rather than carry
around the error term@ everywhere, in what follows we’ll just write [ — X) ~ —X, secure in the knowl-
edge that we could make this approximation precise if necessary.

Now let’s plug this approximation into equation (2):

1 2 -1
n(PrA) ~ —S_2_3_ _m

n n n n
1m-t

__m(m-1)

N 2n
me

= 3)

. . . . . 1 2 3 —1 . .
Note that we've used the approximation fof1n-x) with x =+, £, 2 ... =2 So our approximation should

be good provided all these are small, i.e., provides fairly big andm is quite a bit smaller than. Once
we’re done, we’'ll see that the approximation is actually pretty good evemdalest sizes af.

Now we can undo the logs in (3) to get our expression fGAPr

_m?
PrAl ~e 2.

The final step is to figure out for what valuerofthis probability become%. So we want the largest such
2 .
thate =n > % This means we must have

e
- >
2n
or equivalently

In(3) =—1In2, (4)

m < +/(2In2n~1.177/n.

So the bottom line is that we can hash approxima#tmy: |1.177,/n| keys| before the probability of a
collision reaches;.

Recall that our calculation was only approximate; so we should go bacigetralfeel for how much error
we made. We can do this by using equation (1) to compute the exactmatuey at which PfA] drops
below%, for a few sample values of Then we can compare these values with our estimmatel.177,/n.
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n[10 20 50 100 200 365 500 1000 “010° 1C°
1.177y/n | 3.7 53 83 118 16.6 225 26.3 37.3 118 372 1177
exactmg | 4 5 8 12 16 22 26 37 118 372 1177

From the table, we see that our approximation is very good even for snhadisvafn. Whenn is large, the
error in the approximation becomes negligible.

Why 1?2

Our hashing question asked when the probability of a collision risés Imthere anything special abo%rl’

Not at all. What we did was to (approximately) computeAP(the probability of no collision) as a function

of m, and then find the largest value wffor which our estimate is smaller thaé’m If instead we were
interested in keeping the collision probability below (say) 0:8%06), we would just replacé by 0.95in
equation (4). If you work through the last piece of algebra again,liyseé that this gives us the critical
valuem = ,/(2In(20/19))n ~ 0.32,/n, which of course is a bit smaller than before because our desired
collision probability is now smaller. But no matter what desired probability weipehe critical value

of mwill always bec,/n for some constart (which depends on the desired probability).

The birthday paradox revisited

Recall from a previous lecture the birthday “paradox”: what is the g@lodlly that, in a group om people,
no two people have the same birthday? The problem we have solved abggefdially just a generalization
of the birthday problem: the bins are the birthdays and the balls are the panglee want the probability
that there is no collision. The above tablenat 365 tells us for what value ah this probability drops
below 3: namely, 23.

Apphcation 2: Load ]aalancing

One of the most pressing practical issues in distributed computing is how eéadspine workload in a

distributed system among its processors. This is a huge question, still vetyunsolved in general. Here
we investigate an extremely simple scenario that is both fundamental in its owmnidlalso establishes a
baseline against which more sophisticated methods should be judged.

Suppose we hava identical jobs anch identical processors. Our task is to assign the jobs to the processors
in such a way that no processor is too heavily loaded. Of course, theesirigple optimal solution here: just
divide up the jobs as evenly as possible, so that each processoeseeithef T | or || jobs. However, this
solution requires a lot of centralized control, and/or a lot of communicati@wtrkload has to be balanced
evenly either by a powerful centralized scheduler that talks to all theepsoes, or by the exchange of many
messages between jobs and processors. This kind of operation isogtlgyino most distributed systems.
The question therefore is: What can we do with little or no overhead in stihgdaind communication cost?

The first idea that comes to mind here idalls and bins! In other words, each job simply selects a processor
uniformly at random and independently of all others, and goes to the¢gsor. (Make sure you believe that
the probability space for this experiment is the same as the one for balls andThis scheme requires no
communication. However, presumably it won't in general achieve an opbaiahcing of the load. LeX

be the maximum loading of any processor under our randomized schengethidtX isn’t a fixed number:

its value depends on the outcome of our balls and bins experfmést.designers or users of this load

2|n fact, X is called arandom variable: we'll define this properly in the next lecture.

CS 70, Spring 2008, Note 17 4



balancing scheme, here’s one question we might care about:

Question: Find the smallest valukesuch that

PriX >k < 1.

If we have such a valuk, then we’ll know that, with good probability (at Iea%), the maximum load on
any processor in our system won't excdedThis will give us a good idea about the performance of the
system. Of course, as with our hashing application, there’s nothing spbcat the value}: we're just
using this for illustration. As you can check later, essentially the same anadysise used to fink such
that PfX > k] < 0.05 (i.e., 95% confidence), or any other value we like. Indeed, we camfewd thek's for
several different confidence levels and thus build up a more detailedepifttine behavior of the scheme.
To simplify our problem, we'll also assume from now on that n (i.e., the number of jobs is the same as
the number of processors). With a bit more work, we could generalizaralysis to other values af.

From Application 1 we know that we get collisions already wher: 1.177,/n. So whenm = n the
maximum load will certainly be larger than 1 (with good probability). But howedangil it be? If we try to
analyze the maximum load directly, we run into the problem that it depends owthker of jobs aévery
processor (or equivalently, the number of balls in every bin). Since tkifoone bin depends on those in
the others, this becomes very tricky. Instead, what we'll do is analyZealden anyone bin, say bin 1; this
will be fairly easy. Call the load in bin X; (another random variable). What we’ll do is fikéuch that

PriX. > K < 4. (5)
Since all the bins are identical, we will then know that, for the sdme

PiX >k <4 fori=12...,n,

whereX; is the load in biri. But now, since the eveitt > k is exactly the union of the evenx > k (do you
see why?), we can use the “Union Bound” from the previous lecture:

PIIX > K = P{UL; (% > K]

simmzm

1

<nx —
- 2n

NIk~ 35

It's worth standing back to notice what we did here: we wanted to concluatePifA] < % whereA is
the event thalX > k. We couldn't analyzeA directly, but we knew thaf = (J'; A, for much simpler
eventsA; (namelyA is the event thaX; > k). Since there ara eventsA;, and all have the same probability,
it is enough for us to show that ] < 2—1n; the union bound then guarantees thdAPK % This kind of
reasoning is very common in applications of probability in Computer Science.

Now let's get back to our problem. Recall that we've reduced our taskdinik such that
PriX, > K < 4,

whereX; is the load in bin 1. It's not hard to write down axact expression for FX; = j], the probability
that the load in bin 1 is precisely

pixa =il = (7) () (1= )" ©
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This can be seen by viewing each ball as a biased coin toss: Headspooms to the ball landing in bin 1,
Tails to all other outcomes. So the Heads probabilit&;iand all coin tosses are (mutually) independent.
As we saw in earlier lectures, (6) gives the probability of exagtHeads imn tosses.

Thus we have

_ < :-:nn;J_;nﬂ"
Pr[Xlzk]_JZkPr[Xl il ,Zk<'>(”) (1-3%) (7)

J

Now in some sense we are done: we could try plugging vadees, 2, . . . into (7) until the probability drops
belowz—ln. However, as in the hashing example, it will be much more useful if we casagasquation (7)
into a cleaner form from which we can read off the valud afore directly. So once again we need to do a
few calculations and approximations:

Pazk = 3 (0) @3

J
< Jzk(%e)j (&)
-39 ®

In the second line here, we used the standard approxin%a(t?@hg (T) < (”Te)j. Also, we tossed away the

(1- %)”‘j term, which is permissible because doing so can only increase the valueafith@.e., since
(1- %)”*J’ < 1). It will turn out that we didn’t lose too much by applying these bounds.

Now we're already down to a much cleaner form in (8). To finish up, werjaed to sum the series. Again,
we’ll make an approximation to simplify our task, and hope that it doesnituw®$oo much. The terms in
the series in (8) go down at each step by a factor of at [gaSb we can bound the series bgeometric
series, which is easy to sum:

n

5.(5) <0 (rer (%) <200 ©

where the second inequality holds provided we assumekthae (which it will be, as we shall see in a
moment).

So what we have now shown is the following:
PriX, > K < 2(8)" (10)

(providedk > 2e). Note that, even though we have made a few approximations, inequ@)iig Completely
valid: all our approximations were<”, so we always have ampper bound on PiX; > k]. [You should go
back through all the steps and check this.]

Recall from (5) that our goal is to make the probability in (10) less %anWe can ensure this by choosikg
so that

(B) <& (11)

3Computer scientists and mathematicians carry around a little bag of tric ing complicated expressions likg with

p y g g p p

simpler approximations. This is just one of these. It isn’t too hard toepte lower bound, i.e., th&f) > (?)i. The upper bound
]

is a bit trickier, and makes use of another approximatiomfdmown asStirling’s approximation, which implies thatj! > (é)j.
We won't discuss the details here.
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Now we are in good shape: given any valuéor the number of jobs/processors, we just need to find the
smallest valuk = kg that satisfies inequality (11). We will then know that, with probability at Iépshe
maximum load on any processor is at mkgt The table below shows the valueskgffor some sample
values ofn. It is recommended that you perform the experiment and compare thess zdky with what
happens in practice.

n|10 20 50 100 500 1000 f0 10° 10° 10" 10P 10
exactko | 6 6 7 7 8 8 9 10 11 12 13 19
In(4n) | 3.7 44 53 6.0 76 83 106 139 152 175 198 B6
2m 156 54 58 60 68 72 82 94 106 11.6 126 20

Inlnn

Can we come up with a formula fég as a function oh (as we did for the hashing problem)? Well, let’s
take logs in (11):

K(Ink—1) > In(4n). (12)

From this, we might guess thit= In(4n) is a good value fokg. Plugging in this value ok makes the left-
hand side of (12) equal to(4n)(InIn(4n) — 1), which is certainly bigger than (An) provided Inlr{4n) > 2,
i.e.,n> %eez ~ 405. So forn > 405 we can claim that the maximum load is (with probability at Ie}';st
no larger than If¥n). The table above plots the values of4n) for comparison withkg. As expected, the
estimate is quite good for smail] but becomes rather pessimistic wireis large.

For largen we can do better as follows. If we plug the valkie- |r'{|‘—n”n into the left-hand side of (12), it
becomes

I
ﬂ(InInn—InInInn—l):Inn(l— (13)

IniniInn+1
Inlnn

Inlnn

Now whenn is large this igust barely smaller than the right-hand side(4m). Why? Because the second
term inside the parentheses goes to zeno-asw,* and because (@n) = Inn+In4, which is very close to
Innwhennis large (since In4 is a fixed small constant). So we can conclude that, gervatues oh, the
quantity"!rl‘r?n should be a pretty good estimatekgf Actually for this estimate to become gondhas to be
(literally) astronomically large. For more civilized valuesmiwe get a better estimate by takikg- ﬁ'{r‘{r‘].
The extra factor of 2 helps to wipe out the lower order terms (i.e., the seéeamdn the parenthesis in (13)

and the In4) more quickly. The table above also shows the behavior of theaés for various values af.

Finally, here is one punchline from Application 2. Let’s say the total US fadjmn is about 250 million.
Suppose we mail 250 million items of junk mail, each one with a random US addiess.(see the above
table) with probability at Ieas%, no one person anywhere will receive more than about a dozen items!

“To see this, note that it is of the forf¥&1 wherez = Innn, and of coursé"2l — 0 asz— o.
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