CS 70 Discrete Mathematics for CS
Spring 2008  David Wagner Note 22

[.I.D. Random Variables

Estimating the bias of a coin

Question: We want to estimate the proportignof Democrats in the US population, by taking a small
random sample. How large does our sample have to be to guarantee teatimate will be within (say)
+1 percentage points (in absolute terms) of the true value with probability &0I&&S

This is perhaps the most basic statistical estimation problem, and it showsnyp/eges. We will develop
a simple solution that uses only Chebyshev’s inequality. More refined nettaodbe used to get sharper
results.

Let's denote the size of our sample hy(to be determined), and the number of Democrats in it by the
random variables,. (The subscriph just reminds us that the r.v. depends on the size of the sample.) Then
our estimate will be the valug, = 1S,.

Now as has often been the case, we will find it helpful to w&te- X1 + X + - - - + X, Wwhere

X — 1 if personi in sample is a Democrat;
~ 10 otherwise.

Note that eachX; can be viewed as a coin toss, with Heads probabpitfthough of course we do not
know the value o). And the coin tosses are independeffitVe can say that th¥;’s areindependent and
identically distributeglor justi.i.d. for short.]

What is the expectation of our estimate?
E[An] = E[3S)] = fEXa+ X+ +Xo] = £ x (np) = p.

So for any value of, our estimate will always have the correct expectapofSuch a r.v. is often called an
unbiased estimataof p.] Now presumably, as we increase our sample sjzair estimate should get more
and more accurate. This will show up in the fact thatthdancedecreases with: i.e., asn increases, the

probability that we are far from the megwill get smaller.

To see this, we need to compute &¢). And sinceA, = %z{‘:m, we need to figure out how to compute
the variance of aumof random variables.

Theorem 22.1 For any random variable X and constant ¢, we have
Var(cX) = ¢?Var(X).
And forindependentandom variables XY, we have

Var(X+Y) = Var(X) + Var(Y).

IWe are assuming here that the sampling is done “with replacement”; eeselgct each person in the sample from the entire
population, including those we have already picked. So there is a smatietizat we will pick the same person twice.

[EEY
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Proof: From the definition of variance, we have
Var(cX) = E[(cX — E[cX])?] = E[(cX — cE[X])?] = E[c3(X — E[X])?] = ¢®Var(X).

The proof of the second claim is left as an exercise. Note that the setainddoesnot in general hold
unlessX andY are independentl

Using this theorem, we can now compute \&y).
n n n 2
Var(An) = Var(3 3 X) = (R)*Var(3 X) = ()° 3 Var(X) = z,

where we have writtew? for the variance of each of thg, i.e., 02 = Var(X;). So we see thahe variance
of A, decreases linearly with.nThis fact ensures that, as we take larger and larger samplersities
probability that we deviate much from the expectatipgets smaller and smaller.

Let's now use Chebyshev’s inequality to figure out how langeas to be to ensure a specified accuracy
in our estimate of the proportion of Democrgis A natural way to measure this is for us to specify two
parameterss andd, both in the rang¢0, 1). The parameteg controls theerror we are prepared to tolerate
in our estimate, and controls theconfidenceve want to have in our estimate. A more precise version of
our original question is then the following:

Question: For the Democrat-estimation problem above, how large does the samphehsize to be in order
to ensure that

PrllAn—p|>€]<d7?

In our original question, we hagd = 0.01 andd = 0.05: we wanted to know how largeneeds to be so
that Pfp—0.01 < A, < p+ 0.01] > 0.95, which is equivalent to asking how largeneeds to be so that
Pr{|An — p| > 0.01] < 0.05.

Notice that, in this example, measures thabsoluteerror, i.e., the difference between the estim&ieand
the true valuep. In many applications, theslative error is a better measure of error, but in the case of
polling, it's usually enough to bound the absolute efror.

Let's apply Chebyshev’s inequality to answer our more precise questiovea Since we know VéA,),
this will be quite simple. From Chebyshev’s inequality, we have

var(A,) a2
Pr|An—p| > €] < 2 ne?

To make this less than the desired vatyeve need to set

2

o
> ——.
=5 @)

2In many other applications, the absolute error is a poor measure,dgeaagiven absolute error (say).01) might be quite
small in the context of measuring a large value like: 0.5, but very large when measuring a small value ke 0.005. For this
reason, in most real-life applications, it is more useful to examineghagéveerror, i.e., to measure the error as a ratio of the target
value p. (Thus the absolute error of the estimé&eis |A, — p|, while the relative error i$A, — p|/p = |% —1].) The relative
error has the advantage of treating all valueg efjually. However, polling is a special case where it is often sufficienséctioe
absolute error, and the mathematics for the absolute error is slightly sjrapleme will continue to use the absolute error in this
example, confident in the knowledge that we could modify these calcusatiionse a relative error measure if we wanted.
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Now recall thato? = Var(X) is the variance of a single samptg SinceX; is a 0/1-valued r.v., we have
02 = p(1— p). Itis easy to see using a bit of calculus thpdl — p) < }1 (since 0< p < 1). As a result,
inequality (1) becomes

(2)

> .
= 225
Plugging ine = 0.01 andd = 0.05, we see that a sample sizenof 50,000 is sufficient.

One amazing corollary is that necessary sample size depends only uptesifesl margin of errore] and
confidence levelg), but not on the size of the underlying population. We could be polling the sta
Wyoming, the state of California, the whole of the US, or the entire world—aad#me sample size is
sufficient. This is perhaps a bit counterintuitive.

Estimating a general expectation

What if we wanted to estimate something a little more complex than the proportion of d&tsiin the
population, such as the average wealth of people in the US? Then we crutkactly the same scheme
as above, except that now the rX. is the wealth of theéth person in our sample. Cleas(X] = y, the
average wealth of people in the US (which is what we are trying to estimat&) oAnestimate will again
beA, = %z{;m, for a suitably chosen sample sizeOnce again the are i.i.d. random variables, so we
again haveE[A,] = p and VafA,) = %2 wherea? = Var(X) is the variance of th¥;. (Recall that the only
facts we used about th¢ was that they were independent and had the same distribution. Actuallylid wou
be enough for them to be independent and all have the same expectaticariamce—do you see why?)

In this case, we probably want to use the relative error: we want tosehot ensure that Pfl — e)u <
An< (1+¢€)u] >1-9],i.e., toensurethat RA, — 1| > eu] < 4. Applying Chebyshev’s inequality much
as before, we find

Var(An) o2

Pr[|An_IJ|Z€U]§ (8”)2 :ngzuz'

Hence it is enough for the sample siz& satisfy

n> Ozx !
=2 g5

()

Heree and¢ are the desired error and confidence respectively, as before oNmyurse we don't know the
other two quantities,t ando?, appearing in equation (3). In practice, we would try to find some re&é®na
lower bound oru and some reasonable upper bounds8r(just as we used an upper bound@d — p) in
the Democrats problem). Plugging these bounds into equation (3) will etimtreur sample size is large
enough.

For example, in the average wealth problem we could probably safelyitakebe at least (say) $20k
(probably more). However, the existence of people such as Bill Gatessntieat we would need to take
a very high value for the varianag?. Indeed, if there is at least one individual with wealth $50 billion,
then assuming a relatively small valueofneans that the variance must be at least a@@gj%z =104,

(Check this.) However, this individual’s contribution to the mean is o}?&% = 200. There is really no

way around this problem with simple uniform sampling: the uneven distributiomealth means that the
variance is inherently very large, and we will need a huge number of sarbpfere we are likely to find

anybody who is immensely wealthy. But if we don’t include such people irsaarple, then our estimate
will be way too low.
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As a further example, suppose we are trying to estimate the average ratessfom from a radioactive
source, and we are willing to assume that the emissions follow a Poisson distrifaith some unknown
parameter — of course, this\ is precisely the expectation we are trying to estimate. Now in this case we
haveu = A and alsao? = A (see the previous lecture notes). %o: /\1 Thus in this case a sample size of

n = ;25 suffices. (Again, in practice we would use a lower boundgn

The Law Of Large Num]aers

The estimation method we used in the previous two sections is based on a prihatphe accept as part
of everyday life: namely, the Law of Large Numbers. This asserts thag Glgerve some random variable
many times, and take the average of the observations, then this averagenwérge to asingle value
which is of course the expectation of the random variable. In other wakgsaging tends to smooth out
any large fluctuations, and the more averaging we do the better the smoothing.

Theorem 22.2 [Law of Large Numbers] Let X, Xz, ..., X, be i.i.d. random variables with common expec-
tation 4 = E[X]. Define A = s, X. Then for anyor > 0, we have

Prl|An—u|>a]—0 asn — oo,

We will not prove this theorem here. Notice that it says that the probabiligngfdeviationa from the
mean, however small, tends to zero as the number of observationsur average tends to infinity. Thus
by takingn large enough, we can make the probability of any given deviation as smak éke. [Note,
however, that the Law of Large Numbers does not say anything dmutarge nhas to be to achieve a
certain accuracy. For that, we need Chebyshev’s inequality or someguiaetitative tool.]

Actually we can say something much stronger than the Law of Large Numtemsely, the distribution of
the sample averagh,, for large enoughm, looks like abell-shaped curveentered about the mean The
width of this curve decreases with so it approaches a sharp spikguatThis fact is known as th€entral
Limit Theorem

To say this precisely, we need to define the “bell-shaped curve.” Thig isatcalledNormal distribution
and it is the first (and only) non-discrete distribution we will meet in this cauF®r random variables that
take on continuous real values, it no longer makes sense to talk ahgutRf. As an example, consider a
r.v. X that has the uniform distribution on the continuous intef®al]. Then for any single point & a < 1,
we have PiX = a] = 0. However, clearly it is the case that, for examplézRt X < 2] = 1. So in place of
point probabilities FiX = a], we need a different notion of “distribution” for continuous randomiafales.
Definition 22.1 (density function) For a real-valued r.\X, a real-valued functiorii(x) is called a(proba-

bility) density functiorfor X if
a
PIX < & :/ £(x)dx

Thus we can think of (x) as defining a curve, such that the area under the curve betweenyeigsnd
x = bis precisely Pia < X < b]. Note that we must always hay€, f(x)dx= 1. (Do you see why?) As an
example, for the uniform distribution df, 1] the density would be

0 forx<O;
f(x)=4¢1 forO<x<1;
0 forx>1.

[Check you agree with this. What would be the density for the uniform digidh on[—1,1]?]
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Expectations of continuous r.v.'s are computed in an analagous way ® filvodiscrete r.v.’s, except that
we use integrals instead of summations. Thus

E[X]:/ xf(x)dx
And also

Var(X) = E[X?] — (E[X])?, whereE[X?] = [“ x2f(x)dx

—00

[You should check that, for the uniform distribution (1], the expectation i% and the variance i%z.]
Now we are in a position to define the Normal distribution.

Definition 22.2 (Normal distribution): The Normal distribution with meam and varianceo? is the
distribution with density function

1 2 2
f(X) = e (x—H)?/20°
) oV 2m
[The constant facto%T comes from the fact that™, e *~#?/9*dx= gv/2mT. So, we have to normalize

by this constant factor to ensure that, f (x)dx= 1. If you like calculus, you might like to do the integrals
to check that the expectatigix f (x)dxis indeedu and that the variance is indeed.]

If you plot the above density functiof(x), you will see that it is a symmetrical bell-shaped curve centered
around the meag. Its height and width are determined by the standard deviatias follows: 50% of
the mass is contained in the interval of widtléTo either side of the mean, and 99.7% in the interval of
width 3o either side of the mean. (Note that, to get the correct scale, deviations Hre order ofo rather
thano?.) Put another way, if we sample a random value from a Normal distributien, 5% of the time,
the value we get will be within 0.67 standard deviations of the mean (i.e., in tiye fan- 0.670, 1 +
0.670]); and 99.7% of the time, it will be within 3 standard deviations of the mean.

Now we are in a position to state the Central Limit Theorem. Because our treadfremtinuous distri-
butions has been rather sketchy, we shall be content with a rather ingostaiement. This can be made
completely rigorous without too much extra effort.

Theorem 22.3 [Central Limit Theorem] Let X, X,,..., X, be i.i.d. random variables with common
expectationu = E[X;] and variancea? = Var(X;) (both assumed to be finite). Defing A % SiL1X. Then

as n— oo, the distribution of 4 approaches the Normal distribution with megrand variance%z.

Note that the variance IS‘TZ (as we would expect) so the width of the bell-shaped curve decreaseabipr
of y/nasnincreases.

The Central Limit Theorem is actually a very striking fact. What it says is ttleviing. If we take an
average of observations of absolutely any rX, then the distribution of that average will be a bell-shaped
curve centered at = E[X]. Thus all trace of the distribution of disappears asgets large: all distributions,
no matter how compleXJook like the Normal distribution when they are averaged. The only effiitte
original distribution is through the variane#, which determines the width of the curve for a given value
of n, and hence the rate at which the curve shrinks to a spike.

One useful consequence is that the Binomial distribution can be approxifmathe Normal distribution,
since the Binomidh, p) distribution is obtained as the sum wofi.i.d. (0/1-valued) random variables. In
particular, if we holdp fixed and letX, be a random variable with the distributiaq ~ Binomial(n, p), then

3We do need to assume that the mean and variankeaoé finite.
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asn — oo, %Xn approaches the Normal distribution with meaand varianceo(lnép). This means that if
is sufficiently large, we can approximate the r%\b.(n as a Normal distribution (with meamand variance

M). Or, in other words, ifiis sufficiently large, we can approximate the Xy.as a Normal distribution

with meanpn and variancep(1 — p)n. This means that, for large, the Binomial distribution can often
be approximated as a Normal distribution. This can be a helpful tool faoappate computations about
Binomially distributed random variables. What is amazing about the Central Timsibrem is it shows that
the same kind of approximations apply not only to sums of 0/1-valued randbms/(i.e., not only to the
Binomial distribution) but also to sums of any other kind of i.i.d. r.v.s, as longiasufficiently large.
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