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Abstract

We presentheTiny AGgragation(TAG) servicefor ag-
gregationin TinyOS.TAG allows usersto expresssim-
ple, declaratre queriesand have themdistributed and
executedef ciently in networksof low-power, wireless
sensors.We discussvariousgenericpropertiesof ag-
gregatesandshav how thosepropertiesaffect the per

formanceof our in-network approach. We include a
performancestudydemonstratinghe advantage®f our
approachover traditional centralized, out-of-netvork

methodsanddiscussa variety of optimizationsfor im-

proving the performancendfault-tolerancef thebasic
solution.

1 Intr oduction

Recentadwancesin computingtechnologyhave led to
the productionof a new classof computingdevice: the
wirelesspatterypowered smartsensarThesenew sen-
sorsareactive, full edged computerscapablenotonly
of measuringeal world phenomendut also lItering,
sharing,and combiningthosemeasurementsOne ex-
ampleof suchsmallsensodevicesarethe motesunder
developmeniat UC Berkeley. Currentgeneratiormotes
areroughly2cmx 4cmx lcmandareequippedwith a
radio,a processqgmemory a smallbatterypack,anda
suite of sensors.The mote operatingsystem,TinyOS,
providesasetof primitivesdesignedo facilitatethede-
ployment of motesin ad-hocnetworks. In suchnet-
works, devices can locate each other and route data
without prior knowledge of or assumptionsiboutthe
network topology therebyallowing the network topol-
ogy to changeas devices move, run out of power, or
experienceshifting wavesof interference.

Due to the relative easeof deploymentof mote-based
sensomnetworks, practitionersn avarietyof elds have
begun consideringhemfor a rangeof monitoringand
datacollectiontasks. For example: civil engineersare
usingmotesto monitor building integrity duringearth-
quales[1]; biologistsareplanninga mote deplo/ment
for habitatmonitoringof StormPetrelson GreatDuck
Island [14] off the coastof Maine; administratorsof
large computerclustersareinterestedn usingmotesto
monitor the temperatureind power usagein their data
centers.
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Sensorapplicationsdependon the ability to extract
neededlatafrom the network. Often,this dataconsists
of summarieqor aggreations)ratherthanraw sensor
readings.Otherresearcherbave notedthe importance
of dataaggr@ationin sensornetworks [9, 7, 8], but
this previous work hastendedto view aggreation as
an application-speci cmechanisnthat would be pro-
grammednto thedevicesonanasneededasis.In con-
trast,our positionis thatbecausaggregationis socen-
tral to emeping sensomnetwork applicationsit mustbe
provided asa core serviceby the systemsoftware. Fur
thermorewe believe thatsucha servicecanandshould
provide genericaggr@ationfunctionality allowing it to
be easily invoked and manipulatedoy applicationsto
satisfya variedanddynamicsetof userrequirements.

1.1 The TAG Approach

We have developedTiny AGgregation(TAG), ageneric
aggregation servicefor ad hoc networks of TinyOS
motes.Therearetwo essentiaattributesof this service.
First, it providesa simple,declaratie interfacefor ag-
gregation,inspiredby aggregationoperatorsn database
guerylanguagesSecondit intelligently distributesand
executesaggr@ationoperatorsn the sensometwork in
a time and powver-efcient manner andis sensitive to
theresourceonstraint@ndlossycommunicatiorprop-
ertiesof wirelesssensomotenetworks. TAG processes
aggr@atesin networkby computingover the dataasit
o wsthroughthesensorsdiscardingrrelevantdataand
combiningrelevantreadingsnto morecompactecords
wheneer possible.

TAG operatesas follows: users pose aggregation
queriesfrom a powered,storage-richbasestation Op-
eratorghatimplementthequeryaredistributedinto the
network by piggybackingon the existing ad hoc net-
working protocol. Sensorgoutedatabacktowardsthe
userthrougharoutingtreerootedat thebasestationAs
data o ws up this tree, it is aggrgatedaccordingto an
aggregationfunctionandvalue-basegartitioningspec-
i ed inthequery For example,consideithe problemof
countingthe numberof nodesin a network of indeter
minatesize. First, the requesto countis injectedinto
the network. Then,eachleaf nodein thetreereportsa
countof 1 to their parent;interior nodessumthe count
of their children,add 1 to it, andreportthat valueto
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their parent. Countspropagataup thetreein this man-
ner, and o w outattheroot.

1.2 Overview of the Paper

The contritutions of this paperare four-fold: rst, we
proposeasimple,SQL-like declaratre languagdor ex-
pressingaggrgationqueriesover streamingsensodata
andidentify key propertieof aggrgationfunctionsthat
affect the extent to which they canbe efciently pro-
cessedn-network. Secondwe demonstratdow exe-
cuting queriesin-network canyield an order of mag-
nitude reductionin communicationcomparedto cen-
tralizedapproachesThird, we shav that, by adopting
a well-de ned, declaratie query languageas a level
of abstractionbetweenthe userand speci ¢ network-
ing and routing protocols,a numberof optimizations
canbetransparenthappliedto furtherreducethe data-
demandson the system. Finally, we shav that our fo-
cuson a high-level languagdeadsto usefulend-to-end
techniquedor reducingthe effects of network losson
aggr@ateresults.

Theremainderof the paperis structuredasfollows. In
the next section,we brie y overviewv the TinyOS hard-
ware and software ervironment. Then,we discussthe
syntaxand semanticof queriesin TAG and classify
thetypesof aggrgatessupportedy the systemfocus-
ing onthecharacteristicef aggrgateshatimpacttheir
performanceand fault tolerance. We then presentthe
core TAG algorithm and shav howv our solution sat-
is es the query requirementswhile providing perfor
manceandtoleranceo network faults. We discussser-
eraloptimizationdor improving theperformancef the
basicapproach Additionally, we includeexperimental
resultsdemonstratinghe effectivenessand robustness
of our algorithmsin a simulationervironment,aswell
asa brief studyof areal-world deploymenton TinyOS
motes.Finally, we discusgelatedwork andconclude.

2 Motesand Ad-Hoc Networks

In this sectionwe provide a brief overvienv of themote
hardware architecture the TinyOS system,and an ad
hocroutingalgorithmfor mote-basedensomnetworks.

CurrentgenerationTinyOS motesare equippedwith a
4Mhz Atmel microprocessowith 4 kB of RAM and
128kB of codespacea 917 MHz RFM radio running
at 50 kb/s,and512kB of EEPROM. An expansionslot
accommodatea variety of sensorboardsby exposing
anumberof analoginputlinesaswell aspopularchip-
to-chip serial busses. Currentsensoroptionsinclude:
light, temperaturemagneticeld, acceleratior(andvi-
bration),sound,andpower.

Thesingle-channeladiois half duplex, meaningmotes
cannotsendandreceve at the sametime. Currently
the default TinyOS implementatiorusesa CSMA-like
mediaaccesprotocolwith a randombacloff scheme.

Messag@alelivery is unreliableby default, thoughappli-
cationscanbuild upanacknaviedgmentayer Often,a
messagacknavledgmentcanbe obtainedfor free (see
below in Section2.1).

Power is suppliedvia a free-hangingAA batterypack
or a coin-cellattachedhroughthe expansionslot. The
effective lifetime of the sensoris determinedby this

power supply In turn, the power consumptiorof each
sensomodetendsto bedominatedoy the costof trans-
mitting andreceving messagedn termsof power con-
sumption transmittinga singlebit of datais equivalent
to 800instructions.This enegy tradeof betweercom-
municationandcomputationimpliesthatmary applica-
tionswill bene t by processinghe datainsidethe net-
work ratherthan simply transmittingthe sensomread-
ings. A AA batterypackwill allow a sensorto send
5.52million message§f it doesno othercomputation
andonly powersits radioupto transmit)whichis equv-

alentto one messageger secondevery day for about
two months— not particularlylong if the goalis to de-
ploy long lived, zero-maintenancad-hocsensornet-
works. Hence power-conservingalgorithmsarepatrtic-
ularly important.As wewill discussn Sectiord.1, our

designis amenablédo very low power modesin which

theradiois keptpowereddown for long periodsof time.

To understanchow datais routedin our ad-hocag-
gregationnetwork, two propertiesof radiocommunica-
tion needto be emphasizedFirst, radiois a broadcast
medium,suchthatary sensomwithin hearingdistance
hearsary messageirrespectie of whetheror not that
sensolis theintendedrecipient.Secondradiolinks are
typically symmetric:if sensor canhearsensor , we
assume canhear . 1!

Messagesn the currentgenerationof TinyOS are a
x ed size — by default, 30 bytes. Eachsensorhasa
uniquesensorlD thatdistinguishest from others. All

messagespecifytheir recipient(or specify broadcast
meaningall available recipients),allowing sensordo
ignore messagesot intendedfor them, althoughnon-
broadcastnessagesre receved by all sensorswithin
range-unintendedecipientssimply dropmessagesot
addressetb them.

2.1 Ad-Hoc Routing Algorithm

Giventhis overview of the moteervironment,we now
discusshow sensorsroute data. One commontech-
nique,whichwe describéhere,is to build aroutingtree.
Note that a numberof alternatve techniquesexist for
this purpose;the readeris referredto [20, 9, 8, 10, 2]
for work on routingin sensometworks. In generalwe
requireour routing algorithmto provide two capabili-
ties: rst, it mustbe ableto deliver queryrequestso

INote that this may not be a valid assumptiorin somecases.
However, mostad-hocrouting algorithmsin the networking litera-
turealsomale this assumptiorf20, 9] .
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all nodesin a network. Secondjt mustbe ableto pro-
vide oneor moreroutesfrom every nodeto theroot of
the network whereaggr@ationdatais beingcollected.
Theseroutesmust guaranteghat one or fewer copies
of every messageaurrive (no duplicatesare generated).
Work from UCLA ongreedyaggreation[8] is relevant
here: it discussediow topology affectsthe quality of
in-network aggr@atesandpresentseveralalternatves
for topologyconstruction.

In the tree-basedouting scheme,one sensoris ap-
pointedto be the root, usually becausét is the point
where the user interfacesto the network. The root
broadcastsa messagesking sensorgdo organizeinto
a routing tree; in that messaget speci esits own id
and its level, or distancefrom the root (in this case,
zero.) Any sensomwithout an assignedevel thathears
this messagassignsts own level to bethelevel in the
messagelusone.lt alsochooseshesendenf themes-
sageasits parent throughwhichit will routemessages
to theroot.

Each of thesesensorsthen rebroadcastshe routing
messageinsertingtheir own ids andlevels. The rout-
ing messageoods down thetreein this fashion,with
eachnoderebroadcastinghe messageauntil all nodes
have beenassigned level anda parent. Theserouting
messagesare periodically broadcasfrom the root, so
thatthe processof topologydiscorery goeson contin-
uously This constanttopology maintenancenales it
relatively easyto adaptto network changesausedy
mobility of certainnodesor to the additionor deletion
of sensorsTo maintainstabilityin the network, parents
areretainedunlessa child doesnot hearfrom themfor
somelong periodof time,atwhichpointit selectanew
parentusing this sameprocess.We will look in more
detailatthe robustnesf this approachwith respecto
lossandits effect on aggregyatevaluesin Section?.

Whena sensomwishesto senda messagéeo theroot, it
broadcasta messagaddressedb its parent,which in
turn forwardsthe messagen to its parent,andsoon,
eventuallyreachingtheroot. In the Section4, we shaw
how, asdatais routedtowardsthe root, it canbe com-
binedwith datafrom othersensorgo ef ciently com-
bineroutingandaggr@ation.Now, however, weturnto
the syntaxandsemantic®f aggr@atequeriesn TAG.

3 Query Model and Environment
3.1 Query Model

Given our goal of allowing usersto posedeclaratre
gueriesover sensornetworks, we neededa language
for expressingsuchqueries.Ratherthaninventingour
own, we choseto adopta SQL-stylequerysyntax. We
supportSQL-stylequeries(withoutjoins) over a single
tablecalledsensors , whoseschemas known at the
basestation.Asisthecasan Cougaf15], thistablecan

be thoughtof as an append-onlyrelationaltable with
oneattribute perinput of the motes(e.g.,temperature,
light.) In TAG, we focuson the problemof aggr@ate
sensoreadingsthoughfacilitiesfor collectingindivid-
ual sensoreadingsalsoexist. Queriesn TAG have the
form:

SELECT ( ),
WHERE selPreds
GROUPBY attrs
HAVING havingPreds
EPOCHDURATION

With the exceptionof the EPOCHDURATIONclause,
the semanticof this statemenaresimilar to SQL ag-
gregatequeries.The SELECTclausespeci esanarbi-
trary arithmeticexpressionover one or more aggrga-
tion attributes. We expectthatthe commoncasehereis
that will simply bethe nameof a singleattribute.
Attrs  (optionally) selectshe attributesby which the
sensoreadingsarepartitioned; thesearethesameat-
trs thatappearin the GROUPBY clause. The syn-
tax of the clauseis discussedelon. The WHERE
clauselters outindividual sensoreadingsheforethey
are aggrgated. Suchpredicateantypically be exe-
cutedlocally at the sensombeforereadingsarecommu-
nicatedasin [15, 12]. TheGROUPBY clausespeci es
anattribute basedartitioningof thesensorsLogically,
eachsensoreadingbelongsto exactly onegroupin a
guery andtheevaluationof thequeryis atableof group
identi ers and aggr@atevalues. The HAVING clause
Iters thattableby suppressingroupsthatdo not sat-
isfy thehavingPreds predicates.

The primary semantidifferencebetweenTAG queries
and SQL queriesis that the output of a TAG query
is a streamof values, ratherthan a single aggregate
value (or batchedresult). In monitoring applications,
such continuousresultsare often more useful than a
single, isolatedaggr@ate, as they allow usersto un-
derstandnow the network is behaing over time and
obsere transienteffects (suchas messagdosses)hat
malke individualresults takenin isolation,hardto inter-
pret. In thesestreamsemanticseachrecordconsistof
one groupid,aggregatevalue pair pergroup. Each
groupis time-stampe@ndthereadingsisedto compute
aggr@aterecordall belongto the sametime intenal,
or epot. Thedurationof eachepochis the alument
of the EPOCHDURATIONclause which speci esthe
amountof time (in seconds¥ensorsvait beforeacquir
ing andtransmittingeachsuccessie sample.Thisvalue
may be aslarge asthe userdesires;it mustbe at least
aslong asthetime it takesfor a sensorto processand
transmita singleradiomessag@anddo somelocal pro-
cessing- betweenl0 and20 msfor currentgeneration
sensors. In section4.1, we will discusssituationsin
which a longerlower boundon epochdurationis re-
quired.

attrs FROMsensors
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As anexample,considera userwho wishesto monitor
the occupang of the conferenceoomson a particular
oor of a building, which shechoosego do by using
microphonesensorsattachedo motes,andlooking for

roomswheretheaveragevolumeis over somethreshold
(assuminghat roomscanhave multiple sensors).Her
qguerycouldbeexpresseds:

SELECT AVG(volume),room
WHEREfloor = 6
GROUPBY room
HAVING AVG(volume)
EPOCHDURATION 30s

This querypartitionssensor®nthe6th oor according
to the roomin which they arelocated(which may be
a hard-codedtonstanin eachsensgror may be deter

minedvia somelocalizationcomponengvailableto the
sensors)andthenreportsall roomswherethe average
volumeis overaspeci edthreshold .Updatesaredeliv-

eredevery 30 secondsalthoughtheusermayderagister
herqueryatary time.

3.2 Structure of Aggregates

FROMsensors

> thresh

The problemof computingaggreate queriesin large

clustersof nodeshasbeenaddressedh the context of

shared-nothingarallelquery processingervironments
[16]. Like sensometworks,thoseenvironmentsrequire
the coordinationof a large numberof nodesto process
aggregations.Thus,while the severebandwidthlimita-

tions, lossy communicationsand variabletopology of

sensonetworksmeanghatthespeci c implementation
techniquesusedin thetwo ervironmentsmustdiffer, it

is still usefulto leveragethe techniquedor aggregate
decompositiorusedin databaseystemg3, 23].

The approachusedin such systems(and followed in
TAG)istoimplement viathreefunctions:ameg-
ing function , aninitializer , andanevaluator .

In general, hasthefollowing structure:

where and aremulti-valuedpartial state
recods computedbver oneor moresensowraluesrep-
resentingthe intermediatestateover thosevaluesthat
will be requiredto computean aggreate. is
the partial-stateecordresultingfrom theapplicationof
function to and . For example,if is
the meging function for AVERAGEeachpartial state
recordwill consistof apairof values:SUMandCOUNT
and is speci ed asfollows, given two staterecords
and :

Theinitializer is neededo specifyhow to instantiatea
staterecordfor a singlesensowalue;for thean AVER-
AGEoverasensowvalueof |, theinitializer returns
thetuple . Finally, theevaluator takesapar
tial staterecordand computesthe actualvalue of the

aggrgate. For AVERAGIEthe evaluator
simply returns

Thesethreefunctionscaneasilybe derived for the ba-
sic SQL aggr@ates;in generalary operationthat can
be expressedas commutatie applicationsof a binary
functionis expressible.

3.3 Taxonomyof Aggregates

Given our basicsyntaxandstructureof aggrgates,an

ohvious questionremains: what aggrgate functions
canbe expressedn TAG? Theoriginal SQL speci ca-

tion offersjust ve options: COUNTMIN, MAX SUM

andAVERAGEAIthoughthesebasicfunctionsaresuit-

ablefor a wide rangeof databaseapplicationswe did

not wish to constrainTAG to only thesechoices. For

this reason,we presenta generalclassi cation of ag-
gregatefunctionsandshov how the dimensionf that
classi cationaffecttheperformancef TAG throughout
the paper We will assumehatwhenaggrgationfunc-

tionsareregisteredwith TAG, they areclassi edalong
thedimensionsiescribedelav.?

We classifyaggrgatesaccordingo four propertieshat
areparticularlyimportantto sensometworks. Table 1
shavs how speci ¢ aggr@ationfunctionscanbe clas-
si ed accordingto theseproperties,and indicatesthe
sectionsof the paperwherethe variousdimensionsof
theclassi cationareemphasized.

The rst dimensionis duplicatesensitvity. Duplicate
insensitiveaggrgatesareunafectedby duplicateread-
ings from a single sensomwhile duplicatesensitiveag-
gregateswill changewhen a duplicatereadingis re-
ported.Duplicatesensitvity impliesrestrictionson net-
work propertiesand on certain optimizations,as de-
scribedin Section7.4.

Secondexemplaryaggr@ateseturnoneor morerepre-
sentatie valuesfrom the setof all values;summaryag-

gregatescomputesomepropertyover all values. This

distinctionis importantbecauseexemplaryaggrgates
behae unpredictablyin the face of loss, and, for the

sameeasonarenotamenabléo sampling.Corversely

for summaryaggregatestheaggregateappliedto asub-
setcanbetreatedasa robustapproximatiorof thetrue

aggr@atevalue,assuminghateitherthe subseis cho-

senrandomly or thatthe correlationsn the subsetcan

beaccountedor in theapproximatioriogic.

Third, monotonicaggr@ateshave the property that
whentwo partialstaterecords, and , arecombined
via , theresultingstaterecord will have the prop-
erty thateither or

. Thisis important
when determininghow far predicategsuchas HAV-

2\We omit a detaileddiscussiorof how new aggrejatefunctions
areregisteredwith sensors.For now, assumeaggrgatesare pre-
compiledinto sensors.
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| [[ MAX, MIN | COUNT, SUM| AVERAGE] MEDIAN | COUNTDISTINCT ® | HISTOGRAM [ Section |
DuplicateSensitve No Yes Yes Yes No Yes Section7.4
Exemplary(E), Summary(S) || E S S E S S Section6.2
Monotonic Yes Yes No No Yes No Sectiord.2
Partial State Distributive | Distributive Algebraic | Holistic Unique Content-Sensite [| Section5.1

Tablel: Classe®f aggrgates

ING) canbe pushednto the network.

Thefourth dimensionrelatesto the amountof statere-
quiredfor eachpartial staterecord.For example,a par

tial AVERAGEecordconsistof a pair of valueswhile
a partial COUNTrecordconstitutesonly a singlevalue.
Though TAG correctly computesary aggreate that
conformsto thespeci cationof in Section3.1above,
its performances inverselyrelatedto theamountof in-

termediatestaterequiredper aggregate. The rst three
cateyoriesof this dimensionwereinitially presentedn

theoriginalwork on data-cube§s].

In Distributive aggregates,the partial stateis sim-
ply the aggr@atefor the partition of dataover which
they arecomputed.Hencethe sizeof the partial state
recordss thesameasthesizeof the nal aggrgate.

In Algebraic aggrgatesthe partial staterecordsare
notthemselesaggreatedor the partitions but areof
constansize.

In Holistic aggr@ates,the partial staterecordsare
proportionalin size to the set of datain the parti-
tion. In essencefor holistic aggrgatesno usefulpar
tial aggrgationcanbe done,andall the datamustbe
broughttogetheito beaggregatedby the evaluator

Uniqueaggrgatesaresimilarto holisticaggr@ates,
exceptthat the amountof statethat mustbe propa-
gatedis proportionatfto the numberof distinctvalues
in the partition.

In Content-Sensitiveaggregates, the partial state
recordsareproportionalin sizeto some(perhapssta-
tistical) property of the datavaluesin the partition.
Many approximateaggr@atesproposedrecentlyin
thedatabaséteraturearecontent-sensite.

In summary we have classi ed aggr@atesaccording
to their staterequirementstheir toleranceof loss,and
duplicatesensitvity, andtheir monotonicity We will
refer backto this classi cationthroughoutthe text, as
thesepropertiesill determingheapplicabilityof com-
municationoptimizationswve presentater Understand-
ing how aggr@atest into thesecateoriesis a cross-
cutting issuethatis critical (and genericallyuseful)in
mary aspect®f sensoidatacollection.

*The HISTOGRAMaggreate sorts sensorreadingsinto x ed-
width buckets and returnsthe size of eachbucket; it is content-
sensitve becausahe numberof bucketsvariesdependingon how
widely spacedensoreadingsare.

4COUNTDISTINCT returnsthe numberof distinct valuesre-
portedacrossall sensors.

3.4 Attrib ute Catalog

Queriesn TAG containnamedattributes. Somemech-
anismis neededo allow externalusergo determinghe
setof attributesthey may query andto allow sensors
to adwertisethe attributesthey canprovide. In TAG,
we includeon eachsensoia smallcatalay of attributes.
This catalogcanbe searchedor attributesof a speci c
name,or iteratedthrough. To limit the burdenof re-
porting cataloginformationfrom motes we assumehe
centralqueryprocessocache®r storegheattributesof
all motesit mayaccess.

Whena TAG sensorecevesaquery it corvertsnamed
elds into local catalogidenti ers. Sensordacking at-
tributes speci ed in the query simply tag missing at-
tributesasNULL in theirresultrecords.Asin relational
databasegartial staterecordsresultingfrom the eval-
uationof a query have the samelayout acrossall sen-
sors. Thus,tuplesin TAG neednot be self-describing;
attribute namesare not carriedwith results,leadingto
a signi cant reductionin the amountof datathat must
be propagatedvith eachtuple. At the sametime, it is
not necessaryor all sensorgo have identicalcatalogs,
whichallows heterogeneousensingapabilitiesandin-
crementateploymentof motes.

Attributesin TAG maybedirectrepresentationsf sen-
sorvalues,suchaslight or temperaturepr may bein-
trospectre, suchasremainingenegy or network neigh-
borhoodinformation. More generally they canrep-
resenttime-varying statisticsover local sensorvalues,
suchasanexponentiallydecayingaverageof thelast

light readings,or more complicatedattributessuchas
a room numberfrom a localizationcomponent. Indi-
vidual software componentsn TinyOS choosewhich
attributesthey will make available,andprovide anac-
cessoffunctionfor acquiringthe next attribute reading.

4 In-Network Aggregates

Giventhesimplerouting protocolfrom Section2.1and
our SQL-like querymodel,we now discussthe imple-
mentatiorof thecoreTAG algorithmfor in-network ag-
gregation.

A naive implementatiorof sensometwork aggrgation
would be to usea centralized,serverbasedapproach
whereall sensomreadingsare sentto the basestation,
which thencomputesheaggreates.In TAG, however,
we computeaggrgatesin-network wheneer possible,
becauseif properlyimplementedthis approackcanbe
lowerin numberof messag#ransmissiondateng, and
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powerconsumptionthanthesenerbasedpproachWe
will measurehe adwantageof in-network aggr@ation
in Section5 belav; rst, we presenthebasicalgorithm
in detail. We rst considerthe operationof the basic
approachn the absencef grouping;we shawv how to
extendit with groupingin Sectiord.2.

4.1 Tiny Aggregation

TAG consistsof two phases:a distribution phase,in
which aggrgatequeriesare pusheddown into the net-
work, anda collectionphasewherethe aggregateval-
ues are continually routed up from children to par
ents.Recallthatour querysemanticpartitiontime into
epoch=f duration , andthatwe mustproducea single
aggr@atevalue(whennotgrouping)thatcombineghe
readingof all sensorsn thenetwork duringthatepoch.

Given our goal of using asfew messagess possible,
thecollectionphasemustinsurethatparentsn therout-

ing treewait until they have heardfrom their children

before propagatingan aggregate value for the current
epoch.We will accomplishthis by having parentssub-
divide the epochsuchthat childrenarerequiredto de-

liver their partial staterecordsduringa parent-speci ed
time intenal. This intenal is selectedsuchthat there
is enoughtime for the parentto combinepartial state
recordsandpropagatets own recordto its parent.

Whenasensor recevesarequesto aggrgate, , ei-
ther from anothersensoror from the user it awakens,
synchronizedts clock accordingto timing information
in the messageandpreparego participatein aggrga-
tion. In the tree basedrouting scheme, chooseghe
sendenfthemessagasits parent.In additionto thein-
formationin thequery includestheintenal whenthe
sendelis expectingto hearpartial staterecordsfrom

thenforwardsthe queryrequest down the network,
settingthis delivery interval for childrento be slightly
beforethetime its parentexpectsto see 's partialstate
record.In thetree-basedpproachthisforwardingcon-
sistsof a broadcastf |, to includeary nodesthat did
not hearthe previous round, andincludethemaschil-
dren(if it hasary.) Thesenodescontinueto forwardthe
requesin this manney until the queryhasbeenpropa-
gatedthroughouthe network.

During the epochafter querypropagationgachsensor
listensfor messagefrom its childrenduring the inter
val it speci edwhenforwardingthequery It thencom-
putesa partial staterecordconsistingof the combina-
tion of ary child valuesit heardwith its own local sen-
sor readings. Finally, during the transmissiorinterval
requestedy its parent,the sensortransmitsthis par
tial staterecordup the network. Figurel illustratesthe
process.Notice that parentdlisten for longerthanthe
transmissionnterval they speci ed,to overcomdimita-
tionsin the quality of clock synchronizatioralgorithms
betweenparentsand children. In this way, aggr@ates

Root

Level 1

Level 2

Level 3 Tree

Depth

Level 4

Level 5
\

»
>

Start of Time
Epoch

End of
Epoch

Sensing and Processing, Listening/Receivin
. Radio Idle . 9 9
I:l Delivery Interval

I:l Radio and Processor Idle
(Transmitting)

Figurel: Partial staterecods owing up the treedur-
ing anepod.

ow backup the treeintenal-by-intenal. Eventually
a completeaggregatearrives at the root. During each
subsequergpoch.anen aggreateis produced Notice
that,for asigni cant portionof everyepoch sensorsire
completelyidle andcanenteralow power state.

This schemebegs the questionof how parentschoose
the durationof the interval in which they will receve
values. It needsto be long enoughsuchthat all of
a nodes children canreport, but not so long that the
epochendsbeforenodesdeepin thetreecanschedule
their communicationFurthermorelongerintenalsre-
quireradiosto bepoweredup for moretime, whichcon-
sumespreciousenegy. In general,the properchoice
of durationfor thesantenalsis someavhaternvironment
speci ¢, asit dependsn the densityof radio cellsand
bushinesof the network topology For the purpose®f
the simulationsand experimentsin this paper we as-
sumethe network hasa maximumdepth , andsetthe
durationof eachintenal to be (EPOCHDURATION/ ,
with nodesat level transmittingduringthe  inter
val. We rely on the TinyOS MAC layer [20] to avoid
collisionsbetweersensorgransmittingduringthesame
intenval. Note thatthis providesa lower-boundon the
EPOCHDURATIONandconstrainghemaximumsam-
ple rate of the network, sincethe epochmustbe long
enoughfor partial staterecordsfrom the bottomof the
treeto propagateo theroot.

To increasdhe samplerate,onecouldconsidermpipelin-
ing the communicationscheduleshavn in Figure 1.
With pipelining,the outputof thenetwork would bede-
layedby oneor moreepochsassomenodesvould wait
until the next epochto reportthe aggregatesthey col-
lectedduring the currentepoch. In exchangefor such
delays,the effectve samplerate of the systemis in-
creasedfor the samereasorthatpipeliningalong pro-
cessorstageincreaseshe clock rateof a CPU.) We do
not considersuchschemesn detailhere;we discussed
afully-pipelinedapproacho aggrgationin aworkshop
submissior{13].
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In Section5.1we shav how TAG canprovide anorder

of magnitudedecreasén communicationgostsover a

centralizedapproach. Before presentingperformance
results,howvever, we shav how to extendthe approach
to supportgrouping.

4.2 Grouping

Grouping in TAG is functionally equialent to the
GROUPBY clausein SQL: each sensorreadingis
placedinto exactly one group, and groupsare parti-
tionedaccordingto an expressiorover oneor moreat-
tributes.Thebasicgroupingtechniques to pushtheex-
pressiordown with thequery asksensors$o choosehe
groupthey belongto, andthen,asanswerso w back,
updateaggreatevaluesin theappropriategroups.

Partial staterecordsare aggrgatedjust asin the ap-
proachdescribedabore, exceptthat thoserecordsare
now taggedwith a groupid. Whena sensoris a leaf,
it appliesthe groupingexpressionto computea group
id. It thentagsits partial staterecordwith the group
and forwardsit on to its parent. When a sensorre-
ceives an aggregatefrom a child, it checksthe group
id. If the child is in the samegroup asthe sensaor it
combineghe two valuesusingthe combiningfunction

. If it isin a differentgroup,it storesthe valueof the
child's groupalongwith its own valuefor forwardingin
thenext epoch.If anotherchild messagarriveswith a
valuein eithergroup,thesensoupdatesheappropriate
aggr@ate. During the next epoch,the sensomwill send
out the value of all the groupsit collectedinformation
aboutduringthe previousintenal, combininginforma-
tion aboutmultiple groupsinto asinglemessageaslong
asthe messageize permits. Figure2 shavs an exam-
ple of computinga querygroupedby temperaturaghat
selectsaveragdight readings.

Recallthat queriescanalsocontaina HAVINGcclause,
which constrainghe setof groupsin the nal queryre-
sult. We sometimepasghis predicatanto the network
alongwith the groupingexpression. The predicateis
only sentinto the network if it canpotentiallybe used
to reducghenumberof messagethatmustbesent:for,

SELECT AVQlight), tenp/ 10 Group| AVG|
el 5 4] Blese
o= GROP BY tenp/ 10 oL 3G

B N Temp: 10 '
v - > e AVg]
ey OEEE] Ty LD
Light: 50 - 2 50
Temp: 30 Aggregate 3 125 Group| Avd]
o) e i b P 6
. —— 3|
o Groups /‘
@ 1:0<temp =10 @
LT JONt 2:10<temp =20
N 3:20<temp =30 Ne s ol icroup) AYOG 65
b 6
Light: 5

Figure2: A sensornetwork (left) with an in-network,
groupedaggregate appliedto it (right). Parenthesized
numbergepresensensorshatcontributeto theaverage

example,if thepredicatas of theform MAX(attr)

X, theninformationaboutgroupswith MAX(attr)

X neednot be transmitteclip the tree,andsothe predi-
cateis sentdown into thenetwork. Whenanodedetects
that a group doesnot satisfya HAVING clause,it can
notify othernodesn the network of this informationto
suppresdransmissiorand storageof valuesfrom that
group. NotethatHAVINGclausescanbe pusheddown
only for monotonicaggrgates;non-monotonicaggre-
gatesarenot amenabldo this technique However, not
all HAVINGpredicate®n monotonicaggrgatescanbe
pusheddown; for example MAX(attr) X, cannot
be appliedin the network because nodecannotknow
that, just becausets local value of is lessthan ,
the MAXoverthe entiregroupis lessthan .

Becausethe numberof groupscan exceedavailable
storageon ary one (non-leaf) sensar a way to evict

groupsis neededOnceaneviction victim is selectedit

is forwardedto the sensors parent,which may choose
to hold on to the group or continueto forward it up

thetree. Notice that a single sensomay evict several

groupsin a single epoch(or the samegroup multiple

times,if abadvictim is selected)Thisis becausegnce
groupstorageis full, if only onegroupis evicted at a
time, a new eviction decisionmustbe madeevery time

avaluerepresentingan unknavn or previously evicted
grouparrives. Becausgroupscanbe evicted, the base
stationat the top of the network may be calleduponto

combinepartial groupsto form an accurateaggreate
value. Evicting partially computedgroupsis known as
partial preaggregation asdescribedn [11].

Thus,we have shavn how to partition sensoreadings
into a numberof groupsand properly computeaggre-
gatesoverthosegroups evenwhentheamountof group
informationexceedsvailablestoragen ary onesensar
We will discussexperimentswith groupingandgroup
eviction policiesin Section5.2. First, we summarize
someof theadditionalbene tsof TAG.

4.3 Additional Advantagesof TAG

Theprincipaladwantageof TAG is its ability to dramati-
cally decreastheamountof communicatiomequirecto
computean aggrgateversusa centralizedaggreation
approach. However, TAG hasa numberof additional
bene ts.

Oneof theseis its ability to tolerateloss. In sensoren-
vironments,it is very likely that someaggrgationre-
questsor partial staterecordswill be garbled,or that
sensorsvill move or runoutof power. Thesdosseswill

invariably resultin somesensorsecominglost, either
without a parentor not incorporatednto the aggrga-
tion network duringtheinitial ooding phaself wein-

cludeinformationaboutqueriesin partial staterecords,
lost nodescanreconnecby listeningto othersensos
staterecords— not necessarilyintendedfor them— as
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they ow up the tree. We revisit the issueof lossin
Section7.

A secondadwantageof the TAG approachis that, in
most cases,eachsensoris requiredto transmitonly
a single messageer epoch,regardlessof its depthin
theroutingtree. In the centralizednon TAG) caseas
datacorvergestowardstheroot, nodesat thetop of the
treearerequiredo transmitsigni cantly moredatathan
nodesattheleaves;their batteriesaredrainedfasterand
thelifetime of the network is limited. Furthermorebe-
causehetop of theroutingtreemustforward messages
for every nodein the network, the maximumsample
rate of the systemis inverselyproportionalto the total
numberof nodes.To seethis, considera radio channel
with acapacityof messagepersecondlf sensors
areparticipatingin a centralizedaggregate,to obtaina
samplerateof samplegpersecond, messages
must o w throughthe root during eachepoch.
mustbenolargerthan , sothesamplerate canbeat
most messagepersensoperepochregardlesof
the network density Whenusing TAG, the maximum
transmissiomateis limited insteadby the occupanyg of
the largestradio-cell; in general,we expectthat each
cell will containfarfewerthan motes.

Yet anotheradwantageof TAG is that, by explicitly di-

viding time into epochs,a corvenientmechanisnfor

idling the processois obtained.Thelongidle timesin

Figure 1l shav how this is possible;during theseinter

vals,theradioandprocessocanbe putinto deepsleep
modesthatusevery little power. Of course someboot-
strappingphaseas neededvheremotescanlearnabout
queriescurrentlyin the system,acquirea parent,and
synchronizelocks;asimplestratgy involvesrequiring
thatevery nodewake up infrequentlybut periodicallyto

ad\ertisethisinformationandthatsensorshathave not
receved adwertisementgrom their neighbordistenfor

several timesthis period betweensleepintervals. Re-
searchon enegy awareMAC protocols[22] presents
similar schemein detail. Thatwork alsodiscusses$s-

suessuchasrequiredtime synchronizatiorresolution
andthe maximumsleepdurationto avoid the adwerse
effectsof clock skew onindividual devices.

Takenasawhole,thesepropertieprovide userswith a
streamof aggr@atevaluesthatchangesssensoread-
ings andthe underlyingnetwork change. Theseread-
ingsareprovidedin anenegy andradio-bandwidttef-
cient manner

5 Simulation-BasedEvaluation

In this sectionwe presentisimulationenvironmentfor
TAG andevaluateits behaior usingthis simulator We
alsohave aninitial, real-world deployment; we discuss
its performancet the endof the papeyin Section8.

To study the algorithms presentedn this paper we

simulatedTAG in Java. The simulatormodelssensor
behaior at a coarselevel: time is divided into units
of epochsmessageareencapsulatethto Jasa objects
thatarepassedlirectly into sensorsvithout ary model
of the time to sendor decode.Sensorsare allowed to

computeor transmitarbitrarily within a single epoch,
andeachsensormexecutesserially Messagesentby all

sensorgluringoneepocharedeliveredin randomorder
duringthe next epochto modela parallelexecution.

Our simulationincludesan interchangeableommuni-
cation model that de nes connectiity basedon geo-
graphicdistance. Figure 3 shavs screenshotsf a vi-
sualizationcomponen®of our simulation; eachsquare
representasinglesensarandshadingin thesamages)
representshe numberof radio hopsthe sensolis from
theroot (center);darker is closer We measurdhe size
of networksin termsof diameter or width of thesensor
grid (in termsof numberof nodes).Thus,adiametel50
network contains2500sensors.

We have run experimentswith three communications
models;1) a simplemodel,wheresensordave perfect
(lossless)}communicationwith their immediateneigh-
bors,which areregularly placed(Figure3(a)),2) aran-
domplacemenmodel (Figure 3(b)), and 3) a realistic
model that attemptsto capturethe actualbehaior of
the radio on TinyOS motes(Figure 3(c).) In the latter
model, noticethat the numberof hopsfrom a particu-
lar nodeto therootis nolongerdirectly proportionalto
the distancebetweenthe nodeand the root, although
the two valuesare still related. This model usesre-
sults from real world experiments[4] to approximate
theactuallosscharacteristicef the TinyOSradio. Loss
ratesare high in in the realisticmodel: a pair of adja-
centsensorsosesmorethan20%of thetrafc between
them. Sensorsseparatedy larger distancedose still
moretrafc. Notethatthe simulatordoesnotmodelra-
dio contention— we assumehat the datadelivery rate
of the sensords low enoughthat the MAC layer can
effectively eliminatecontention.

Thesimulatoralsomodelsthecostsof topologymainte-
nanceif asensodoesnottransmitareadingfor several

epochgwhichwill bethecasein someof our optimiza-
tionsbelow), thatsensomustperiodicallysenda heart-
beatto adwertisethatit is still alive, sothatits parents
andchildrenknow to keeprouting datathroughit. The
intenal betweenheartbeatan be chosenarbitrarily;

choosinga longerintenal meansewer messagesust
be sent,but requiressensordo wait longer beforede-

ciding thata parentor child hasdisconnectedmaking
the network lessadaptableo rapid change.

This simulationallows us to measurehe the number
of bytes,messagesand partial staterecordssentover
the radio by eachmote. Sincewe do not simulatethe
moteCPU, it doesnotgive usanaccurateneasurement
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(b) Random

(a) Simple (c) Realistic

Figure 3: The TAG Simulatoy with Three Different
Communication#odels,Diameter= 20.

of the numberof instructionsexecutedin eachmote. It
does,however, allow usto obtainanapproximatenea-
sureof the amountof staterequiredfor variousalgo-
rithms,basednthesizeof thedatastructuresllocated
by eachmote.

Unlessotherwisespeci ed, our experimentsare over
thesimpleradiotopologyin whichthereis noloss.We
alsoassumeensowraluesdonotchangeverthecourse
of asinglesimulationrun.

5.1 Performanceof TAG

In the rst setof experiments,we comparethe per
formanceof the TAG in-network approachto central-
ized approachesn queriesfor the differentclassesf
aggr@atesdiscussedn Section3.3. Centralizedag-
gregateshave the samecommunicationgostirrespec-
tive of the aggr@ate function, sinceall datamustbe
routedto the root. For this experiment,we compared
this costto the numberof bytesrequiredfor distributive
aggr@ates(MAXand COUNY, an algebraicaggr@ate
(AVERAGE a holisticaggrgate(MEDIAN), acontent-
sensitve aggrg@ate (HISTOGRAN)] and a unique ag-
gregate(COUNTDISTINCT ); theresultsareshavn in
Figure4.

Valuesfor in this experimentrepresenthe steady-state
costto extractanadditionalaggregatefrom thenetwork
oncethe queryhasbeenpropagatedthe costto ood a
requesdown thetreein notconsidered.

MAXand COUNThave the samecostin-network, about
5000bytesper epoch,sincethey both sendjust a sin-
gle integer per partial staterecord;similarly AVERAGE
requiresjust two integers,andthusalways hasdouble
the costof the distritutive aggr@ates. MEDIANcosts
the sameasa centralizedaggreate,about90000bytes
per epoch,which is signi cantly more expensve than
otheraggr@ates especiallyfor larger networks,aspar
entshave to forwardall of their childrens valuesto the
root. COUNTDISTINCT is only slightly lessexpen-
sive (73000 bytes), as thereare few duplicatesensor
values;a lessuniform sensotvalue distribution would
reducethe costof this aggr@ate. For the HISTOGRAM
aggr@ate,we setthe sizeof the x ed-widthbucketsto
be 10; sensowvaluesrangedover theintenal [0..1000].
At about9000messageper epoch,HISTOGRAMro-

In-network vs. Centralized Aggregation
Network Diameter = 50, No Loss

[—T—1 TAG (In Network)

80000 Any Centralized Aggregate

60000

40000

20000

Bytes Transmitted / Epoch, All Sensors

Z
=

COUNT
HISTOGRAI

AVERAGE

MEDIAN

Centralized (not TAG)/ /% /% /% /% /%ﬁ

COUNT DISTINCT

Aggregation Function

Figure4: In-networkVs. CentralizedAggregates

videsan ef cient meansfor extractinga densitysum-
mary of readingdrom the network.

Note thatthe bene t of TAG will be moreor lesspro-
nounceddependingon the topology In a at, single-
hop environment, whereall sensorsare directly con-
nectedo theroot, TAG is no betterthanthecentralized
approachFor atopologywhere sensorarearranged
in aline, centralizedaggrgateswill require par
tial staterecordsto be transmitted whereasTAG will
requireonly records.

Thus, we have shavn that, for our simulationtopol-

ogy, in-network aggregationcanreducecommunication
costsby an order of magnitudeover centralizedap-
proachesandthat,evenin theworstcase(suchaswith

MEDIAN), it alwaysprovidesperformancesqualto the
centralizedapproach.

5.2 Grouping Experiments

We alsoran several experimentdo measurehe perfor
manceof groupingin TAG, focusingonthe behaior of
variouseviction techniguesn the casethatthe number
of groupsexceedghe storageavailableon asinglesen-
sor Wetried anumberof simpleeviction policies,such
asevicting thegroupwith thefewestmembersevicting
arandomgroup,andevicting the groupwith the most
members We foundthatthe choiceof policy madelit-
tle differencefor ary of the sensowvalue distributions
we tested.Thisis largely dueto thetreetopology: near
the leavesof thetree,mostsensorwill seeonly a few
groups,andthe eviction policy will mattervery little.
At thetoplevelsof thetree,theeviction policy becomes
important,but the costof forwardingmessagesom the
leavesof thetreetendsto dominatethesavingsobtained
atthetop. In the mostextremecase the differencebe-
tweenthebestandworstcaseeviction policy accounted
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for lessthan 10% of the total messagesWe also ob-

senedthat, whenevicting, the bestpolicy wasto evict

multiple groupsat a time, up to the numberof group
recordsthat will t into a singleradio message.Due
to spacdimitations, we omit detail discussiorof these
experiments.

6 Optimizations

In thissectionwe presentseveraltechniqueso improve
the performancendaccurag of thebasicapproactde-
scribedabore. Someof thesetechniquesare function
dependentthat is, they canonly be usedfor certain
classe®f aggr@ates. Also notethat, in general these
techniqguesanbeappliedin a usertransparentashion,
sincethey arenot explicitly a partof the querysyntax
anddo not affectthe semantic®f theresults.

6.1 Taking Advantageof A Shared Channel

In our discussiornof aggregation algorithmsup to this
point,we have largelyignoredthefactthatsensorgom-
municateover a sharedadiochannel.Thefactthatev-
ery messagés effectively broadcasto all othersensors
within rangeenables numberof optimizationghatcan
signi cantly reducethe numberof messagetransmit-
tedandincreasethe accurag of aggrgatesin theface
of transmissiorfailures.

In Section4.3, we sav an example of how a shared
channelcan be usedto increasemessageef ciency

when a sensormissesan initial requestto begin ag-
gregation:it caninitiate aggrgationevenaftermissing
the startrequestby snoopingon the network trafc of

nearbysensors.Whenit seesanothersensomreporting
an aggreate,it canassumet too shouldbe aggr@at-

ing. By allowing sensorgo examinemessagesot di-

rectly addressedb them, sensorsareautomaticallyin-

tegratedinto the aggrgation. Note that snoopingdoes
notrequiresensorgo listenall thetime; by listeningat

prede nedintervals (which canbe shortoncea sensor
hastime-synchronizedvith its neighbors)sensorgan
keeptheir duty cyclesquitelow.

Snoopingcanalsobeusedo reducghenumberof mes-
sagessentfor certainclassesf aggregates. Consider
computinga MAXover a group of sensorsjf a sensor
hearsapeerreportinga maximumvaluegreatethanits
local maximum,it canelectto not sendits own value
andbeassureaf notaffectingthevalueof the nal ag-

gregate.
6.2 HypothesisTesting

Thesnoopingexampleabore shavedthatwe only need
to hearfrom a particularsensorif that sensoss value
will affect the end value of the aggregate. For some
aggre@ates,this fact can be exploited to signi cantly
reducethe numberof nodesthat needto report. This
techniquecanbegeneralizedo anapproactwe call hy-
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pothesigesting For certainclasseof aggr@ates,f a
nodeis presentedvith a guessasto the propervalueof
anaggre@ate,it candecidelocally whethercontrituting
its readingand the readingsof its childrenwill affect
thevalueof theaggreate.

For MAX MIN andothermonotonic,exemplaryaggre-
gates,this techniqueis directly applicable. Thereare
anumberof waysit canbe applied- the snoopingap-
proach,where sensorssuppresgheir local aggrgates
if they hearotheraggreatesthat invalidatethantheir
own, is one. Alternatively, the root of the network (or
ary subtreeof the network) seekingan exemplarysen-
sorvalue,suchasa MIN, might computethe minimum
sensorvalue  over the highestlevels of the subtree,
andthen abortthe aggrg@ate and issuea new request
askingfor valueslessthan over the whole tree. In
this approachJeaf nodesneednot senda messagef
their valueis greaterthanthe minimum obsenred over
thetop levels;intermediatenodeshowever, muststill
forward partial staterecords,so even if their valueis
suppressedhey maystill have to transmit.

Assumingfor amomenthatsensowvaluesareindepen-
dentand uniformly distributed, then a particular leaf
node musttransmitwith probability (where is
the branchingfactor so is the numberof sensors
in thetop levels), which is quite low for even small
valuesof . For bushyroutingtreesthis techniqueof-
fersa signi cant reductionin messagéransmissions-
a completelybalancedoutingtreewould cut the num-
ber of messagesequiredto . Of course,the per
formancebene t may not be as substantiafor other
non-uniform,sensowaluedistributions; for instancea
distribution in which all sensorreadingsare clustered
aroundthe minimumwill not allow mary messageso
besaredby hypothesidesting.Similarly, lessbalanced
topologies(e.g. a line of sensorsill notbene t from
thisapproach.

For summaryaggregatessuchasAVERAGBr VARI-
ANCE hypothesidestingvia a guessrom theroot can
be applied, althoughthe messagesavings are not as
dramaticaswith monotonicaggregates. Note thatthe
snoopingapproachcannotbe used: it only appliesto
monotonic,exemplaryaggr@ateswherevaluescanbe
suppressetbcally withoutary informationfrom a cen-
tral coordinataor To obtainary bene t with summary
aggr@atesandhypothesigesting,the usermustde ne
a x ed-sizeerrorboundthathe or sheis willing to tol-
erateover the value of the aggreate;this erroris sent
into the network alongwith the hypothesisralue.

Considerthe caseof an AVERAGEary sensorthatis
within the errorboundof the hypothesisalueneednot
answer— its parentwill thenassumeits value is the
sameas the approximateanswerand countit accord-
ingly (for AVERAGIHPparentsnustknow how mary chil-
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drenthey have.) It canbeshawn thatthetotalcomputed
averagewill notbeoff from theactualaverageby more
thantheerrorbound,andleaf sensorsvith valuesclose
to theaveragewill notberequiredto report. Obviously,
the valueof this schemedependn the distribution of
sensoralues. If valuesare uniformly distributed, the
fraction of leavesthatneednot reportapproximateshe
sizeof theerrorbounddivided by the sizeof the sensor
value distribution intenval. If valuesare normally dis-
tributed,a muchlargerfractionof leavesdo notreport.

We conductedh simpleexperimentto measuregheben-
et of hypothesigestingand snoopingfor a MAXag-
gregate. The resultsare shavn in Figure 5. In this
experiment, sensorvalueswere uniformly distributed
over the range[0..100], and a hypothesiswas made
at the root. Notice that the performancesavings are
nearlytwo-fold for a hypothesisof 90. We compared
the hypothesigestingapproachwith the snoopingap-
proach(which will be effective evenin a non-uniform
distribution); surprisingly snoopingbeatthe otherap-
proachesby offering a nearly three-fold performance
increaseover the no-hypothesisase. This is because
in the denselypacled simple sensordistribution, most
sensordiave threeor moreneighborgo snoopon, sug-
gestingthatonly aboutonein four sensorswill have to
transmit. With topology maintenancend forwarding
of child valuesby parentsthe savings by snoopingis
reducedo afactorof three.

7 Improving Toleranceto Loss

Up to this pointin our experimentswe useda reliable
environmentwhereno messagewere droppedandno
sensorsverelost. In this section,we addresghe prob-
lem of lossandits effect on the algorithmspresented
thusfar. Unfortunatelylossis aafactof life in thesen-
sordomain;thetechniqueslescribedn thesectionseek
to mitigatethatloss.

7.1 Effectsof A SingleLoss
We rst studythe effect that a single sensorgoing of-

ine hasonthevalueof theaggregate;thisis animpor
tantmeasuremertiecausédt givessomeintuition about
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the magnitudeof error thata singlelosscangenerate.
Note that, becauseve are doing hierarchicalaggrea-
tion, asinglesensoigoingof ine causesheentiresub-
treerootedatthesensoto be (atleasttemporarily)dis-
connected. In this rst experimentwe usedthe sim-
pletopology with sensoreadinghoserfrom the uni-
form distribution over[1..1000]. After runningthesim-
ulation for several epochswe selecteduniformly and
at a random,a sensorto disable. In this ervironment,
childrenof the disablednodeweretemporarilydiscon-
nectedout eventuallytheirvalueswerereintegratedinto
theaggregateoncethey rediscweredtheirparentsNote
that the amountof time taken for lost nodesto rein-
tegrateis directly proportionalto the depthof the lost
sensaor so we did not measurat experimentally In-
stead we measuredhe maximumtemporarydeviation
from thetruevalueof theaggreatethatthelosscaused
in the perceved aggr@atevalueat the root during ary
epoch. This maximumwas computedby performing
100runsat eachdatapointandselectingthe largester
ror reportedin ary run. We alsoreportthe averageof
themaximumerroracrossall 100runs.

Figure6 shavs theresultsof this experiment.Notethat
the maximumloss (Figure 6(a)) is highly variableand
thatsomeaggregatesareconsiderablynoresensitve to

lossthanothers.COUNTfor instancehasa very large
errorin theworstcase:if a nodethatconnectghe root
to alarge portion of the network is lost, the temporary
errorwill bevery high. Thevariability in maximumer-

ror is becausea well connectedsubtreeis not always
selectedasthe victim. Indeed,assumingsomeunifor-

mity of placement(e.g. the sensorsare not arranged
in aline), asthe network sizeincreasesthe chanceof

selectingsucha nodego down, sincea larger propor

tion of thesensoraretowardsthe leavesof thetree.In

theaveragecase(Figur&(b)), the errorassociatedvith

a COUNTis not ashigh: mostlossesdo not resultin a

largenumberof disconnectionsNotethatMIN isinsen-
sitive to lossin this uniform distribution, sinceseveral

nodesare at or nearthe true minimum. The error for

MEDIANand AVERAGEs lessthan COUNTandmore
than MIN: both are sensitve to the variationsin the

numberof sensorshut notasdramaticallyasCOUNT

7.2 Effect of the Realistic Communication Model

In the secondexperiment,we examinehow well TAG
performsin the realistic simulationervironment(dis-
cussedin Section5 above). In suchan ervironment,
withoutsometechniqueo counteractoss,alargenum-
ber of partial staterecordswill invariably be dropped
and not reachthe root of the tree. We ran an experi-
mentto measurehe effect of this lossin the realistic
ervironment. The simulationran until the rst aggre-
gatearrivedat theroot, andthenthe averagenumberof
sensorsnvolved in the aggrgateover the next several
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Figure6: Effectof a SingleLosson Various Aggregate
Functions. Computedover a total of 100 runsat each
point. Error barsindicatestandarderror of the mean,
95%con denceintenals.

epochswasmeasured.The“No Cache’line of Figure
7 shaws the performanceof this approachat diameter
10,about40%of thepartialstaterecordsarere ectedin

the aggr@ateat the root; by diameters0, this percent-
agehasfallento lessthan10%. Performancdalls off

asthe numberof hopsbetweerthe averagesensorand
theroot increasessincethe probability of lossis com-
poundedby eachadditionalhop. Thus,the basicTAG

approactpresentedofar, runningon currentprototype
hardware (with its very high lossrates),is not highly

tolerantto loss,especiallyfor large networks. Notethat
ary centralizedapproachwould suffer from the same
lossproblems.

7.3 Child Cache

To improve the quality of aggregates,we proposea
simple cachingscheme:parentsrememberthe partial
staterecordgheir childrenreportedor somenumberof
roundsandusethosepreviousvalueswhennew values
areunavailabledueto lost child messagesAs long as
the durationof this memoryis shorterthanthe interval
atwhichchildrenselectnew parentsthistechniquewill
increaséhe numberof nodesincludedin theaggr@ate
without over-countingary nodes. Of course,caching
tendsto temporallysmearthe aggrgatevaluesthatare
computedandsomaynotalwaysbeapplicable Gener
ally, however, we believe thatusingold valuesin place
of missingwill bedesirable.

We conductedsomeexperimentso shav theimprove-
mentthis techniqueoffers over the basicapproachwe
allocatea x edsizebuffer ateachnodeandmeasurehe
averagenumberof sensorsnvolved in the aggreation
asin Section7.2above. Theresultsareshavnin Figure
7 —noticethateven ve epochsof cachedstateoffer a
signi cant increasdn the numberof nodescountedin
ary aggregate,andthat 15 roundsincreaseghe num-
ber of sensordnvolved in the diameter50 network to
70% (versudessthan10%withoutacache).Thereare
two dravbacksto caching;First, it usesmemorythat
couldbeusedfor groupstorage Secondjt setsamini-
mumboundonthetime sensorsnustwait beforedeter

Percentage of Network Involved, Child Caching
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Figure 7. Percentage of NetworkParticipating in Ag-
gregateFor Varying Amountof Child Cadche

mining their parenthasgoneof ine; giventhebene tit
providesin termsof accurayg, however, we believe it to
be useful despitethesedisadwantages.The substantial
bene t of this techniquesuggestshatallocatingRAM
to applicatiorlevel cachingmaybemorebene cialthan
allocatingit to lower-level schemesor reliablemessage
delivery, assuchschemegannottake adwantageof the
semanticof the databeingtransmitted.

7.4 UsingAvailable Redundancy

Becausdheremay be situationswherethe RAM or la-

teng costsof the child cacheare not desirable,it is

worthwhile to look at alternatve approachedor im-

proving losstoleranceln thissectionwe shav how the
network topologycanbeleveragedo increasehequal-
ity of aggregates.Considera sensomwith two possible
choicesof parentparents:insteadof sendingits aggre-
gatevalueto justoneparent,it cansendit to both par

ents.It is easyfor anodeto discoverthatit hasmultiple

parentssinceit cansimply build alist of nodesit has
heardthatareonestepcloserto theroot. Of course for

duplicate-sensite aggrgates(seeSection3.3), send-
ing resultsto multiple parentshastheundesirableffect

of causingthe nodeto be countedmultiple times. The
solutionto this is to sendpart of the aggrgateto one
parentandthe restto the other Considera COUNTa
sensomwith childrenandtwo parentscansenda
COUNTof to both parentdnsteadof a countof to

a singleparent. Note that, in general,if the aggrgate
canbelinearly decomposeih this fashion,it is possi-
ble to broadcasjust a single messagehat is receved
andprocessethy bothparentssothis schemencursno

messageverheadsaslong as both parentsare at the
samelevel andrequesidatato be deliveredduring the
samesub-interal of theepoch.

A simple statisticalanalysisreveals the advantageof
doing this: assumehat a messages transmittedwith
probability , andthatlossesareindependentsothatif
amessage from sensor is lostin transitionto par
ent it is nomorelikely to belostin transitto
First, considerthe casewhere sends to asinglepar
ent; theexpectedvalueof thetransmitteccountis
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(0 with probability and with probability ),
andthe varianceis , Sincetheseare
standardBernoullitrials with a probability of success
multiplied by a constant . For the casewhere sends
to both parents|inearity of expectatiortells usthe
expectedvalueis the sumof the expectedvaluethrough
eachparent,or . Similarly, we can
sumthevarianceghrougheachparentto get:

var= =

Thus, the varianceof the multiple parent COUNTis
much lessthanwith just a single parent,althoughits
expectedvalueis the same. This is becausét is much
lesslikely (assumingndependencedpr the messagé¢o
both parentsto be lost, anda singlelosswill lessdra-
matically affectthe computedvalue.

We ran an experimentto measurethe bene t of this

approachin the realistic topology for COUNTwith a

network diameterof 50. We measuredhe numberof

sensorsinvolved in the aggrgation over a 50 epoch
period. When sendingto multiple parents,the mean
COUNTwas 974 ( ), while when sendingto

only one parent,the meanCOUNTwas 94 ( ).

Surprisingly sendingto multiple parentssubstantially
increaseshe meanaggr@atevalue; mostlikely this is

dueto the factthatlossesarenot truly independenas
we assumedabove.

This techniqueappliesequallywell to ary distributive
or algebraicaggregate. For holistic aggregates,like
MEDIAN this techniquecannotbe applied,since par
tial staterecordscannotbe easilydecomposed.

8 Real-World Experiments

Basedon the encouragingimulationresultspresented
abore, we have built an implementationof TAG for
TinyOS Mica motes. The implementationdoes not
currentlyinclude mary of the optimizationsdiscussed
in this paper but containsthe core TAG aggr@a-
tion algorithm and catalogsupportfor queryingarbi-
trary attributeswith simple predicates.In this section,
we briey summarizeresultsfrom experimentswith
thisimplementationto demonstratéhatthe simulation
numbersgiven aborve are consistenwith actualbeha-
ior andto shav thatsubstantiateal-world messagee-
ductionsover a centralizecapproactarepossible.

Theseaxperimentsnvolved sixteensensorsirrangedn
a depthfour tree,computinga COUNTaggr@ateover
150, 4 secondepochs(a 10 minute run.) No child
cachingor snoopingtechniqueswere used. Figure 8
shavs the COUNTbsered attherootfor a centralized
approachwhereall messageareforwardedto theroot,
versusthe in-network TAG approach. Notice that the
quality of theaggr@ateis substantiallybetterfor TAG;
thisis dueto reducedadio contention.To measure¢he
extentof contentionandcomparethe messageostsof
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Count Per Epoch, 16 Nodes (Epoch Duration = 4 Seconds)

‘ TAG
Centralized ---------

COUNT

Epoch
Figure 8. Comparisonof Centrlized and TAG based
Aggregation Appmoadesin Lossy Real-Vérld Environ-

mentComputinga COUNTover a 16 nodenetwork.

the two schemesyve instrumentednotesto reportthe

numberof messagesentand receved. The central-
ized approachrequired4685 messagesyhereasTAG

requiredjust 2330, representinga 50% communica-
tionsreduction.Thisis lessthantheorderof-magnitude
shawvn in Figure 4 for COUNTbecauseur real-world

network topologyhada higheraveragefanoutthanthe

simulatedervironment,so messages the centralized
casehadto be retransmittedewer timesto reachthe

root. Perhoplossrateswereabout5%in thein-network

approach. In the centralizedapproachjncreasedet-

work contentiondrove theselossratesto 15%. Thecu-

mulative natureof lossmeanthatmessageom nodes
at the bottomof the routing tree successfullydelivered
only about45% of messageto therootin the central-
ized case(accountingor its poorperformance.)

This completesour discussiorof algorithmsfor TAG.
We now summarizethe extensve relatedwork in the
networking anddatabaseommunities.

9 RelatedWork

Thedatabaseommunityhasproposed numberof dis-
tributed and push-devn basedapproachedor aggre-
gatesn databassystemg16, 21], but theseuniversally
assume well-connectedlow-losstopologythatis un-
availablein sensometworks. The partial preaggrga-
tion technique$11] usedto enablegroupeviction were
proposedsatechniqueo dealwith verylargenumbers
of groupsto improve the ef ciency of hashjoins and
otherbucket-basedlatabaseperatorsThepartial-state
requirementaiggreatespresentedn Section3.3 were
originally partially developedasa part of the research
on data-cubeg6]. [18] discusse®nline aggrgation
in the context of nested-queriest proposesoptimiza-
tionsto reducethe o w of tuplesbetweerouterandin-
nerqueriesthatbearsomesimilaritiesto our technique
for pushingHAVING clausesinto the network. With
respectto query language,our epochbasedapproach
is relatedto languagesand modelsfrom the Tempo-
ral Databasditerature; see[17] for a suney of rele-
vantwork. TheCougarprojectatCornell[15] discusses
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gueriesover sensomnetworks,asdoesour own work on
Fjords[12], althoughthe former only considersmov-
ing selectiongnot aggr@ates)ontosensorandneither
presentspeci ¢ algorithmsfor usein sensomnetworks.

Literature on active networks [19] identi ed the idea
thatthe network could simultaneouslyouteandtrans-
form data,ratherthansimply servingasan end-to-end
dataconduit. Within the sensornetwork community
work on networks that performdataanalysishasbeen
largely con ned to the USC/ISI and UCLA commu-
nities. Their work on directeddiffusion [9] discusses
techniquesfor moving speci ¢ piecesof information
from oneplacein a network to another and proposes
aggregation-like operationghatnodesmay performas
data o wsthroughthem.Work on low-level-naming[{
proposesa schemefor imposing namesonto related
groupsof sensorgn anetwork, in muchthewaythatour
schemepartitionssensometworks into groups. Work
on greedyaggr@ation [8] discussesetworking pro-
tocolsfor routing datato improve the extentto which
datacanbe combinedasit o ws up a sensometwork
— it provideslow level techniquedor building routing
treesthat could be usefulin computingdatabasestyle
aggr@ates. Thesepapersrecognizethat aggrgation
dramaticallyreduceshe amountof dataroutedthrough
the network but presentapplicationspeci ¢ solutions
that,unlike the declaratie queryapproactapproactof
TAG, do not offer anapplicationindependeninterface,
namingsystemgpr aggregationmechanismFinally, we
initially notedthe adwantagesof a databasestyle ap-
proachto aggrgationin a workshoppublication[13].
This work did not include simulationor real-world ex-
periments andwasmissingthe taxonomywhich lends
TAG muchof its generality

Networking protocolsfor routing datain wirelessnet-
works arevery popularwithin the literature[10, 2, 5],
however, none of them addresshigher level issuesof
data processing,merely techniquesfor data routing.
Our tree-basedouting approachis clearly inferior to
theseapproachegor peerto peerrouting, but works
well for theaggr@ationscenariosve arefocusingon.

10 Conclusions

In summary we have shavn how declaratie aggre-
gatequeriescanbedistributedandef ciently executed
over sensornetworks. Our in-network approachcan
provide an orderof magnitudereductionin bandwidth
consumptiorover approachesheredatais aggrgated
and processectentrally The declaratie query inter
faceallows end-userdo take adwantageof this bene t
for a wide rangeof aggrgateoperationsvithout hav-
ing to modify low-level codeor confrontthe dif cul-
ties of topology construction,datarouting, loss toler-
ance or distributedcomputing.Furthermorethisinter
face,combinedwith tight integrationwith the network
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enabledransparenbptimizationsthat further decrease
messageostsandimprove toleranceo failureandloss.

As sensornetworks becomemore widely deplo/ed,
especiallyin remote,dif cult to administerlocations,
bandwidthandpower sensitve methodgo extractdata
from thosenetworks will becomeincreasinglyimpor
tant. In suchscenariosye seeTAG asthe centraldata
delivery serviceof TinyOS: the simplicity of declara-
tive queries,combinedwith the ability of TAG to ef -
ciently optimize and executesuchqueriesmalesit an
ideal choicefor a wide rangeof sensornetwork data
processingituations.
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