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• Why? 

• Cluster quality 

• K-means 

• Spectral clustering 

• Generative Models 

 

 

 



Rationale 
Given a set {Xi} for i = 1,…,n, a clustering is a partition of the Xi 

into subsets C1,…,Ck.  

Clustering has one or more goals: 

• Segment a large set of cases into small (even-sized) subsets 

that can be treated similarly - segmentation 

• Model the variation in a large dataset using a smaller number 

of samples - condensation 

• Generate a more compact description of a dataset - 

compression 

• Model an underlying process that generates the data as a 

mixture of different, localized processes – representation 

 



Stereotypical Clustering 
 

 



Model-based Clustering 
 

 



Model-based Clustering 
 

 



Clustering for Segmentation 
 

 



Condensation/Compression 
 

 



Cognitive Bias 

• Human beings conceptualize the world through categories 

represented as examplars (Rosch 73, Estes 94). 

 

 

 

 

 

 

• We tend to see cluster structure whether it is there or not.  



Cognitive Bias 

 



Netflix 
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Terminology 

• Hierarchical clustering: clusters form a hierarchy. Can be 

computed bottom-up or top-down. 

• Flat clustering: no inter-cluster structure. 

 

• Hard clustering: items assigned to a unique cluster. 

• Soft clustering: cluster membership is a real-valued function, 

distributed across several clusters.  

 



Clustering Basics 

• We need at a minimum a similarity measure for items. 

• From the similarity measure, we can specify a clustering quality 
measure Q (objective function), which increases with intra-
cluster similarity, and decreases with inter-cluster similarity.  

• Choose an algorithm to (approximately) optimize the 
measure Q: 
– Greedy assignment/cluster update (e.g. k-means) 

– Expectation maximization 

– Greedy merging (HAC clustering) 

– Partitioning (spectral clustering) 

 

• Cluster management: Splitting, merging, shattering clusters of 
low quality. 



Normalized Cut measure 

• Quality measure based on weight of cuts (total similarity 

weight of edges across a cut). Ncut miminizes: 
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K-means clustering 

The standard k-means algorithm is based on Euclidean inner 

products (kernels) <u,v>.  

The cluster quality measure is an intra-cluster measure only, 

equivalent to the sum of item-to-centroid kernels. 

A simple greedy algorithm locally optimizes this measure: 

• Find the best cluster (best item-centroid kernel) for each item 

• Recompute the cluster centroid for the newly-assigned items 

in the cluster.  

 

Item vectors are normally scaled to unit magnitude. Otherwise 

large vectors will attract too many neighbors.  



K-means clustering 



K-means clustering 



K-means properties 

• Very simple convergence proofs. 

• Performance is O(ntk) per iteration, not bad and can be 

heuristically improved.  

n = num docs, t = non-zeros per doc, k = num clusters 

• Many generalizations, e.g.  

– Simple generalization to m-best soft clustering 

• As a “local” clustering method, it works well for data 

condensation/compression.  

 



K-means properties 

• No inter-cluster measure: 

– Splitting clusters always improves the clustering 

– Merging and shattering always worsen it  

– Optimal clustering of N points is pathological 

– Greedy algorithm fortunately fails to find it! 

– Greedy algorithm cannot increase number of clusters 

 

 



Choosing clustering dimension 

• AIC or Akaike Information Criterion: 

 

 

• K=dimension, L(K) is the likelihood (could be RSS) and q(K) is 

a measure of model complexity (cluster description 

complexity).  

 

• AIC favors more compact (fewer clusters) clusterings.  

 

• For sparse data, AIC will incorporate the number of non-

zeros in the cluster spec. Lower is better.  
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Spectral Clustering 

• Spectral clustering methods derive from graph partitioning. 

• They are able to simultaneous find partitions with 

approximately increase affinity within a cluster while 

decreasing it between clusters.  

• We look for the second-largest eigenvalue/vector of this 

matrix: 

 

 

• Where W is the original affinity matrix, D a diagonal matrix of 

total weights for each node.  

• The largest eigenvalue is 1, with eigenvector all 1’s.  

 

 



Spectral Clustering 

• Standard spectral clustering uses only the second eigenvector, 

sorts the nodes by the coefficients of this vector and then 

chooses the cut which minimizes 

 

 

 

• In practice, enumeration of the cut values dominates the 

running time, so a reduced-resolution “graph” of the cut 

values can be used.  

• This generates only a single binary split of the data. 

• To complete the clustering, the to parts are recursively 

clustered.  

 

 



Spectral Clustering with k-means 



Results 
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Spectral, Kernel, k-means 
• Defines an objective function equivalent to normalized cut 

which can be directly minimized with k-means.  

 

 

 

 

 

 



Spectral, Kernel, k-means 
• Euclidean distance from (a)  to center mj is 

 

 

 

 

 

Where (x) is the non-linear, kernel component function.  

 

Similar to Jordan et al., but allows general kernels, performs final 

k-means in original space.  

 

 

 

 

 



Spectral, Kernel, k-means 

Triangle inequality estimation: uses cluster-cluster distances to 

bound new point scores.  



Spectral, Kernel, k-means 
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Generative Clustering 

Generative or probabilistic clustering includes a probabilistic 

model which generates samples of the observed data. Each 

model assigns a likelihood to an actual dataset.  

• We replace the item-item similarity measure with a likelihood 

of membership in cluster i.  

• Each cluster may be represented by a center ci, and the (log) 

likelihood that dj is in cluster i by <ci, dj> for some <,> 

• Generative models add a prior probability on the cluster 

parameters, on one or both “sides.” 

 



Clustering Meta-Formula 

We can write our observed data A as 

𝐴 ≈ 𝑊 𝑈 

where A is typically sparse discrete data (e.g. Aij = count of word 

i in document j or event i by user j), possibly scaled (by tf-idf); 

 

W are word-cluster weights (e.g. cluster center weights); 

U are user(or document)-cluster weights; 

 



Clustering Meta-Formula 

Key choices: 

𝐴 ≈ 𝑊 𝑈 

Metric: The likelihood of A given WU, i.e. what  means. 

• Multinomial for LDA, Poisson for GAP, (roughly KL-divergence) 

• L2 for k-means, NMF, spectral methods, LSA (SVD) 

• Von Mises-Fisher distribution 

• Laplacian approximation 

Sign of W: Are coefficients signed or non-negative? 

• Signed: LSA, k-means* (depends on data) 

• Non-negative: LDA, GAP, NMF 

 



Clustering Meta-Formula 

Range of U:  

• Signed: LSA 

• Non-negative: k-means (soft), LDA, GAP, NMF 

• {0,1}: k-means (hard) 

Prior: Whether there is a prior on W or U: 

• K-means: No, or (sometimes) linear smoothing of center coefficients 

• LDA: Dirichlet on U, in Monte-Carlo versions: Dirichlet on W 

• GAP: Gamma prior on U 

• NMF: No 

 

 



Performance Comparison 

Cai et al. paper. TREC AP corpus. 

Scoring: 

• Cluster docs into k clusters (oblivious to the actual doc. N 

category labels) and then compute the best k  n matching. 

• Accuracy and mutual information measurements are based on 

this matching. 

 

 



Performance Comparison 

Algorithms: 

• K-means 

• LDA, Latent Dirichlet Allocation 

• PLSI, probabilistic Latent Semantic Indexing (Hoffmann) 

• AA: Average Association (spectral) 

• NC: Normalized cut 

• NMF: Normalized Matrix Factorization 

• LapPLSI: Laplacian PLSI 
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vMF distributions 

A d-dimensional unit random vector x is said to have a von 

Mises-Fisher (vMF) distribution if its pdf is given by: 

 

 

where  is the mean direction,  is the “concentration” 

parameter. 

 

vMF distributions generalize gaussian distributions to the unit 

sphere.  

 

 



Spherical Admixture (SAM) 
1. Draw a set of T topics  on the unit hypersphere; 

2. For each document d, draw topic weights d from a Dirichlet 

with hyperparameter  

3. Draw a document vector vd from a vMF with mean d  = 

Avg(, d) and concentration  

The model is: 

 



SAM performance 
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Summary 

• Why? 

• Cluster quality 

• K-means 

• Spectral clustering 

• Generative Models 

 

 

 


