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ABSTRACT
Hidden Semi-Markov Models (HSMMs) are powerful gener-
alizations of Hidden Markov Models that have been effec-
tively employed in tasks such as machine translation and
optical character recognition. A principal computational
bottleneck on these systems as applied to optical character
recognition [5] is the need to compute emission probabilities
for a large number of possible model states. Recognizing
that such systems may be deployed on hardware with differ-
ent specifications, we examine multiple ways of addressing
this computational bottleneck. The structure of the emis-
sion computation is amenable to running on GPUs using
CUDA [19]; this gives roughly a 30x speedup on this part of
the algorithm over an optimized single-threaded CPU imple-
mentation. When a GPU is not available, an approximation
scheme can be employed to achieve speedups of between 2x
and 4x depending on how much accuracy loss can be toler-
ated.

1. INTRODUCTION
Hidden semi-Markov models (HSMMs), a generalization of
HMMs where states can jointly emit multiple tokens of the
input, are naturally suited to a number of common NLP
tasks. Optical character recognition (OCR), automatic speech
recognition (ASR), and machine translation (MT) are all in-
stances of problems where segments of input form the nat-
ural fundamental units being modeled. However, because
HSMMs make fewer conditional independence assumptions
than HMMs, inference in HSMMs can be extremely slow,
causing researchers to fall back on standard HMMs with
smaller state spaces (i.e. simplifying their models) or train
on smaller data sets. However, this additional modeling ca-
pacity is useful: effects in OCR such as kerning and warping
of a page can be most effectively modeled by emissions of
variable widths [5]. While fast inference schemes for HMMs
such as beam search can be applied, even these can be

slow due to the rich emission structure of problems such
as OCR and ASR: the bottleneck lies in considering the
cross-product of states with spans of the input data.

We propose two methods for improving the throughput of
this system by optimizing the emission computation step.
First, this computation consists of floating-point operations
over regular data structures, so it is ideally suited to im-
plementation on GPUs using CUDA [19]. Unlike previous
work on speeding up similar computations for models ap-
plied to HMMs for ASR [10], the fact that we are using a
semi-Markov model means that even greater speedups are
possible over a näıve implementation of the emission com-
putation as a matrix multiplication. Second, we investigate
approximate approaches using vector quantization to reduce
the number of operations necessary to compute the emission
probabilities. The algorithm that we present allows users to
sacrifice accuracy for increased throughput, with a tuneable
parameter to control the tradeoff.

With these improvements, our system, called Ocular, can
make good use of extensive computational resources: one or
more GPUs and many CPUs can be fully utilized due to the
parallel nature of the problem. If users have a computational
budget, the regularity we observe in the speed/accuracy
tradeoff means that users can evaluate that budget against
their accuracy requirements and select a setting of system
parameters most appropriate for their case.

2. MODEL
The model we use is the same as the model from [5] and is
explicitly designed to handle problems exhibited by histor-
ical documents, including unknown fonts, noisy typesetting
layouts, and inconsistent ink levels. We recap the model and
highlight the elements that lead to the most acute perfor-
mance bottleneck.

We take a generative modeling approach inspired by the
overall structure of the historical printing process. Our
model generates images of documents line by line; we present
the generative process for the image of a single line. Our pri-
mary random variables are E (the text) and X (the pixels
in an image of the line). Additionally, we have a random
variable T that specifies the layout of the bounding boxes
of the glyphs in the image, and a random variable R that
specifies aspects of the inking and rendering process. The
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Figure 1: Character tokens ei are generated by the language model. For each token index i, a glyph bounding
box width gi, left padding width li, and a right padding width ri, are generated. Finally, the pixels in each
glyph bounding box Xglyph

i are generated conditioned on the corresponding character, while the pixels in left

and right padding bounding boxes, Xlpad
i and Xrpad

i , are generated from a background distribution.

joint distribution is:

P (E, T,R,X) =

P (E) [Language model]

· P (T |E) [Typesetting model]

· P (R) [Inking model]

· P (X|E, T,R) [Noise model]

We let capital letters denote vectors of concatenated random
variables, and we denote the individual random variables
with lower-case letters. For example, E represents the entire
sequence of text, while ei represents ith character in the
sequence.

2.1 Language Model
The language model from [5], P (E), is a Kneser-Ney smoothed
character n-gram model [15]. We use this without change,
generating the characters on each printed lines of text inde-
pendently. We can write:

P (E) = P (m) ·
m∏
i=1

P (ei|ei−1, . . . , ei−n)

2.2 Typesetting Model
The typesetting model, depicted in Figure 1, determines how
characters are laid out on the page. Each character consists
of three components: a glyph box, a left padding box, and
a right padding box, with widths gi, li, and ri, respectively,
that are generated by the model. We let Ti = (li, gi, ri) to
represent all three parameters. Each parameter is generated
from a multinomial distribution conditioned on the identity
of the ith character (ei).

Each character type c in our font has another set of param-
eters, a matrix φc. These are weights that specify the shape
of the character type’s glyph, and are depicted in Figure 1
as part of the font parameters. φc will come into play when
we begin generating pixels in Section 2.3.

2.2.1 Inking Model
Before we start filling the character boxes with pixels, we
need to specify some properties of the inking and rendering
process, including the amount of ink used and vertical varia-
tion along the text baseline. Our model does this by generat-
ing, for each character token index i, a discrete value di that
specifies the overall inking level in the character’s bounding
box, and a discrete value vi that specifies the glyph’s ver-
tical offset. These variations in the inking and typesetting
process are mostly independent of character type. Thus,
in our model, their distributions are not character-specific.
There is one global set of multinomial parameters govern-
ing inking level (θink), and another governing offset (θvert);
both are depicted on the left-hand side of Figure 1. Let
Ri = (di, vi) and let R be the concatenation of all Ri so
that we can express the inking model as:

P (R) =

m∏
i=1

P (Ri)

=
m∏
i=1

[P (di; θ
ink) · P (vi; θ

vert)]

The di and vi variables are suppressed in Figure 1 to re-
duce clutter but are expressed in Figure 2, which depicts
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Figure 2: We generate the pixels for the charac-
ter token ei by first sampling a glyph width gi,
an inking level di, and a vertical offset vi. Then
we interpolate the glyph weights φei and apply the
logistic function to produce a matrix of Bernoulli
parameters of width gi, inking di, and offset vi.
θpixel(j, k, gi, di, vi;φei) is the Bernoulli parameter at
row j and column k. Finally, we sample from each
Bernoulli distribution to generate a matrix of pixel
values, Xglyph

i .

the process of rendering a glyph box.

2.3 Noise Model
Now that we have generated a typesetting layout T and an
inking context R, we have to actually generate each of the
pixels in each of the character boxes, left padding boxes, and
right padding boxes; the matrices that these groups of pixels
comprise are denoted Xglyph

i , Xlpad
i , and Xrpad

i , respectively,
and are depicted at the bottom of Figure 1.

We assume that pixels are binary valued and sample their
values independently from Bernoulli distributions.1 The
probability of black (the Bernoulli parameter) depends on
the type of pixel generated. All the pixels in a padding box
have the same probability of black that depends only on the
inking level of the box, di. Since we have already generated
this value and the widths li and ri of each padding box, we
have enough information to generate left and right padding
pixel matrices Xlpad

i and Xrpad
i .

1We could generate real-valued pixels with a different choice
of noise distribution.

The Bernoulli parameter of a pixel inside a glyph bounding
box depends on the pixel’s location inside the box (as well as
on di and vi, but for simplicity of exposition, we temporar-
ily suppress this dependence) and on the model parameters
governing glyph shape (for each character type c, the param-
eter matrix φc specifies the shape of the character’s glyph.)
The process by which glyph pixels are generated is depicted
in Figure 2.

The dependence of glyph pixels on location complicates gen-
eration of the glyph pixel matrix Xglyph

i since the corre-
sponding parameter matrix φei has some type-level width w
which may differ from the current token-level width gi. In-
troducing distinct parameters for each possible width would
yield a model that can learn completely different glyph shapes
for slightly different widths of the same character. We, in-
stead, need a parameterization that ties the shapes for dif-
ferent widths together, and at the same time allows mobility
in the parameter space during learning.

Our solution is to horizontally interpolate the weights of
the shape parameter matrix φei down to a smaller set of
columns matching the token-level choice of glyph width gi.
Thus, the type-level matrix φei specifies the canonical shape
of the glyph for character ei when it takes its maximum
width w. After interpolating, we apply the logistic function
to produce the individual Bernoulli parameters. If we let
[Xglyph

i ]jk denote the value of the pixel at the jth row and
kth column of the glyph pixel matrix Xglyph

i for token i,
and let θpixel(j, k, gi;φei) denote the token-level Bernoulli
parameter for this pixel, we can write:

[Xglyph
i ]jk ∼ Bernoulli

(
θpixel(j, k, gi;φei )

)
The interpolation process for a single row is depicted in Fig-
ure 3. We define a constant interpolation vector µ(gi, k)
that is specific to the glyph box width gi and glyph box
column k. Each µ(gi, k) is shaped according to a Gaussian
centered at the relative column position in φei . The glyph
pixel Bernoulli parameters are defined as follows:

θpixel(j, k,gi;φei ) =

logistic
( w∑
k′=1

[
µ(gi, k)k′ · [φei ]jk′

])

By varying the magnitude of µ we can change the level of
smoothing in the logistic model and cause it to permit areas
that are over-inked. This is the effect that di controls. By
offsetting the rows of φc that we interpolate weights from,
we change the vertical offset of the glyph, which is controlled
by vi. The full pixel generation process is diagrammed in
Figure 2, where the dependence of θpixel on di and vi is also
represented. The dependence on these variables results in a
combinatorial explosion in the size of θpixel; we discuss this
more in Section 5 and demonstrate that it is the principal
reason that inference is relatively slow.

3. LEARNING AND INFERENCE
We use the EM algorithm [11] to find the maximum-likelihood
font parameters: φc, θ

lpad
c , θglyphc , and θrpadc . The image X
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Figure 3: In order to produce Bernoulli parameter
matrices θpixel of variable width, we interpolate over
columns of φc with vectors µ, and apply the logistic
function to each result.

is the only observed random variable in our model; that is,
our system operates directly over an image with no tran-
scription provided. The identities of the characters E, the
typesetting layout T , and the inking R are all unobserved
during inference. We do not learn θink and θvert, which are
set to the uniform distribution.

During the E-step, for each line, we must find the most likely
setting of the random variables E, T , and R given the cur-
rent setting of the parameters. Finding the exact maximum
is intractable due to the high-order of the character n-gram
model used for E, so we resort to beam search. Note that
this is much faster than the coarse-to-fine inference approach
used in [5], to the point where this part of the E-step is neg-
ligible. Section 5 discusses the exact nature of the emission
probability precomputation during the E-step that renders
the E-step the overall bottleneck of the algorithm.

The M-step is carried out exactly as in [5]. While we could
optimize the M-step further as well, it does not scale with
the size of the input like computing emission probabilities
does, and so we do not focus on it in this work.

4. SYSTEM ACCURACY
Table 1 shows the results of this system evaluated on two
datasets: Old Bailey, the proceedings of an English crimi-
nal court from the late 1600s through the early 1900s, and
Trove, a collection of Australian newspapers from the 1800s
and early 1900s. We compare against two baselines: Google
Tesseract, an open-source OCR system, and ABBYY FineReader,
one of the leading commercial OCR systems. Our system,
Ocular, does very well even with a generic language model
trained on New York Times data.

5. PERFORMANCE BOTTLENECKS
For many unsupervised learning problems it is running the
dynamic program for computing expected counts that dom-
inates computation time. For our HSMM, where fast beam-
ing approximations to the forward-backward algorithm are
effective, the dynamic program is actually not the bottle-
neck. Instead it is the pre-computation of emission probabil-
ities for each span of the input that dominates computation.
We refer to this step as emission caching since it consists of
computing and storing emission probabilities to be re-used
repeatedly inside the dynamic program.

System CER WER

Old Bailey
Google Tesseract 29.6 54.8
ABBYY FineReader 15.1 40.0
Ocular 12.6 28.1

Trove
Google Tesseract 37.5 59.3
ABBYY FineReader 22.9 49.2
Ocular 14.9 33.0

Table 1: We evaluate the predicted transcriptions in
terms of both character error rate (CER) and word
error rate (WER), and report macro-averages across
documents. We compare with two baseline sys-
tems: Google’s open source OCR system, Tessear-
act, and a state-of-the-art commercial system, AB-
BYY FineReader. We refer to our system as Ocular.

Let ψ(t, gi, ei, di, vi) be the log probability of emitting the
columns of pixels from position t to position t + gi of the
input image line matrix X, given that this span is generated
by the character token at index i. In order for the forward-
backward algorithm to compute the expected counts neces-
sary for EM it must evaluate this quantity for all possible
settings of the random variables gi, ei, di, and vi. Thus,
we precompute a table of values [ψ(t, g, e, d, v)] for all pos-
sible pixel column indices t, template widths g (which de-
fines the end column of the span), character types e, ink-
ing levels d, and vertical offsets v. Let ω(j, k, g, e, d, v) =
log(θpixel(j, k, g, e, d, v)), the log probability of a white pixel
at row j and column k of the corresponding template, and
also let β(j, k, g, e, d, v) = log(1 − θpixel(j, k, g, e, d, v)), the
log probability of a black pixel at the same position. For
each combination of g, e, d, and v, and for all positions t we
compute:

ψ(t, g, e, d, v) =

h∑
j=1

t+g∑
k=t

[
1[Xjk = white] · ω(j, k, g, e, d, v)

+1[Xjk = black] · β(j, k, g, e, d, v)
]

For simplicity of notation, here we have suppressed the de-
pendence of θpixel, ω, and β on the glyph shape parameters.

For a typical input there are approximately 1000 pixel col-
umn positions t per line of text in the input image, approx-
imately 75 character types e, potentially 30 widths g per
character type, around 10 vertical offests v, and 3 inking
levels. This means that the table [ψ(t, g, e, d, v)] can have
almost 70M entries per line of text, each of which requires
iterating over hundreds of index pairs (j, k). Overall, in prac-
tice we found that with a single threaded implementation,
emission caching took more than 90% of the computation
time.

6. GPU-BASED OPTIMIZATION
The emission caching computation is almost ideally suited
for implementation on GPU architecture. Unlike many struc-
tured learning tasks (e.g. parsing) that have sparse param-
eterizations and therefore sparse, and random, memory ac-



Unsupervised Transcription of Historical Documents

Taylor Berg-Kirkpatrick Greg Durrett Dan Klein
Computer Science Division

University of California at Berkeley
{tberg,gdurrett,klein}@cs.berkeley.edu

Abstract

We present a generative probabilistic
model, inspired by historical printing pro-
cesses, for transcribing images of docu-
ments from the printing press era. By
jointly modeling the text of the docu-
ment and the noisy (but regular) process
of rendering glyphs, our unsupervised sys-
tem is able to decipher font structure and
more accurately transcribe images into
text. Overall, our system substantially out-
performs state-of-the-art solutions for this
task, achieving a 31% relative reduction
in word error rate over the leading com-
mercial system for historical transcription,
and a 47% relative reduction over Tesser-
act, Google’s open source OCR system.

1 Introduction

Standard techniques for transcribing modern doc-
uments do not work well on historical ones. For
example, even state-of-the-art OCR systems pro-
duce word error rates of over 50% on the docu-
ments shown in Figure 1. Unsurprisingly, such er-
ror rates are too high for many research projects
(Arlitsch and Herbert, 2004; Shoemaker, 2005;
Holley, 2010). We present a new, generative
model specialized to transcribing printing-press
era documents. Our model is inspired by the un-
derlying printing processes and is designed to cap-
ture the primary sources of variation and noise.

One key challenge is that the fonts used in his-
torical documents are not standard (Shoemaker,
2005). For example, consider Figure 1a. The fonts
are not irregular like handwriting – each occur-
rence of a given character type, e.g. a, will use the
same underlying glyph. However, the exact glyphs
are unknown. Some differences between fonts are
minor, reflecting small variations in font design.
Others are more severe, like the presence of the
archaic long s character before 1804. To address
the general problem of unknown fonts, our model

(a)

(b)

(c)
Figure 1: Portions of historical documents with (a) unknown
font, (b) uneven baseline, and (c) over-inking.

learns the font in an unsupervised fashion. Font
shape and character segmentation are tightly cou-
pled, and so they are modeled jointly.

A second challenge with historical data is that
the early typesetting process was noisy. Hand-
carved blocks were somewhat uneven and often
failed to sit evenly on the mechanical baseline.
Figure 1b shows an example of the text’s baseline
moving up and down, with varying gaps between
characters. To deal with these phenomena, our
model incorporates random variables that specifi-
cally describe variations in vertical offset and hor-
izontal spacing.

A third challenge is that the actual inking was
also noisy. For example, in Figure 1c some charac-
ters are thick from over-inking while others are ob-
scured by ink bleeds. To be robust to such render-
ing irregularities, our model captures both inking
levels and pixel-level noise. Because the model
is generative, we can also treat areas that are ob-
scured by larger ink blotches as unobserved, and
let the model predict the obscured text based on
visual and linguistic context.

Our system, which we call Ocular, operates by
fitting the model to each document in an unsuper-
vised fashion. The system outperforms state-of-
the-art baselines, giving a 47% relative error re-
duction over Google’s open source Tesseract sys-
tem, and giving a 31% relative error reduction over
ABBYY’s commercial FineReader system, which
has been used in large-scale historical transcrip-
tion projects (Holley, 2010).
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cess patterns, here, the computation is dominated by float-
ing point operations with a dense memory access pattern.
We describe two different GPU-based implementations: (1)
an implementation that organizes the emission caching com-
putation so that an intermediate step takes the form of two
matrix multiplies, which is then computed on the GPU using
the CUBLAS API [18] (2) a specialized implementation that
directly computes the emission cache scores on the GPU us-
ing the CUDA APT [19]. We compare against several CPU
baselines that are single- and multi-threaded, and a com-
mercial system.

6.1 Intermediate Matrix Multiply
The first GPU based method builds an intermediate ta-
ble of probabilities that can be computed using two ma-
trix multiplies, and from which emission caching probili-
ties can be computed with a reduced computational load.
Specifically, this intermediate table of probabilities, denoted
[ψ̂(t, k, g, e, d, v)], holds the probability of generating each
input column t using the kth column of the template of
width g, character type e, inking level d, and vertical off-
set v. From the table [ψ̂(t, k, g, e, d, v)], the emission cache
[ψ(t, k, g, e, d, v)] can be directly computed by summing up
the corresponding column probabilities for each template.
Next we describe how to form [ψ̂(t, k, g, e, d, v)] using ma-
trix multiplies.

Let [Xblack] be a matrix of floats that has a 1 where there
were black pixels in the input line image X, and 0s every-
where else. Similary let [Xwhite] be a matrix of floats that
has a 1 where there were white pixels in the input line im-
age X, and 0s everywhere else. Let the matrix [ωall] be the
concatentation of all the column vectors ω(·, k, g, e, d, v) for
all settings of k, g, e, d, and v, and similary let the ma-
trix [βall] be the concatentation of all the column vectors
β(·, k, g, e, d, v) for all settings of k, g, e, d, and v. Now,

[ψ̂(t, k, g, e, d, v)] can be written as:

[ψ̂] = [Xwhite]>[ωall] + [Xblack]>[βall]

It is this intermediate computation that we perform on the
GPU using the CUBLAS API’s sgemm function. [ωall],
[βall], [Xwhite], and [Xblack] are read into global GPU mem-

ory, [ψ̂(t, k, g, e, d, v)] is computed and then must be read
back to host memory. In timing experiments we found this
last step of reading from device memory to host memory to
be the bottleneck for this method of emission caching.

6.2 Direct Computation of Emission Scores
The second GPU method directly computes the emission
cache [ψ(t, g, e, d, v)] on the GPU and then reads the result
back to host memory. The method is depicted in Figure 4.
We define [Xwhite] and [Xblack] as in the previous section,
and represent these matrices in column-major order as ar-
rays in GPU memory. We denote the matrix of log white
probabilities for the template corresponding to g, e, d, and
v as [ωg,e,d,v] = ω(·, ·, g, e, d, v) and represent this matrix in
column-major order as an array in GPU memory. We define
and represent [βg,e,d,v] = β(·, ·, g, e, d, v) similarly.

Computation on the GPU is divided into batches. During
each batch, all the templates of a given width g are pro-
cessed simultaneously. We instantiate a thread on the GPU
for each pixel column poisition t in the input line, for each
template type in the batch (indexed by the tuple (e, d, v)
since the width g is fixed). Each thread is responsible for
computing the single emission probability ψ(t, g, e, d, v) for
its particular template (e, d, v) at its particular position t.
The thread-specific computation of each ψ(t, g, e, d, v) can
be written as two inner products (similar to how in the last
section computation could be written as two matrix multi-
plies). For ease of notation, let [A]i denote the element of
a matrix [A] at the ith position of the column-major array



representation of A. Each thread computes:

ψ(t, g, e, d, v) =

(g·h)∑
i=1

[Xwhite](t·h+i) · [ωg,e,d,v]i

+

(g·h)∑
i=1

[Xblack](t·h+i) · [βg,e,d,v]i

After all batches have finished, the complete emission cache
[ψ(t, g, e, d, v)]] is read back to host memory.

The reason the full computation peformed on the GPU is
not actually a matrix multiply is that the spans of the inner
products at consectutive positions t and t + 1 overlap: the
computation at position t + 1 re-uses all but h of the cells
of [Xwhite] (and [Xblack]) that the computation at position
t used. Noticing this fact, we attempted to improve per-
formance by explicity caching the re-used values in [Xwhite]
and [Xblack] shared memory (which has much lower latency
than global memory). For each range of t corresponding to a
thread block, we explicitly store the corresponding range of
[Xwhite] and [Xblack] in that thread block’s shared memory.
In preliminary experiments we found that explicity caching
using shared memory yielded a speedup of approximately
2x when compared with the approach that only used global
memory.

6.3 Experiments
We compute timing results for an image of a single page of
text. For the two GPU-based methods and all the baselines
we measured both the total time in seconds to transcribe the
page and the time in seconds spent computing the emission
cache during transcription. We ran the GPU implemen-
tations on an NVIDIA 580 GTX (a consumer grade card
from 2011), and the CPU implementations on a 4-core In-
tel i7 2600K processor running at 4.6GHz. The results are
reported in Figure 5.

CPUx1 denotes the timing results for the baseline CPU im-
plementation. This baseline performs the same computation
described in Section 6.2, but does so on the CPU using a sin-
gle thread. The CPUx1 results show that over 90% of com-
putation in the baseline implementation is spent computing
the emission cache.

The matrix multiplication method described in Section 6.1
can also be implemented on a CPU. In this case the over-
head of reading the large matrix of intermediate values from
device memory is avoided, and highly optimized matrix mul-
tiplication implementations for the CPU can be exploited.
We implemented this method using BLAS [?]. The results
are reported as CPUx1 BLAS in Figure 5, and reveal that,
indeed, the highly optimized nature of BLAS does provide
a speedup.

Next, we report results for parallelized CPU implmentations
of both the simple CPU method and the BLAS method.
These methods are parallelized by computing emissions for
multiple text lines of the input image in parallel. The re-
sults are reported as CPUx4 and CPUx4 BLAS respectively.
The simple CPU multi-threaded implementation yields more

than a 4x speedup. This likely due to the processor’s hyper-
threading capabilities. The BLAS-based CPU method yields
slightly less than a 4x speedup when parallelized on the
CPU.

The results for the matrix multiply GPU-based method de-
scribed in Section 6.1 are reported as GPU CUBLAS in
Figure 5. The intermediate multiply based method is only
marginally faster than the multi-threaded CPU implemen-
tations, likely due to the bottleneck of reading the large in-
termediate matrix back to host memory, and finishing com-
putation on the CPU.

The results for the direct emission cache GPU-based method
described in Section 6.2 are reported in Figure 5 as GPU
Custom. Here the final time for emission computation is
only 21 seconds, while the total time is 93 seconds. The re-
sult means that the emission cache computation is no longer
the bottleneck when using this GPU-based method. These
results represent a 6x speedup in emission computation time
compared to GPU CUBLAS, and a 30x speedup in emission
computation time compared to CPUx1 BLAS. However, due
to the remaining overhead in the total transcription compu-
tation (some of which is constant with respect to number of
pages being processed), the speedup in total transcription
time of GPU Custom compared to CPUx1 BLAS is only 7x.

Finally, in Figure 5, we also report the time it takes the
commerical system ABBYY Finereader to fully transcribe
the same page: 4.32 seconds. ABBYY is still 20x faster
than our fastest system, but that extra speed comes at a
cost in accuracy.

7. APPROXIMATE EMISSION CACHING
In case a GPU is not available, we investigated further opti-
mization of the algorithm on a CPU. Based on the number
of floating point operations involved, we believe that the
throughput of the CPU-based implementation of the emis-
sion caching scheme is unlikely to dramatically increase with
further optimization of the data structures involved. There-
fore, we turned to approximation schemes, noting that for
some users of the system, it may be acceptable to increase
the throughput of the system at the expense of recognition
accuracy. Our approach involves quantizing the vectors in-
volved in the arithmetic so that a smaller number of vector
dot products can be performed and still give a close approx-
imation to the final result matrix.

7.1 Vector Quantization
As noted previously, the computation of the emission proba-
bilities ψ can be cast as the problem of taking dot products of
column vectors of white pixel log probabilities ωPIXEL(·, k, gi, di, vi)
and their corresponding with columns of the input X·,j (and
doing an analogous computation with black log probabili-
ties). For simplicity of notation, we will assume that the
vectors ω can be ordered into a sequence ω1, ω2, . . . , ωn with
each index into the sequence corresponding to a particular
choice of k, g, d, v and e. Also define the intermediate
product

ψω(t, i) =

h∑
j=1

ωj,i1[Xj,t = white] (1)
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Figure 5: GPU and CPU timing experiments for exact emission caching.

Each of the final ψ values can be computed by a (relatively
efficient) sum over ψω and the analogous ψβ . Therefore,
if we can optimize the computation of the ψω, the whole
computation will proceed quickly.

The approximation we make takes advantage of the fact
that, while it is important to model variation with the ren-
dering parameters, many of the ω columns are actually quite
similar. For example, in Figure 2, the middle columns of the
a actually resemble each other quite closely; approximating
the ω for one column with the ω for its neighbor is likely
to result in almost the correct value for ψ once all terms
are combined. Because we are already approximating the
posterior from the E-step of EM with a single hypothesis,
having slightly incorrect values for ψ only compromises our
algorithm in that we might learn values for parameters that
are slightly incorrect.

Algorithm 1 Approximate emission caching algorithm

Input: ω1 . . . ωn, image X·,1:t, codebook ω∗1 . . . ω
∗
m

Compute f : {1, . . . , n} → {1, . . . ,m} from ω to ω∗

Initialize ψ∗ω(t, i) = 0 for all i ∈ {1, . . . ,m}
for i = 1 : m do {codebook vectors}

for k = 1 : t do {columns of the input text}
ψ∗ω(t, i)←

∑h
j=1 ω

∗
j,i1[Xj,t = white]

end for
end for
for i = 1 : n do {original vectors}
ψω(t, i)← ψ∗ω(t, f(i))

end for
Output: ψω

The end result of this is that we can compute fewer dot
products. Algorithm 1 shows our approximation scheme.
We assume that the vector codebook is given as input and is
computed once offline; this is discussed more in the next sec-
tion. Each time the emission cache needs to be updated, we
compute a mapping f from each vector ω to a corresponding
codebook entry ω∗. Computation of the dot products then

proceeds with the ω∗ vectors, and at the end, the result for
each ω is read off by using the mapping f .

The red line in Figure 7 shows the effectiveness of this scheme
on an example page. By using a large enough codebook (m
= 5000 vectors, while the original number of vectors n is on
the order of 500,000), we can pay only a small price in ac-
curacy while improving emission cache computation speed
by a factor of two. Moreover, the behavior is relatively con-
sistent, meaning that the user could be presented with an
interface that estimates the performance based on a precom-
puted curve such as this one.

7.2 Codebook Computation
Algorithm 1 requires a vector codebook of ω∗ as input. We
found that an effective way to construct this codebook was
to simply run k-means over the initial set of ω parameters,
specified by the initializer of EM which uses an average of
many known fonts. The overhead for the k-means compu-
tation can be safely ignored because it is a one-time cost, in
the sense that an end-user of the system would never need to
recompute the codebook because the initial parameters do
not change. We experimented with recomputing the code-
book at every iteration of EM, since it makes sense to rerun
the quantization as the set of vectors to quantize changes.
However, k-means is slow because it involves computing dis-
tances between all n of the ωi and all m of the ω∗i at every
iteration, which is expensive and did not improve accuracy.

7.3 Approximate Quantization
One of the major bottlenecks remaining, accounting for 50%
of the emission caching time with the codebook, is the com-
putation of f ; that is, aligning the n vectors ωi with their
nearest approximate ω∗i , of which there are m.2 On an input
of height h and width t, the algorithm previous took O(nht)

2In fact, this is exactly the computation as would be nec-
essary for one round of k-means to update the codebook,
illustrating why we do not rerun k-means to recompute the
codebook before every E-step.
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time; the time is now reduced to O(nmh+mht) where the
first term dominates because of how large n is.3

In order to reduce this further, we take advantage of a re-
sult from [13] which says that distances between vectors
are approximately preserved under projection to a lower di-
mension. Now, before computing the alignment f , we first
project each of the ωi and the ω∗i down to a space of dimen-
sion k < h, giving an overall runtime of O(nkh+nmk+mht).
With h = 30 in all experiments, we found that k = 10
worked well.

Results are shown in blue in Figure 7. Approximate quanti-
zation is slightly faster for the same accuracy as the vanilla
codebook method, though it is inherently less accurate.

8. RELATED WORK
There has been little work on optimization of HSMM mod-
els in OCR because these models have not yet been widely
adopted by the OCR community. Most widely-available
OCR systems such as ABBYY FineReader [1] and Google
Tesseract [22] are heavily pipelined, with separate stages
to recognize characters bounding boxes, classify characters,
and use a language model to clean up recognizer output.
These pipeline stages are tuned separately for high perfor-
mance on modern documents. While these systems are fast
(see Figure 5), this pipelining makes them more fragile and
worse at recognizing documents from other domains (such
as historical books) than HSMM-based systems [5].

Phrase-based machine translation models [20] are perhaps
the most well known example of HSMMs, but they have
markedly different performance characteristics than these
models for OCR. Words are treated as atomic units, so se-
quences being decoded in translation systems typically con-

3While t is the parameter that changes with input size, and
so this overhead is amortized away if a user is recognizing
an entire book with similar fonts and appearance, we also
want the system to have low latency when it is presented
with small input examples.

tain fewer than 50 emissions, whereas lines fed into OCR
systems may be thousands of pixels across; moreover, com-
puting the probability of each emission is essentially a table
lookup on the given word, so the computational burden is
light. However, the actual search problem in machine trans-
lation has seen substantial optimization for speed: tech-
niques such as beam search [23] and cube pruning [8], and
their parallel variants [21], are widely employed, and we use
these in our OCR system as well.

In light of this, the systems facing the most similar computa-
tional challenges to ours are OCR systems for Arabic hand-
writing [12] and large-vocabulary speech recognition sys-
tems. There has been substantial work speeding up inference
in these systems using parallel computation on GPUS [14, 7,
10]. However, these models are formally HMMs rather than
HSMMs, and so the emission cache computation is simpler
and involves less processing of overlapping input regions,
making it more direct to parallelize [9].

The use of vector codebooks and quantization is common in
computer vision and speech recognition [6]. To our knowl-
edge, ours is the first application of this idea to speed up
computation of an emission model in an OCR system. As for
the approximation that we used, algorithms exist that ap-
proximately find nearest neighbors using k-d trees [2]; how-
ever, these algorithms can have high overhead [3], hence our
choice of a Johnson-Lindenstrauss [13] approach for quickly
computing distances between vectors.

9. CONCLUSION
In this work, we described a hidden semi-Markov model for
optical character recognition on historical documents, ana-
lyzed the performance bottleneck, and presented two ways
of getting around that bottleneck. The first was implement-
ing the computation on a GPU, a platform for which it is
ideally suited. Because in a hidden semi-Markov model we
need to compute emission scores for overlapping spans of
the input, smart memory allocation schemes allow us to
achieve speedups compared to using previous implementa-
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Figure 7: Results after the first round of EM using the approximate CPU-based emission caching scheme
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tions or standard libraries. Second, we explored approxi-
mation schemes based on vector quantization, finding addi-
tional speedups with little loss in accuracy and quantifying
the precise speed/accuracy tradeoff.

We expect our final system, Ocular, to prove useful to dig-
ital humanities researchers who have historical documents
they need transcribed. Because such researchers may not
have the computational resources or technical know-how to
deploy the GPU-optimized version of our system, one path
forward we are investigating is running OCR as a service. If
researchers send us data, we can automatically spin-up ap-
propriate Amazon EC2 instances and run our OCR system
on their data; using the results of this work, we can better
quantify the cost to them, and provide an implementation
that makes the best use of hardware possible given a budget.
We hope this will allow the system to enjoy wide use and
further research of all kinds on historical documents
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