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Abstract Recent experimental and computational work confirms that
CpGs can be unmethylated inside coding exons, thereby showing that
codons may be subjected to both genomic and epigenomic constraint.
It is therefore of interest to identify coding CpG islands (CCGIs)
that are regions inside exons enriched for CpGs. The difficulty in
identifying such islands is that coding exons exhibit sequence biases
determined by codon usage and constraints that must be taken into
account. We present a method for finding CCGIs that showcases a
novel approach we have developed for identifying regions of interest
that are significant (with respect to a Markov chain) for the counts of
any pattern. Our method begins with the exact computation of tail
probabilities for the number of CpGs in all regions contained in cod-
ing exons, and then applies a greedy algorithm for selecting islands
from among the regions. We show that the greedy algorithm prov-
ably optimizes a biologically motivated criterion for selecting islands
while controlling the false discovery rate.

We applied this approach to the human genome (hgl8) and anno-
tated CpG islands in coding exons. The statistical criterion we apply
to evaluating islands reduces the number of false positives in existing
annotations, while our approach to defining islands reveals significant
numbers of undiscovered CCGIs in coding exons. Many of these ap-
pear to be examples of functional epigenetic specialization in coding
exons.



1 Introduction

In many genomes, the majority of cytosines that are followed by guanines (CpG
sites) are methylated and occurrences of unmethylated CpGs tend to cluster to-
gether, in so-called unmethylated islands. The extent of methylation at such is-
lands has been shown to be associated with the expression levels of nearby genes
[49], and in many cases aberrant methylation of these islands is associated with
diseases such as cancer [24; 42]. Computational methods based on evolutionary
principles have been used to annotate these functional regions and are based on the
fact that deamination of a methylated cystosine in a CpG dinucleotide results in a
TpG (or, in the complementary strand, a CpA dinucleotide). Since only methylated
cytosines are deaminated in such a manner, and in many organisms, in particular in
mammals, cytosines are methylated at CpG sites, one observes an overall depletion
of CGs and frequently observed C — T mutations in alignments of related species.
Unmethylation in the germline and selection are seen as the dominating mecha-
nisms which shield functional regions from CpG depletion [8; 40]. In the case of
coding CpGs, investigation of the extent of conservation to measure methylation
(pro-epigenetic selection) has only recently been undertaken [8; 30] with results
suggesting extensive unmethylation of CpGs in developmentally related genes.

Due to the connection between CpG depletion and methylation, it is possible to
identify unmethylated genomic regions based on sequence criteria alone. Interest
in sequence-defining features of unmethylated regions which are over-represented
in CpG dinucleotides, known as CpG islands (CGls), is also motivated by the need
for CGIs as ground sets in a variety of more specific studies on the functional im-
pacts of methylation (e.g. [20; 43; 49]). While recent advances in high-throughput
sequencing have been used to probe methylation states of individual nucleotides
at genome-wide resolution [18; 27; 41], providing tools for unpreceded progress
in the study of regulatory methylation, such methods cannot annotate a complete
set of regions which are unmethylated at some developmental stage or in some
tissue. This is particularly relevant in intragenic regions, where the functionality
of unmethylated islands is likely to be different from that of unmethylated islands
overlapping promotors [21]. While CGIs at promotors are observed to be con-
sistently unmethylated across different cell types and conditions [21], this is not
the case for islands in intragenic regions [29], and it is hypothesized that methyla-
tion states of CGIs in intragenic regions are highly tissue specific and are mostly
involved in the “fine tuning” of expression [21].

The identification of CpG islands requires a formal definition, and a variety of
recent epigenomic studies [12; 20; 41; 43; 49; 51] have pointed out that the popular
Gardiner-Garden-Frommer (GF) criteria [14] that define CpG islands based on
thresholds (> 200bp, GC % > 50 and number observed CpGs/number of expected
CpGs > 0.6 ) and also the later, more stringent definition due to Takai and Jones
[45] have to be adjusted.



As a consequence, a variety of novel statistical approaches to genome-wide
prediction of CGIs have been proposed, leading to improvements in several rel-
evant aspects and allowing genome-wide computation of CGIs in a variety of
genomes (Table 1). It is noteworthy that the GF definition depends heavily on
the precise implementation of the search algorithm. Since there is no canonical
choice for a search algorithm many alternative options have been suggested (see
e.g. [26; 35; 48; 45] for different sliding-window algorithms). However, it has re-
cently been shown that these differences can lead to nearly arbitrary differences
in the sets of CGIs selected [19; 21]. Recently, [19; 50] have proposed statistical
definitions of CGIs and their methods also provide statistical approaches to iden-
tifying non-overlapping islands. However the sophisticated statistical techniques
underlying these methods make it difficult to succinctly describe the characteriz-
ing properties of the CpG islands they predict, and it is perhaps for this reason
that researchers, despite the advantages of these statistical approaches, continue to
use the Gardiner-Garden-Frommer based CpG islands available from the UCSC
genome browser.

In the case of coding regions, the problems discussed above are compounded
by the selective pressures on nucleotides resulting from the translation of codons
into amino acids that affect nucleotide composition [8; 29; 40]. The problem of
modifying heuristics such as the GF definition in order to account for coding con-
straints is non-trivial. In principle, current state-of-the-art statistical approaches to
predicting CpG islands could be adapted to explicitly incorporate the characteris-
tics of coding regions, but we do not know of any method that has been proposed
for doing this.

Our first main contribution in this paper is a direct and simple criterion for
defining CpG islands—arguably the simplest criterion possible. The simplicity
of our definition lies in the fact that it only requires specification of a (Markov
based) null model which is a canonical choice for encoding k-mer statistics of ge-
nomic regions. We define CpG islands to be regions where the number of CpGs
significantly deviates from this null model according to a p-value threshold. We
demonstrate the utility of the p-value of a region in assessing the functional signif-
icance of a CpG island by showing that p-values can be used to prioritize existing
CpG island predictions according to functional significance.
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Our approach 2011|No |Statistical| Easy |17 (16:1) [No|Yes
Wau et al. [50] 2010|No| Both [Medium|(~ 107:1) No|No
Hsieh et al. [19] 2009|Yes| Both Weak 3(2:1) [No|No
Straussmanet et al. [43] 2009|Yes| Both Weak | 12 (11:1) |Yes|No
Sujua et al. [44] 2008|No| Adhoc | Weak | 5(0:5) |Yes|No
Glass et al. [13] 2007|No| Both Easy 5(2:3) [No|No
Hackenberg et al. [17] 2006|No| Adhoc | Easy 5(3:2) |No|No
UCSC Genome Browser [25] [2004|No| Ad hoc | Weak 5(0:5) |Yes|No
Wang et al. [48] 2004|No| Adhoc | Weak 7(1:6) |No|No
Takai et al. [45] 2002|No| Adhoc | Weak | 6(0:6) |Yes|No
Ponger et al. [35] 2002|No| Adhoc | Weak 4 (0:4) |Yes|No
Gardiner-Garden et al. [14] [1987|No| Ad hoc | Weak 4 (0:4) |Yes|No

Table 1. Comparison of different methods for CpG island annotation. “Ap-
plicability of method” - relates to how easily the method can be used for different
sequences (such as different organisms, genomic regions etc.). “MHT” - multiple
hypothesis testing. The large number of parameters learned for [50] is due to in-
ferring ‘smooth deviations’ of CG counts, individually for every genomic segment
of length 16.



Our second main contribution is the development of an algorithm for selecting
a set of non-overlapping islands from among all possible islands which is optimal
for biologically motivated criteria. This result is proved in Theorem 1. Our al-
gorithm is greedy, and has a stopping criterion based on the Benjamini-Hochberg
theory for controlling the false discovery rate. Coupled with a dynamic program-
ming procedure which allows to efficiently perform the hypothesis tests required,
this algorithm yields a powerful and utmost flexible new approach to finding CpG
islands: it can easily be applied to different genomes, or to regions subject to
selective pressures that affect nucleotide composition. The only parameter to be
specified in our approach is the false discovery rate — the model parameters are
estimated directly from the data.

We showcase this approach by predicting coding CpG islands in the human
genome. To our knowledge, we are the first to predict such CGIs utilizing a sta-
tistical model that appropriately accounts for the excess of CpGs expected due to
coding constraints. We show that in coding regions different rules should be ap-
plied and illustrate this by showing that previous methods miss coding CGIs in
some exons while predicting non-significant islands in others.

1.1 Related Work

As sketched above, our null hypothesis will be that DNA sequences are generated
by Markov chains of higher order and we will make “CpG island calls” if CpG
counts significantly deviate from the background model assumption. Short range
dependencies among nucleotides have been reported early on [1; 5; 34] where [5]
even suggests that higher-order Markov chains are, to a certain degree, “realistic”
genomic sequence models.

In this work we center on 5-th order Markov models due to the benefits of
such higher order models in analyzing exonic sequences. This approach has been
used before in prominent gene finding programs. One example is GENSCAN [10],
which uses “phased” 5-th order models that were in turn inspired by earlier work
on the topic [7; 15]. Use of “phased” 3-periodic inhomogeneous Markov chains
necessitates a significant increase in the number of model parameters, which we
have opted to avoid here and leave as interesting future work. There are different
methods by which model order can be chosen, such as the Bayesian or Akaike
Information Criterion (BIC and AIC), as suggested in [33], or by means of Chi-
square tests, as suggested in [38]. Here, also following [38, p. 2], we agree that
model order “from a practical point of view ... also depends on the composition of
the biological sequence one wants to take into account.”, in that the 5-mer previous
to a nucleotide in a coding region always contains the entire codon of the previous
amino acid.

Modeling exonic sequences by more involved methods such as employing hid-
den Markov models [11], variable length Markov models [9], drifting Markov



models [46] or, as mentioned above, 3-periodic inhomogeneous (phased) Markov
chains, may further reduce the number of false-positives. We leave it as future
work to explore the use of such methods for this purpose, and to overcome the
associated technical difficulties, such as parameter estimation and the rapid and
efficient computation of p-values.

2 Methods

2.1 Notation

In the following, we denote the set of nucleotides by X := {A,C,G,T}. Let £* be
the set of strings over X of length k (k-mers) and let X* be the set of all strings of
finite length (oligomers of arbitrary length). We write v € X*,w € X/ for strings
and v-w € Z** (or simply vw) for their concatenation. For B C X" and v € XK
we write Bv C X" for the set of strings from B extended by the string v. In this
language, genomes, or parts of the genome are collections of strings over X.

We write G for the substring of the string G which stretches from position s
to e, including the positions s and e. Let v,w € X* be strings and define #(v,w) to
be the number of (overlapping) occurrences of the string w as a substring in v. For
example, #(CGACG,CG) = 2.

Let P, be some probability distribution over strings of length n, w = CG and
v € X" be a random string drawn according to P,,. We denote by

P =Py (#(v,w) > m) (1)

the tail probability that an n-mer randomly drawn according to P, contains at least
m occurrences of CG. A small value for p, ,, indicates that a substring with m CGs
contains an unusually high number of CGs.

Let P, and w be as before and let u € X" be a random string drawn according
to P, that begins and ends with a CG. We denote by

P& =P, (#(u,w) > m|u € CGE"*CG) )
the tail probability that an n-mer randomly drawn according to P, that begins and
ends with CG contains at least m occurrences of CGs.

For a given substring G¢ where n = e — s+ 1 and m = #(G¢,CG) we denote
P(G) := pum and pS—E(GY) := pyy 5.

2.2 Coding CpG Islands

As discussed above, CpG islands may be defined in terms of a region’s function-
ality, but in this study we propose a purely sequence based definition. Sequence



based definitions have the advantage of being applicable to any sequenced genome
without the need for further experimental information, and can pinpoint CpG is-
lands that are unmethylated only in particular tissues (being maintained as CGIs
due to selective pressure), and therefore hard to find by experimental mapping of
DNA methylation in a subset of tissues.

We begin by giving a statistical definition of CpG islands, and return to ques-
tions about association with function in the Results section. Due to the higher mu-
tation rate of methylated cytosines to thymines, and the methylation of cytosines in
mammals being mostly at CpG sites, regions that are methylated in the germline
and at which there is no selection to maintain CpG sites will be sparser in CpG
sites than regions at which the previous conditions do not apply. We postulate,
as in [14], that CpG islands should be defined in terms of the number of CpGs.
Specifically, we define CpG islands (CGlIs) and coding CpG islands (CCGIs) as
regions with a significantly high number of CpGs.

DEFINITION 1. Given a threshold for significance q, a region G is a CpG island
iﬁ[p(eferl)m < g, where m = #(GE,CG)

DEFINITION 2. Given a threshold for significance, q, a region G is a coding CpG
island iff pe—si1)m < @, where m = #(G5,CG), and G is completely contained
within a coding exon.

There are two immediate advantages to using our method for direct annotation
of coding CpG islands. The first being that coding exons are under strong selective
pressure resulting in different mutation rates than in the noncoding sequence and
therefore in different underlying null models. In the Results section we show the
importance of choosing an accurate null model. The second being that by limiting
ourselves to a small fraction of the genome we test less hypotheses, reducing the
extent of the multiple hypothesis testing problem.

2.3 A Markov chain model

The definition of CpG islands depends on the probability distributions P, repre-
senting the null model. In the case of CGIs we use the genomewide mutation rates
to construct these distributions. In the case of CCGlIs, we choose these distribu-
tions to reflect the coding mutation rate (CMR) present in coding exons (rather
then genomewide mutation rates).

Our model needs to reflect k-mer statistics on genomic regions, and it is there-
fore convenient to assume that sequences are generated by a (stationary) k — 1-th
order Markov chain, denoted as (X;);en. A k-th order Markov chain emitting sym-
bols from X is parametrized by a transition probability matrix

M = (my),cxk ey Where  my, =Pu—v):=PX, =v|X, ..X, | =u)



and an initial probability distribution 7 € [0, I]Ek that is defined as
n(v) =P(X;...X; =v), where 7 is chosen such that the resulting stochastic process
is stationary (in case of k = 1 this translates to 77 M = 1" ). According to the rules
of Markov chains one computes probabilities as

P(v=vi..v) =P(X1..Xy = V1..Vp) = T Moy vvys o My ovn 1 v

Our objective is to use this way of modeling sequences to compute p,, ,, values
for coding regions, and throughout this section we explain our approach to doing
so. We first describe how we have chosen the order of the Markov chain to use
and what the parameters of our model are. We continue by describing how we
efficiently compute, for sequences generated by a k-th order Markov chain, the
probability of a sequence of length n to have > m occurrences CG, and to end with
a sequence v € XX, Lastly, we show that by using this computation and summing
over all possibilities for v, we can compute p, . In this section we also explain
how such recursive computations are used to compute py5, “, which is used in the
algorithm described in the next section.

In the coding regions, nucleotide sequences are organized into codons, each
codon consisting of three nucleotides. Since the different codon positions (first,
second and third) have different mutation rates, there are different transition rates
between nucleotides at different positions in the codon [8; 40]. We therefore opted
for 6-mer statistics (a Sth order Markov model), in which the entire codon of the
previous amino acid is taken into account when determining the probability of
transition, giving indication of the position of the codon being predicted.

We would like the parameters of our model to reflect the CMR. In our model,
we would like 7(u) to be the probability that the k-mer u is randomly drawn from
a coding region and m,,, to be the probability that in the coding regions a k-mer u
is followed by the nucleotide v. The resulting Markov chain encodes the k+ 1-mer
statistics of the coding regions. We denote by Pcyg(v) the probability of observing
a string v in a coding region under the Markov chain model described.

Given our assumption that the underlying probability distribution follows a
5-order Markov model, we would like to compute pi5, ® and p,, for different
values of n and m. Pattern counting statistics have been extensively studied [2;
28; 31; 33; 37], and the asymptotic cases of probabilities such as (1,2) have been
considered in large deviations theory. We used a dynamic programming approach
to efficiently compute (see section 2.5 for a further discussion on efficiency) the
exact probabilities from (1,2) for Markov chains of order k.

We denote the set of n-mers that end with the string v of length k by X" Ky,
Let u € X" be a random string generated by the Markov chain (X;), w = CG, and
v € £¥ be some fixed string. Define

Tum(v) :=Px ({#(u,w) >m}N{u= En_kv})



as the probability that the Markov chain (X;) generates a string of length n that
contains at least m CGs and ends with the k-mer v. Define

Tnm = [T (V)]s
to be the vector of values 7, ,(v) for all v € X*,

We recall that a k-th order Markov chain (X;) where k > 1 can be transformed
into a 1-st order Markov chain (¥;) which acts on the alphabet X* rather than X by
defining

Px(vi.vk = W) vaVp = Wi Wi

Py(vl...vk—>w1...wk) = { (3)

0 otherwise

This generates a transition probability matrix for the new 1-st order model
by using M - the transition matrix of the k-th order model. We denote this new
transition probability matrix by My.

We recall that (Y;) generates symbols from X* rather than X. Let w = wy...wy €
Ik and I := [my],c 5« be the w-column in My. We define

= (0,.,0,1,0,..,0), M{®= ¥ My and M{C:= Y My

w s.t. wi_ wy=CG w s.t. wi_ 1w #CG

that is, My results from putting all entries in My to zero apart from those in the
w-column /" and Mf G (M;'é CG) results from summing over all matrices My where
w ends (does not end) with CG. Note that My = MF¢ —i—M;é ¢G_ We then obtain that

(nn,m)T - (ﬂn—l,m—l)T 'MgG + (nn—l,m>T 'M;/éCG- (4)

Given T, one can Now compute p,, by the identity py, = (%,,)T1. We
can use this to compute the probability that a random string of length n generated
by Px has at least m CGs and ends with a CG by summing over the appropriate
v instances of 7, ,, and we can compute pﬁf’,,? ¢ in the case of the CMR 5-order
model by initializing with

s (V) Tsm(v) vECGE?
V)=
Sm 0 otherwise,

and summing over the appropriate v instances of 7, ;.



Example Suppose X = {G,C} is the alphabet at hand, and that we use a 2-nd
order Markov chain. Suppose that the parameters for our model are the following
transition matrix and initial probability distribution:

cC G
cC (05 05 n(CC) 0.1
o CG o2 08 o | mco | _ o2
GC| 09 0.1 (GC) 0.3
GG\ 03 0.7 7(GG) 0.4

For example, mgc,c = 0.9. We build My from M for the recursive computation
using (3) and get:

cC CG GC GG
cc /05 05 O 0
CG| O 0 02 038
GC109 01 O 0
GG\ O 0 03 07

My =

We have that (m20)7 = (0.1,0,0.3,0.4) and ()7 = (0,0.2,0,0) and that

00500 050 0 0
0000 0 00208

CcG __ #£CG

My"=1 00100 ™M= 1090 0 o0
0000 0 0030.7

We can now compute p, , recursively. For example,

(m3.1)7 = (m20)" - MSC + (21T - MJ€C = (0.05,0,0.07,0.16),

and P31 = (7'[371)T1 =0.28.

2.4 Determining non-overlapping CCGis: the algorithm

Our algorithm for determining CCGls, given a set of coding exons as input, begins
with the estimation of the null model Pcyz. Maximum likelihood estimates for
the Markov chain parameters are determined simply by counting k-mer transitions
in the set of coding exons at hand. The algorithm takes as input these maximum
likelihood estimates and a threshold, g, for determining significance and proceeds
as follows:

1. Compute probability tables (pym)i<n<n0<m<n/2 and (prom Cg)lgngzv,ogmgn/z
for a reasonably large N, the maximum possible length for an island.



2. Order all exonic substrings G¢ which are bounded by CG from both ends by
their tail probabilities p“¢—¢¢(G¢). We define p; to be the i-th smallest among
these tail probabilities and G; = G§' the corresponding substring. That is

p1=p*7%(G1) < p2=p*TE(G) < -
< pk-1=p*7%(Gk-1) < px = p* 4(Gk)

where K is the number of all exonic substrings that are bounded by CGs from
both ends.

3. Setathreshold k* = max{i : p; < %q} and choose all G; s.t. i <k* to construct
a set of candidate islands. Discard all other substrings from further analysis.

4. Order the set of candidate islands by their tail probabilities p(G¢), s.t. p; is the
i-th smallest among these tail probabilities and G; is the matching candidate
island.

5. Select a set of non-overlapping islands from the candidate island set by run-
ning:
GREEDYCCGI
1: CCGI «+ 0, CAND « {G;,1 <i<k*}
: while CAND # 0 do
i* — argmin {p(G;)|G; € CAND}
l

4 CCGI «— CCGIU{G;}, CAND « CAND\ .¥ (G;)
5: Output CCGI as the set of coding CpG islands.
where ./'(G;) is the set of candidate islands that overlap G;.

W N

Figure 1 presents an overview of the algorithm. Details about the steps are below:

Step I [Computation of probabilities]

Pcur 1s constructed from the maximum likelihood estimates, and two tables
are constructed using the dynamic programming approach described in section
2.3.

We observe that, using the notation as in the previous section,
(ﬂn,m)T - (nn—l,m>T - [(nn—l,m—l)T - (7Tn—2,m—l)T] 'M)gG
CG
H( 1) = (T2 )] - M
which by induction on n and m gives the intuitive result

Toum = Ton—1m forall ve xk and therefore DPnm = Pn—tm  Vn,m>0.

LEMMA 1. Letv € X", w € XK k < n be two sequences with equal content of CGs,
that is m := #(v,CG) = #(w,CG). Then pym < ppm and pi5 " < pis:', i.e., the
shorter one is more significant.



Step 2 [Ordering of p-values]

pron ¢ values are computed for each substring within an exon that begins and
ends with a CG, setting the stage for step 3. We can restrict ourselves to those sub-
strings because Lemma 1 guarantees that only such substrings will be selected in
step 5 of the algorithm. This results in a large decrease in the number of hypothe-
ses tested, significantly reducing both the multiple hypothesis testing problem and
the algorithm’s running time. We make use here of p;5, “® because when applying
an FDR correction to a set of hypothesis tests the distribution of the p-values for
the hypotheses generated by the null model needs to be uniform.

Figure 1. Illustration of the result of the CCGI algorithm. Nodes marked along the
genome correspond to CpG sites. An edge between every two nodes corresponds
to an interval, and represents a possible CCGI. A p-value is associated with every
edge (computed by dynamic programming). Light grey edges are intervals with
p-values that do not pass the FDR threshold. Red edges denote non-overlapping
intervals chosen by the algorithm to maximize the product of the p-values subject
to the constraints in Theorem 1.

Step 3 [Benjamini-Hochberg correction]

In this step a set of candidate islands is chosen by using the Benjamini-Hochberg
correction [3; 4] with the significance threshold g. This guarantees that under our
null model the expected proportion of false-positives in our set of candidate islands
is less than g. Note that our hypotheses are dependent, for example in the case of
overlap between substrings. For our case the positive regression dependency con-
dition required for multiple testing under dependency [4] translates to that CG con-
tent in substrings which overlap with one another is positively correlated—which
is an obvious observation.

Step 4 [Reordering of p-values]

The candidate islands are sorted by their p-values, not conditioning on having
a CG at the beginning and end (which solely served to ensure uniformity of the
p-value distribution for step 3). This step is a preparatory for step 5.



Step 5 [Greedy algorithm]

The algorithm GREEDYCCGTI receives a collection of exonic substrings G¢
and iteratively selects regions G¢ with minimal p(G¢) = p, , (Where n = e —s+ 1
and m = #(G¢,CG)), removing from the candidate set any substrings overlapping
the chosen one. Theorem 1 shows that the output is of maximal significance under
a biologically reasonable constraint. Before we present the theorem, we give some
notation.

Let H be a superstring (in the following an exon) and {Hl}lL:1 be a set of non-
overlapping substrings of H, ordered by position in H: H; = H{! < H, = H? <
< Hp = Hﬁt, where ordering translates to 51 < e) < sy <ep < -+ <57 < ey.
Let S; < 8y < -+ < SL < Sr41 be the strings in between, that is

St-Hy-Sy-Hy---S;-Hp-Spq1---Sp-Hp-Sp =H
is the entire superstring. Based on this notation, we write

HiHy :=H;-Sy1-Hpyp -+ Sk - Hy
> -
and HlHk = Sl 'HlHk 'Sk-H-

THEOREM 1.

Let {Gi}f: | be a set of possibly overlapping substrings of a superstring G
and S(G;) := log p(G;) be a score for a substring G;. Applying GREEDYCCGTI ro
{Gi}K | selects L non-overlapping substrings {H,}\-_, from among the substrings
{G:}K | such that Y| S(H;) is minimized among all choices of L non-overlapping
substrings, subject to the constraints

S(G) > min S(H;) forall 1 <1,k<L, and G C HH;. 5)

T I<j<k

In the setting of this paper, the constraints in (5) translate to the property that
the region between any two CpG islands H;, H; does not contain a sub-region with
a p-value better than the p-values of the islands in between H;, Hy.

Proof. By design of GREEDYCCG], its output clearly satisfies the constraints.
Assume that there is a set of non-overlapping substrings {J;}IL:] which satisfy the
constraints in (5) such that

L

Y S() < Y S(Hy)

=1 =1

where {H,}1 | are the islands returned by the GREEDYCCGI. Let S* = min; {S(G;)},
and W = {G; | S(G;) = S*} be the set of substrings with the lowest score. We



prove the result by induction on L. We show in Lemma 2 that there are no erro-
neous overlaps among the islands of W !. We distinguish between the following
two cases:

— L > |W|. In this case {H, }}- ; will contain all substrings of W.

o If one of the substrings from {11}1:1 is in W, upon removal of that sub-
string from {J;}}-, and {G;}X |, and removal of their overlapping neigh-
bors from {G;}X | we obtain a new set of substrings {G }l |- By induction,
GREEDYCCGI will return a set of islands from {G; }1:1 which is optimal,
resulting in a contradiction.

e If non of the substrings from {J;}} | are in W, let J be some island in
{JZ}ILZI. When considering the entire superstring G condition (5) is vio-
lated w.r.t. J, in contradiction.

- L<|W|. {H;}}_, consists entirely of elements of W, achieving the minimum
score.

0

LEMMA 2. Let {H} * | be a set of substrings of a set of superstrings H, p*
min; p(H;) and W = {H; | p(H;) = p*}. Then there are no two islands in W that
He2 S.Losp < sy <e <ep.

overlap and are not contained in each other, i.e., Hfll ,

Proof. Assume that there are two islands H{!, H2 € W s.t. 51 <52 <e1 < en.
We will show that in this case p(H;?) < p(H{!) = p(H;?), in contradiction.

Let ny, ny and n3 be the lengths of H{', H? and H;?, respectively, and let
f¢ be the frequency of CG sites (the number of CGs divided by e — s+ 1) in the
substring starting at s and ending at e, inclusive. Suppose w.l.g. that n; <njy. Since
the two substrings have the same p-values, fi? < f{! (a shorter substring must
have a higher frequency of CGs to reach the same significance), and therefore
o S A2 !. By concatenating both H:2~! and H.’ 7,1 to H{' we concatenate
two strings to H{! which together are longer and have more (or equal) frequency
of CGs than concatenating just H¢ Therefore, since fi? < f{? and ny < n3,

er+1° ’ s; — Js
p(HS) < p(H), in contradiction.

a

2.5 Running time and implementation

We compute two tables holding values of p,, and py5, “® for 1 <n < N := 10000
and 0 < m < N/2 where N is an upper bound on the maximum length of a CpG
island in an exon. Using dynamic programming in the implementation of (4),

! For any two islands in W that overlap, one island is strictly contained in the other. In case the
algorithm encounters overlaps, it chooses the shorter island and it can be easily seen that the proof
holds for such cases.



the running time is O(|X[**! . N?) for alphabets £ and model order k in gen-
eral where here £ = {A,C,G,T} and k = 5. Note that each recursive iteration
(Toum)” = (Tt m—1)" 'MEG + (T m)” ~M;éCG, due to the sparsity of MgG and
M;é G requires only O(|Z|-|X|¥) runtime. Storage of tables requires O(N2) space.
Note that [32] suggests a routine for fast computation of a single p, , which re-
quires O(|X|-L-n-m) where L = O(|Z|¥) depends on the model order k which
coincides with the runtime of our approach.

A different algorithm presented in [39] requires a runtime of O((|Z|¥)?-NlogN)
which yields advantages for small model orders in particular. In our case, due to
evaluating powers of matrices which yields the factor log N, one would have to
call the respective routine O(N) times, yielding an overall runtime of O((|X|¥)?-
N?logN) which equally establishes no advantage.

Subsequently, we traverse each coding region and assign both p,, ,, and pyS,

to each substring which is bounded by CGs. In human, this results in 10.8M sub-
strings with py%, “® < 0.01. In order to allow a rapid FDR treatment, we designed
and implemented a routine which yields an estimation of the FDR threshold that
is stricter than the exact FDR (guaranteeing our expected FDR to be less than or
equal to the specified ). The estimated threshold is obtained by storing for each
substring G, |log p®¢~(G;)|, assigning
i*:=argmax {|log p* ¢ (G;)| +1 <log(i—)},
l

and declaring any G; with log p¢7¢(G;) < |log p*¢7“¢(G+) | as a candidate CCGL.
Since |log(pi) | <log(pi) < |log(pi)|+ 1, we are guaranteed to be taking a thresh-
old which is at least as stringent as that attained from the Benjamini-Hochberg pro-
cedure. Then, the greedy algorithm picks a final list of CCGIs from the candidates.

a
i—
K

The methods were implemented in C and the running time on a standard
MacPro desktop was 7 hours for generating the p-value tables and 30 minutes for
finding the CCGls for all of the coding exons in the human genome. The software
is available upon request from the authors.

Our coding CpG islands Genome Browser track for hg18 is available at

http://bio.math.berkeley.edu/CCGI/

3 Results

3.1 The p-value statistic

We began by investigating whether the p-values are indeed a good measure for
determining the extent of unmethylated CpGs, by comparing the p-value measure
to the epigenetic score as defined in [6] and to the observed/expected number of

CpGs used in [14] ( ##ZCXI’ fG x N, where N is the length of the island).




Because genome-wide methylation has not yet been characterized for a signif-
icant number of developmental stages or cell types, we used two different datasets
that are believed to be correlated with functional unmethylated regions to deter-
mine our true-positive sets (whether a region is unmethylated or not). The first
dataset consisted of regions experimentally determined by the ENCODE project
as open chromatin regions in non-malignant cell types 2 [16]. Overlap of an ex-
amined island with an open-chromatin region determined the island at hand as
functional. The second dataset consisted of genomewide site-specific methylation
measurements for two cell types [27]. A methylation score of between 0 and 1
was computed for a region as the mean of the methylation scores of the CpG sites
within it, and the region was considered as unmethylated if the score was < 0.3
(this is an arbitrary threshold but since the island scores are well partitioned it does
not affect our results). Only sites with coverage of at least 8 reads and islands with
at least 5 such sites were considered. An island was considered functional if it was
unmethylated in both cell types.

To test whether our p-value statistic is informative we computed the p-values
for the set of bona fide CpG islands annotated in [6] and compared how well they
indicate functionality compared to the islands’ epigenetic scores and the islands’
observed/expected scores. We used the set of bone fide islands for this comparison
because they are annotated along with scores, allowing us to compare the ordering
of the assigned p-values to a different scoring method.

The p-values were computed using a first order Markov model estimated from
statistics on the entire genome (and not only on coding regions). A receiver op-
erating characteristics (ROC) curve for the p-values, the epigenetic scores and
the observed/expected score, using the ENCODE open chromatin data to asses
functionality (Figure 2.A), shows that the p-value statistic achieves better overall
performance - area under curve (AUC) of 0.76 - than the two other scores (AUC
of 0.73 and 0.754 for epigenetic score and observed/expected score, respectively).
When using the methylation scores from [27] to asses functionality (Figure 2.B),
we again observe better overall performance of the p-values: AUC of 0.865 as
opposed to 0.852 and 0.844 for the epigenetic score and observed/expected scores,
respectively. This is surprising since the epigenetic scores incorporate functional
information such as the presence of promoter activity (not from the ENCODE
project), whereas our p-values are computed from sequence alone.

3.2 Choice of null model

In order to asses the importance of the null model choice on the p-value scores
we examined the effect of estimating the null model parameters using only coding
sequence as opposed to the entire genome sequence. We learned parameters for

2 One file of open chromatin was compiled from:
ftp://hgdownload.cse.ucsc.edu/goldenPath/hg18/encodeDCC/wgEncodeChromatinMap/  using
the files: wgEncodeUncFAIREseqPeaks{H1hesc,Nhek,Gm12878V2,Huvec,Panislets } .narrowPeak



a 5-th order Markov chain for the two types of sequences, and calculated the log
ratio of the p-values from the two models for the 194,586 unique, but possibly

overlapping, coding exons from [36] (Figure 3). For all exons the p-value from
the genome null model was lower than that from the coding null model. This was

to be expected, given the higher frequency of guanine and cytosine residues in

coding regions.
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Figure2. ROC plots showing correlation of different scoring schemes (epige-
netic score, p-value, and observed over expected CG) with (A) FAIRE-Seq open

chromatin regions and (B) low methylation in H1 and IMR90 cell types.

We then tested whether the difference in the p-values has an effect on the set of
coding exons considered significant. At an FDR threshold of 0.05, 54,596 coding
exons were determined significant when using the genome model, while 9,639
were determined significant when using the coding model. At an FDR of 0.01,
37,597 and 7,050 coding exons were determined as significant for the genome
model and coding model, respectively. The drastic reduction in the number of
coding exons predicted as significant with respect to their CpG content shows the

importance of the specified null distribution.

3.3 Coding CpG islands

Using our algorithm on the coding regions of the human genome with FDR thresh-
old 0.01, we determined a Coding CpG island (CCGI) set for the human coding

exons, that consisted of 12,445 islands.

As a first validation of the sensitivity of the CCGIs we examined a region
rich in HOX genes in chr7 (Figure 4.a). This region was studied in [8] where it
was shown that CpGs in protein coding exons of HOX genes are subject to pro-
epigenetic selection. Our results not only define CpG islands in every one of these



HOX genes (with the exception of HOXA 10 in which the 5’ exon consists of only
2 amino acids), but also provide quantitative information about the extent of over-
representation of CpGs via p-values.
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Figure 3. Fold change in the log p-value when computing p-values of exons using
a genome null model versus a coding null model. 82,505 exons have p-values that
differ by more than a factor of 2.

We compared our CCGIs to two alternative CpG island sets: the Gardiner-
Garden-Frommer based CpG island set [14] available from the UCSC genome
browser (GFCGlIs) and islands predicted by the method in [22] (HMMCGIs). We
chose to compare to GFCGlIs, because despite the arbitrary thresholds that are
problematic in the method, this set of islands is very popular and widely used. The
HMMCGISs represent recent work applying state-of-the-art statistical methods to
CpG island prediction. Testing the specificity of the CCGI set is not trivial because
one cannot validate that a region determined as a CCGI is not unmethylated and
functional in some developmental state or cell type. We therefore chose to test the
extent to which the CCGIs were enriched for known functional regions (Table 2).

In a comparison to the GFCGIs, we found 3,000 CCGIs that did not overlap
any GFCGL. In contrast, of the 1,143 CGlIs that were completely within some exon
(and therefore could have been detected by our algorithm) only 34 did not overlap
a CCGI. Although many of our CCGIs are located in the first exon of genes (44%),
of the set not overlapping GFCGIs we found only 14% in first exons. This suggests
that the GFCGIs are missing coding CpG islands in exons not located adjacent
to large CpG islands in promoters. To better understand why the GFCGIs were
missing in many exons, we examined the properties of the CCGIs that they did not
overlap. We found that these CCGIs were mostly shorter than the 200bp cutoff for



Open 17-Cons .
Total Chromatin Track First Exon | Near A-TSS
CCGIs 12445 | 2734(0.21) | 11041(0.88) | 5539(0.44) 7248(0.58)
CCGls \
GFCGLs | 3000 | 189(0.06) | 2687(0.89) | 433(0.14) | 1248(0.41)
CCGlIs \
aMMcars | 802 | 25(003) | 706(0.87) | 82(0.10) | 286(0.35)

Table 2. Overlap of CCGI sets with different functional regions. The proportion
for each computation is in parentheses. “Open Chromatin” - The same regions
used in section 3.1. “17-Cons Track” - Regions of the UCSC 17-way Conservation
track. “First Exon” - First exons of RefSeq genes. “Near A-TSS” - Regions of
£500 bps from alternative transcription start sites [47].

Total H1 (r1) H1 (12) IMR90 (r1) | IMR90 (12)

CCGlIs 12445 0.075 73961y | 0.108 (439/4047) | 0.168 (663/3912) | 0.164 (565/3429)

GFCGls in 1143 | 0.053 (14n262) | 0.052 @3817) | 0.072 ©or826) | 0.065 (48/737)
exons

HMZ{SSSIS m 3617 | 0.029 @6895) | 0.023 (s512312) | 0.039 86/2177) | 0.037 (772066)

Table 3. Proportion of islands completely within exons determined as unmethy-
lated from the data in [27]. The absolute counts in parentheses are the number of
unmethylated islands over the total number of islands for which there was suffi-
cient data do determine the methylation state.



GFCGIs (2,689 out of the 3,000). Moreover, the constant threshold for accepting
an island as a GFCGI (#CpG observed / expected > 0.6) implicitly leads to more
stringent requirements for longer regions to be declared islands, and can lead to
a higher rate of false-negatives for the longer lengths than for the shorter lengths
(for example, an island of length 1,500 bps with #CpG observed / expected ratio
of 0.5 is much more likely to be an unmethylated island than a 200 bps island with
the same ratio, but the constant threshold does not account for this). To verify this,
we calculated the correlation between the log of the p-values of GFCGIs and their
length, and found it to be —0.78 (with a fitted line of slope —5.164).

The CCGIs we found not overlapping GFCGIs did mostly overlap HMMCGIs.
In fact, of our 12,445 CCGI predictions, only 802 did not overlap HMMCGIs.
However the comprehensive coverage of HMMCGIs comes at a price of speci-
ficity. We examined the set of 1,636 HMMCGISs that are completely within some
exon (and therefore could have been predicted by our method) but do not overlap
with a CCGI, and found that their average p-value was 0.105. This surprisingly
large number suggests that many of these islands are being predicted on the basis
of an incorrect null model.

Differential Methylation. In order to further investigate the characteristics of the
CCGIs we used the dataset from [27], in which methylation was measured for
two different cell types - H1 (human embryonic stem cells) and IMR90 (fetal lung
fibroblasts). We computed a methylation score for each CCGI and determined
unmethylated CCGIs in the same manner as described in section 3.1. In all ex-
periments (two replicated for each cell type) the large majority of the CCGIs was
found to be methylated (Table 3). To validate that this is a general phenomenon
for CpG islands inside exons we examined the GFCGIs and HMMCGTIs that were
completely within exons and found that the large majority of those CpG islands
were methylated (Table 3). This supports the hypothesis that CpG islands present
within exons play an important role in tissue specific regulatory mechanisms. In-
terestingly, in all island sets tested, the percentage of unmethylated CpG islands
in IMR90 was consistently larger than the percent of unmethylated CpG islands
in H1 cells, suggesting that in the stages affer differentiation the intragenic CpG
islands have a greater regulatory role. We compared the methylation status from
the two different cell types (using replicate 2 of H1 and replicate 1 from IMR90
since they produced data for a larger number of islands) and found that of the 2,956
CCGls for which there was sufficient data in both experiments, 249 islands were
unmethylated in both samples and 103 were differentially methylated (38 were
unmethylated in H1 and 65 were unmethylated in IMR90). Figure 4.b presents
an interesting example of such a CCGI which was not detected as a GFCGI or an
HMMCGIL.

Alternatively Spliced Exons As an exon-specific phenomenon, we examined the
overlap of the different island sets with alternatively spliced exons where the length
of the exon varies due to splicing events.
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Figure 4. UCSC genome browser screen shots. (A) A HOX gene cluster showing
our CCGI predictions. (B) A differentially methylated CCGI on an alternatively
spliced exon was not detected as a GFCGI or a HMMCGI. Histone marks asso-
ciated with promotors and enhances (bottom track) are seen mostly in the NHLF
cells (seen in pink, normal human lung fibroblasts). This aligns well with the
CCGI being unmethylated in IMR90 cells and methylated in H1 cells.

As displayed by Table 4 there are 190, 181 regions overlapped by some exon,
and 4,092, 266 and 31 regions overlapped by at least 2, 3 and 4 different, but
overlapping exons, respectively. In order to rate the percentage of overlap in com-
bination with the numbers of islands reported, we display the corresponding p-
values, as determined by the hypergeometric distribution Py ,,,, for population
size N = 190, 181, the number of all exonic regions, number of successes m, the
number of exonic regions that are covered by at least 2,3 or 4 exons, and number
of samples drawn n. For example, in table 4,

1.53¢ — 25 = P1op181.4092,12443 (X > 443)
6.28¢ —4 = P190181,266,26020(X > 56).

It can be seen that CCGIs outperform both HMMCGIs and GFCGIs, both in terms
of precision as well as in terms of significance.

Epigenetic association. We investigated the extent of overlap of different CpG
island sets with epigenetically associated regions at varying distances from the
exon boundaries. For this purpose, we used the differentially methylated regions
(DMRs) [23]. Due to differential methylation varying relative to distance from



All Exons Coding CGIs HMM CGIs GFCGlIs
Overlap No No Prec p-value | No Prec p-value| No Prec p-value
>1 190,181 ({12,445 - - 26,020 - - 15,821
>2 4,092 443 3.560 1.53e-25| 767 2.948 3.0e-20| 453 2.863 3.97e-10
>3 266 41 0329 322-7| 56 0.2156.28e-4| 41 0.259 9.85e-5
>4 31 30024 033 2 0.008 0.94 2 0013 0.74

Table 4. Statistics on CpG island sets and their overlap with regions which are
covered by overlapping, alternatively spliced exons. The first column indicates
the overall number of regions covered by the specified number of different exons,
‘Prec’ (precision) holds the percentage of islands hitting such a region and ‘p-
value’ indicates significance in terms of hypergeometric tail probabilities, putting
precision and amount of islands reported into context.

non-coding regions (data not shown), we hypothesized that the predictive power
of CCGls with respect to these DMRs can be further attuned by looking inside the
exons. This studies the correlation of differential methylation with the enrichment
of CpGs at different exon locations (far vs. close to boundary). Moreover, this
compares the performance of different CpG island definitions in this respect.

We compiled a file from the DMR dataset holding all regions which overlap
an exon, extending each end by 100 bp. From each CpG island, if it overlapped
an exon, we multiplied its presence in the set based on the number of exon slices
it overlapped, pairing each instance with an exon region (the whole exon or an
inner region of the exon). We then constructed CpG island subsets where each
subset, Sy , contains all CpG islands for which the minimum distance from the
island to the boundary of the exon it was assigned to is at least x (where —1 is
used to denote all islands which overlap an exon and 0 denotes islands that do
not cover an exon at its full length). For each such subset we computed precision
(Prec) as the percentage of islands overlapping a region in the dataset investigated,
recall (Rec) as the percentage of regions of the dataset investigated that overlap an
island, out of the regions overlapping the exonic regions at least x bases from a non-
coding region, and the F-measure (F-M), combining the evaluations of precision
and recall, as the ratio of geometric over arithmetic mean of precision and recall.

Table 5 presents the comparison of CCGls, HMMCGIs and GFCGIs. We note
that these differentially methylated regions were published by the group that an-
notated the HMMCGTIs [22; 23] and that HMMCGIs have been demonstrated to
serve as excellent predictors of such regions in [22]. As we grow the distance from
non-coding sequence, the islands of all sets become worse in terms of recall but
compensate this to some extent by a raise in precision. The decrease in recall is
drastic for the HMMCGIs and the GFCGIs. In the interior of exons the CCGI set
outperforms the GFCGI set in terms of the F-M measure, for all tested distances
from non-coding regions. The CCGI set outperforms the HMMCGI set in terms
of the F-M measure for all distances larger than O up to 60, is slightly lower at 90
and is equal at 120. These results show that in the interior of exons the CCGI set



outperforms the other two island calling methods with respect to the tradeoff be-
tween recall and precision, when measuring overlap with differentially methylated
regions.

Coding CGls HMM CGlIs GFCGIs
Dist. | No Rec Prec F-M| No Rec Prec F-M| No Rec Prec F-M
—1 (12934 22,5 3.1 5.5 26848 53.5 3.6 6.7 |16320 31.1 34 6.2
>0 (12923 22.5 3.1 5.5|11809 26.3 4.0 7.0 |5465 142 47 7.0
>1 (12324219 3.2 56|3785 7.3 34 471213 34 50 4.1
>6 | 8705 17.0 3.4 57 (3574 69 34 45|1115 3.1 49 38
>12|5765 133 4.0 6.2 (3275 6.6 35 45| 998 29 50 3.7
>30({2870 9.0 5.0 6.5|2561 5.8 36 45| 790 26 52 34
>60|1365 49 50 491753 53 42 47| 602 23 53 32
>90| 859 39 54 45|1365 53 45 49| 468 23 58 33
>120| 632 39 6.2 481098 50 46 48| 357 22 62 33

Table 5. Statistics on CpG island sets, selected relative to exonic location, and
their overlap with differentially methylated regions +100bp up- and downstream.
See the text for definitions of precision (Prec), recall (Rec) and F-measure (F-
M). The first column indicates the minimum distance of island start/end to a non-
coding regions while the second/sixth/tenth column displays the number of such
islands.

4 Conclusions

We have presented a novel method for annotating CpG islands in coding regions.
Our method is based on a simple, statistically natural, criterion: the statistical
significance of the CpG content of a genomic region. Based on this idea, we
have developed an algorithm which provably optimizes a biologically motivated
criterion for selecting islands while controlling the false discovery rate.

We found that we can reduce the number of false positives in existing annota-
tions while discovering previously undetected coding CpG islands which are likely
to contain unmethylated CpGs. Finally, we demonstrate the value of explicit an-
notation of coding CpG islands by providing evidence for a relationship between
the location of islands within the exons with their type of function.
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