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Abstract

We show that a large andrealistic facedatasetcanbe built from news photographsand
theirassociatedcaptions.Ourdatasetconsistsof 44,773faceimages,obtainedby applying
a face�nder to approximatelyhalf a million captionednews images.This datasetis more
realistic than usual facerecognitiondatasets,becauseit containsfacescaptured“in the
wild” in a varietyof con�gurationswith respectto thecamera,takinga varietyof expres-
sions,andunderilluminationof widely varyingcolor. Facesareextractedfrom theimages
andnamesfrom theassociatedcaption.Our systemusesa clusteringprocedureto �nd the
correspondencebetweenfacesandassociatednamesin news picture-captionpairs.

Thecontext in whichanameappearsin acaptionprovidespowerful cuesasto whetherit
is depictedin theassociatedimage.By incorporatingsimplenaturallanguagetechniques,
we are able to improve our nameassignmentsigni�cantly. Oncethe procedureis com-
plete,we have anaccuratelylabeledsetof faces,anappearancemodelfor eachindividual
depicted,anda naturallanguagemodel that canproduceaccurateresultson captionsin
isolation.
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1 Intr oduction

Therearemany datasetsof imageswith associatedwords.Examplesinclude:col-
lectionsof museummaterial;theCorelcollectionof images;any videowith sound
or closedcaptioning;imagescollectedfrom the web with their enclosingweb
pages;or captionednews images.

It is a remarkablefact that picturesand their associatedannotationsare compli-
mentary. This observationhasbeenusedto browsemuseumcollections(3), orga-
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President George W. Bush makes a
statementin theRoseGardenwhile Sec-
retary of Defense Donald Rumsfeld
looks on, July 23, 2003.Rumsfeldsaid
the United Stateswould releasegraphic
photographsof thedeadsonsof Saddam
Hussein to prove they were killed by
Americantroops.Photoby Larry Down-
ing/Reuters

World numberone Lleyton Hewitt of
Australiahits a returnto NicolasMassu
of Chile at theJapanOpentennischam-
pionships in Tokyo October 3, 2002.
REUTERS/ErikoSugita

British director Sam Mendes and his
partner actressKate Winslet arrive at
the London premiereof 'The Road to
Perdition', September18, 2002. The
�lms starsTom Hanks asa Chicagohit
manwho hasa separatefamily life and
co-starsPaul Newman and JudeLaw.
REUTERS/DanChung

GermansupermodelClaudia Schiffer
gave birth to a baby boy by Cae-
sarian section January 30, 2003, her
spokeswomansaid.The babyis the �rst
child for both Schiffer, 32, andher hus-
band, British �lm producer Matthew
Vaughn, who was at her side for the
birth. Schiffer is seenon the German
television show 'Bet It...?!' ('Wetten
Dass...?!')in Braunschweig,on January
26,2002.(AlexandraWinkler/Reuters)

IncumbentCalifornia Gov. Gray Davis
(news - web sites) leads Republican
challengerBill Simon by 10 percentage
points – although17 percentof voters
are still undecided,accordingto a poll
releasedOctober22, 2002 by the Pub-
lic Policy Instituteof California.Davis is
shown speakingto reportersafterhis de-
batewith Simonin LosAngeles,onOct.
7. (JimRuymen/Reuters)

US President George W. Bush (L)
makesremarkswhile Secretaryof State
Colin Powell (R) listensbeforesigning
the US LeadershipAgainstHIV /AIDS
, TuberculosisandMalaria Act of 2003
at the Departmentof Statein Washing-
ton, DC. The � ve-yearplan is designed
to help prevent and treat AIDS, espe-
cially in morethana dozenAfrican and
Caribbeannations(AFP/LukeFrazza)

Fig. 1. Sometypical news photographswith associatedcaptionsfromour dataset.Notice
that multiplefacesmayappearin thepicturesandmultiplenamesmayoccur in theasso-
ciatedcaptions.Our taskis to detectfacesin thesepictures,detectnamesin theassociated
captionsand thencorrectly label the faceswith names(or “NULL ” if the correct name
doesnot appearin thecaptionor thenamedentity recognizerdoesnot detectthecorrect
name).Theoutputof our systemon theseimagesappears in �gure 5.

nizelargeimagecollections(2; 17;19), segmentimages(9), andrecognizeobjects
(11).

Previous researchhasproducedquite goodresultsby exploiting the complimen-
tary natureof wordsandpictures,but hasrelied on relatively simple imageand
word representations.All of theabove-mentionedpapershave representedimages
asregionsfoundthroughvariousformsof low-level segmentation.In thiswork we
exploit thepastdecadeof computervision researchbuilding specializeddetectors
for certainclassesof objectsandfocuson facesin images.Facesarethebestex-
ampleof a domainwhereobjectdetectionhasbeensuccessfulandvery goodface
detectorsareavailablee.g.(20;27; 32); weusethedetectorof (20).

Concentratingon objectsin images,in particularfaces,provides the motivation
to similarly emphasizecertainpartsof the associatedtext – namedentities.Re-
searchin naturallanguageprocessinghasproducedusefulnamedentity recogniz-
ers,which can identify speci�c substrings,names,in captionsthat may refer to
facesin theassociatedimage.

The basictask is thento �nd a correspondencebetweenthe namesandfaces.A
correspondenceis in fact a labelingof the faces.As onebyproducta correspon-
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denceallows building modelsfor individuals' appearances.In additionsucha cor-
respondenceprovidestrainingdatafor a naturallanguagemodelrecognizingcon-
text arounda namethat indicatesit will be pictured,andpossiblyhow it will be
pictured.Using thesemodelsan estimatedcorrespondencecan be improved. In
this papersolving the correspondproblemand �tting the associatedappearance
andnaturallanguagemodelsarecombinedin aniterative alternatingoptimization
framework.

1.1 Faces

Face recognitionis a well studiedproblem.Early recognitiontechniqueswere
basedon nearestneighborclassi�ersbasedon pixel values.The nearestneighbor
searchwasmademoreef�cient andpossiblyrobust usingdimensionalityreduc-
tion calledEigenfaces(26; 30). Later, lineardiscriminantmethodswereproposed
(4) thatutilized classinformationto produceanimproveddistancemetricandbet-
ter recognitionresults.More recently, it hasbeenfound thatmodelsbasedon 3D
structure,lighting, andsurfaceappearance(8; 21) or appearancebasedmethods
thatexplicitly modelpose(16) give betterrecognitionrates.Somereviews of face
recognitionmethodsappearin (15; 35; 21). Thetaskat handin this paperis more
restrictedthangeneralfacerecognition,in thatwe needonly distinguishbetween
a small numberof namesin the correspondingcaption.This is a signi�cant sim-
pli�cation of thefacerecognitiontask.As a result,we canusea fairly simpleface
representationasdiscussedin section3.3.

As can be seenin the literature,facesare dif�cult to recognize.Although face
recognitionis well studied,thedisparitybetweenresultsreportedin researchpapers
andin realworld �eld testsof recognitionsystemsis quite large(24). It hasbeen
shown (22) that the performanceof a facerecognitionsystemon a datasetcan
largely bepredictedby theperformanceof a baselinealgorithm,suchasprincipal
componentanalysis,on thesamedataset.Sincerecognitionsystemswork well on
currentfacedatasets,but poorly in practice,thissuggeststhatthedatasetscurrently
usedarenot representative of real world settings.Becausecurrentdatasetswere
capturedin the lab, they may lack importantphenomenathat occur in real face
images.To solvefacerecognition,systemswill haveto dealwell with adatasetthat
is morerealistic,with wide variationsin color, lighting, expression,hairstyleand
elapsedtime.

Oneconsequenceof ourwork is a labeleddatasetcaptured“in thewild” consisting
of facesfrom news photographs,thatdisplaysthephenomenafoundin realworld
facerecognitiontasks.This datasetis derivedfrom a largecollectionof news pho-
tographswith associatedcaptionscollectedfrom the world wide web at a rateof
hundredsto over a thousandperday. While the imagesarecaptioned,the identity
of individual facesis not given.Many imagescontainmultiple faces,andthe as-
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bug that flew in to her mouth, in Poriah Hospital 
northern Israel July 10, 2003. Doctors performed 
emergency surgery and removed the fork. (Reuters) 

Doctor Nikola shows a fork that was removed from an 
Israeli woman who swallowed it while trying to catch a President George W. Bush waves as he leaves the 

White House for a day trip to North Carolina, July 
25, 2002. A White House spokesman said that Bush
would be compelled to veto Senate legislation 
creating a new department of homeland security
unless changes are made. (Kevin Lamarque/Reuters) 

Fig. 2. In thenewsdataseta few individuals,like PresidentBush(right ), are frequentlyin
the news so we havemanypictures of them.Whereasmostpeople, like Dr. Nikola (left)
appearonly a few timesor in only onepicture. This distribution re�ects what we would
expectfromrealapplications.For example, in airport securitycameras,a few people, (e.g.
airline staff) might be seenoften,but the majority of peoplewould appearinfrequently.
Studyinghowrecognition systemsperformunderthesecircumstancesis important.

sociatedcaptionscontainmany names.In this paperwe show goodsolutionsto
this correspondenceproblem,resultingin a facedatasetthat is measurablymore
challengingthancurrentfacerecognitiondatasets(section6).

1.2 Overview

The processfor building our facedatasetconsistsof: detectingnamesusing the
opensourcenamedentity recognizerof (10),detectingandrepresentingfaces(sec-
tion 3), andthenassociatingthosenameswith faces.Initially we usea basicclus-
tering methodto assignnamesto faces(section4). This producesquite a good
clustering.However, it ignoresimportantlanguageinformationthatcanbeusedto
produceeven betterresults.For example,the namedentity recognizeroccasion-
ally identi�es namesthat do not correspondto actualpeople(e.g. “U.S. Open”).
In section5 we show that, by incorporatingsimplenaturallanguagetechniques,
we candeterminethe probability of a namebeingpicturedin the corresponding
pictureandusethis informationto improve our assignmentssigni�cantly. An at-
tractive byproductof our systemis a naturallanguagemodulewhich canbeused
to analyzetext alone.
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2 NewsDataset

We have collecteda datasetconsistingof approximatelyhalf a million news pic-
turesandcaptionsfrom YahooNews over a periodof roughly two years.Using
Mikolajczyk's facedetector(20), we extract facesfrom theseimages;usingCun-
ninghametal'sopensourcenamedentity recognizer(10),wedetectpropernames
in eachof theassociatedcaptions.Thisgivesusasetof facesandnamesassociated
with eachpicture.Our taskis to assignoneof thesenamesor null (unnamed)to
eachdetectedface.

Ourdatasetdiffersfrom typical facerecognitiondatasetsin anumberof important
ways:

Pose,expressionand illumination varywidely. Thefacedetectortendsnot to de-
tect lateralviews of faces,but we oftenencounterthesamefaceilluminatedwith
markedly differentcoloredlight and in a broadrangeof expressions.Spectacles
andmustachesarecommon(Figure6). Therearewigs, imagesof facesonposters,
differencesin resolutionandidentikit pictures(e.g.Figure6). Quiteoftenthereare
multiple copiesof the samepicture(this is dueto theway news picturesarepre-
pared,ratherthanacollectingproblem)or multiplepicturesof thesameindividual
in similar con�gurations.Finally, someindividualsaretrackedacrosstime which
hasbeenshown to hamperfacerecognitionsubstantially(15).

Namefr equencieshave thelong tails thatoccurin naturallanguageproblems.We
expectthatfaceimagesroughlyfollow thesamedistribution.We havehundredsto
thousandsof imagesof a few individuals(e.g.PresidentBush), anda largenumber
of individualswho appearonly a few timesor in only onepicture(e.g.Figure2).
Oneexpectsrealapplicationsto havethisproperty. For example,in airportsecurity
camerasa few people,securityguards,or airline staff might beseenoften,but the
majority of peoplewould appearinfrequently. Studyinghow recognitionsystems
performunderthesecircumstancesis important.

Thesheervolume of availabledatais extraordinary. We have sharplyreducedthe
numberof faceimageswedealwith by usingafacedetectorthatis biasedto frontal
facesandby requiringthat facesbe large andrectify properly. Even so,we have
a datasetthat is comparableto, or larger than,thebiggestavailablelab setsandis
muchricher in content.ComputingkernelPCA andlineardiscriminantsfor a set
this sizerequiresspecialtechniques(section3.3.1).
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Fig. 3. Thefacedetectorcandetectfacesin a range of orientations,asthetop row shows.
Before clusteringthe faceimageswe rectify themto a canonicalposebottom row. The
facesare recti�ed usinga setof SVM's trainedto detectfeature pointson each face. Us-
ing gradientdescenton the SVMoutputs,the bestaf�ne transformationis foundto map
detectedfeature pointsto canonicallocations.Final recti�cation scoresfor each of these
facesareshowncenter(where larger scoresindicatebetterperformance).Thismeansthat
incorrectdetections,like therightmostimagecanbediscardedbecauseof their poor recti-
�cation scores.

3 Finding and RepresentingFaces

For eachnews picturewe: 1. Detectfacesin the images(Section3.1).We con�ne
ouractivitiesto large,reliablydetectedfaces,of which44,773arefound.2.Rectify
thosefacesto a canonicalpose(Section3.2). After throwing out poorly recti�ed
faces,this further reducesour datasetto 34,623faces.3. Transformthe faceinto
a representationsuitablefor theassignmenttask(Section3.3).Fromthese34,623
faceswecon�ne ourselvesto faceswith propernamesdetectedin theircorrespond-
ing captions,leaving 30,281faces,the�nal setweclusteron.

3.1 Facedetection

For facedetection,we useMikolajczyk's implementation(20) of thefacedetector
describedbySchneidermandandKanade(27).Tobuild thisfacedetector, atraining
setof faceandnon-faceimagesis usedto determinetheprobabilityof anew image
beinga face.Eachimagein the training set is decomposedinto a setof wavelet
coef�cients and theseare binnedinto a histogram(whereeachbin corresponds
to a distinct set of coef�cients). The probability of a new imagebeinga faceis
the numberof faceimagesassignedcomparedto the numberof non-faceimages
assignedto its bin. This givesus 44,773faceimages(size86x86pixelsor larger
with suf�cient facedetectionscoresandresizedto 86x86pixels).
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3.2 Recti�cation

Beforecomparingimages,we automaticallyrectify all facesto a canonicalpose.
Recti�cationhelpsto alignimagessothatcomparisonsbetweenfacesareappliedto
correspondingpartsof theface.Fivesupportvectormachinesaretrainedasfeature
detectors(cornersof the left andright eyes,cornersof the mouth,andthe tip of
thenose)using150handclickedfaces.Weusethegeometricblur of (5) appliedto
grayscalepatchesasthefeaturesfor ourSVM.

The geometricblur descriptor�rst producessparsechannelsfrom the grey scale
image,in thiscase,half-waverecti�ed orientededge�lter responsesat threeorien-
tationsyielding six channels.Eachchannelis blurredby a spatiallyvaryingGaus-
sian with a standarddeviation proportionalto the distanceto the featurecenter.
The descriptorsarethensub-sampledandnormalized.Using geometricblur over
simpleimagepatchesproducesquitesigni�cant gainsin recti�cation accuracy.

A new faceis testedby runningeachSVM over the imagewith a weakprior on
locationfor eachfeature.Wecomputeanaf�ne transformationde�ned by theleast
squaressolutionbetweenmaximaloutputsof eachSVM andcanonicalfeaturelo-
cations.We thenperformgradientdescenton the SVM outputimagesto �nd the
af�ne transformationwhich bestmapsdetectedpoints to canonicalfeatureloca-
tions.Eachimageis thenrecti�ed to acommonposeandassignedascorebasedon
thesumof its featuredetectorresponses(larger scoresimply betterrecti�cation).
Notice thaterrorsin facedetection(Figure3) canberemovedby thresholdingon
recti�cation score.

We �lter ourdatasetby removing imageswith poorrecti�cation scoresandareleft
with 34,623faceimages.Eachfaceis automaticallycroppedto a regionsurround-
ing the eyes,noseandmouth to eliminateeffectsof backgroundon recognition.
TheRGB pixel valuesfrom eachcroppedfaceareconcatenatedinto a vectorand
usedfrom hereon.

3.3 FaceRepresentation

We modelappearanceusinga mixturemodelwith onemixtureelementpername
in our lexicon. We needa representationfor facesin a featurespacewherecom-
parisonsare helpful. Our representationis obtainedby recti�cation of the faces
followed by kernel principal componentsanalysis(kPCA) and linear discrimi-
nantanalysis(LDA). LDA hasbeenshown to work well for facediscrimination
(36; 4; 15) becauseit usesclassinformation to �nd a set of discriminantsthat
pushmeansof differentclassesaway from eachother. We modelthedistributions
P(f acejname) usinggaussianswith �x edcovariancein this featurespace.

7



F2

F1

Null

F1

F2

Null

All possible name/face assignments

N1

N2

Null

F1

F2

Null

N2

N1

Null

N1

N2

Null

N1

N2 F2

Null

N1

N2

F1

F2

Null

N1

N2

Null

F1

F2

Null

N1

N2

Null

F1

F2

Null

Null

Null

F1

British Columbia 2010 Bid Corporation John Furlong

victory in obtaining the 2010 Winter Olympics bid on late
July 2, 2003 in Prague. Vancouver won with 56 votes 
against 53 votes for Pyeonchang in the second round of

Josek
balloting at an IOC gathering in Prague. REUTERS/Petr 

President and Chief Operating Officer of the Vancouver, 

(rear) smiles while celebrating with compatriots their

F1 = 

F2 = 

N1 = John Furlong, 

N2 = Winter Olympics, 

Fig. 4. To assignfacesto names,we iterate throughall possibleassignmentsof facesto
namesandchooseeitherthemaximumlikelihoodassignmentor form an expectedassign-
ment.Here weshowa typical dataitem(left), with its detectedfacesandnames(center).
Thesetof possiblecorrespondencesfor this data itemare shownat right . Thissetis con-
strainedbythefact thateach facecanhaveat mostonenameassignedto it andeach name
can haveat mostonefaceassigned,but any faceor namecan be assignedto Null. Our
namedentityrecognizeroccasionallydetectsphraseslike “Winter Olympics”which donot
correspondto actual people. Thesenamesare assignedlow probability underour model
andmakingtheir assignmentunlikely. EM iteratesbetweencomputingtheexpectedvalueof
thesetof possibleface-namecorrespondencesandupdatingthefaceclustersandlanguage
model.Unusually, wecanafford to computeall possibleface-namecorrespondencessince
the numberof possibilitiesis small.For this item,we correctly choosethe bestmatching
“F1 to Null”, and“F2 to N1”.

3.3.1 kPCAandtheNystr̈omApproximation

Kernel Principal ComponentsAnalysis: KernelPCA(28) usesa kernelfunction
to ef�ciently computea principal componentbasisin a high-dimensionalfeature
space,relatedto the input spaceby somenonlinearmap.KernelPCA hasbeen
shown to performbetterthan PCA at facerecognition(34). KernelPCA is per-
formedasfollows: Computea kernelmatrix,K, whereK ij is thevalueof theker-
nel function comparingimagei and imagej (we usea Gaussiankernel).Center
thekernelmatrix in featurespace(by subtractingoff averagerow, averagecolumn
andaddingonaverageelementvalues).Computeaneigendecompositionof K, and
projectontothenormalizedeigenvectorsof K.

Ourdatasetis toolargetodokPCAdirectlyasthekernelmatrixK will besizeNxN,
whereN is the the numberof imagesin the dataset,and involve approximately
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109 imagecomparisons.Therefore,we insteadusean approximationto calculate
theeigenvectorsof K. IncompleteCholesky Decomposition(ICD) canbeusedto
calculateanapproximationto K with a boundon theapproximationerror (1), but
this involves accessingall N imagesfor eachcolumn computation(whereN is
the numberof imagesin the dataset,currently34,623).This makescomputation
relatively lengthy.

TheNyströmapproximationmethod(cf (33; 14)) givesa similar result,but allows
the imagesto be accessedonly oncein a singlebatchratherthanoncefor each
columncomputation(therebybeingmuchfasterto computefor largematrices).

TheNyströmmethodcomputestwo exactsubsetsof K, A andB, andusestheseto
approximatetherestof K. Usingthis approximationof K, theeigenvectorscanbe
approximatedef�ciently .

First theN� N kernelmatrix,K, is partitionedas

K =

2

6
4

A B

B T C

3

7
5

with A 2 Rn� n , B 2 R(N � n)� n andC 2 R(N � n)� (N � n) . Here,A is a subsetof the
images,(in ourcase1000randomlyselectedimages)comparedto themselves,B is
thecomparisonof eachof theimagesof A, to therestof theimagesin ourdataset,
andC is approximatedby the Nyström method.Nyström givesan approximation

for C as,Ĉ = B T A � 1B. Thisgivesanapproximationto K, K̂ =

2

6
4

A B

B T Ĉ

3

7
5

Thenwe form ~K , thecenteredversionof our approximationK̂ , by calculatingap-
proximateaveragerow, averagecolumnsums(theseareequalsinceK is symmet-
ric), andaverageelementvalues.Wecanapproximatetheaveragerow (or column)
sumas:

K̂ 1N =

2

6
4

A1n + B1N � n

B T 1n + B T A � 1B1N � n

3

7
5

Wecenterasusual, ~K = K̂ � 1
N 1N K̂ � 1

N K̂ 1N + 1
N 2 1N K̂ 1N .

We thensolve for the orthogonalizedapproximateeigenvectorsasfollows. First,
wereplaceA andB by their centeredversions.Let A

1
2 bethesquarerootof A, and

S = A + A � 1
2 BB T A � 1

2 . DiagonalizeS asS = Us� sUT
s . Then ~K is diagonalized

by:
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V =

2

6
4

A

B T

3

7
5 A � 1

2 Us�
� 1

2
s

Thenwehave ~K = V� sV T andV T V = I . Giventhisdecompositionof ~K wepro-
ceedasusualfor kPCA,by normalizingtheeigenvectors� s andprojecting ~K onto
thenormalizedeigenvectors.This givesa dimensionalityreductionof our images
thatmakesthediscriminationtaskeasier.

Nyström doesnot give the sameerror boundon its approximationto K as ICD.
However, we expect the numberof large eigenvaluesof our matrix to be small
asa resultof the smoothingpropertiesof kernel functions.This implies that the
effective columnrank of kernelmatricesshouldbe low. Therefore,we shouldbe
ableto observe all of thecolumnrankwith a small subsetof thecolumnsandthe
approximationerrorshouldbesmall.In our matrix we observedthat theeigenval-
uesof A do tendto drop off quickly. Becausethereis nothingspecialaboutthis
subsetof faces(they werechosenat randomfrom our set), the effective rank of
thewholematrix shouldbesmall,andtheNyströmmethodshouldprovidea good
approximation.

4 NameAssignmentby Simple Clustering

Our modelof generatingpicturesandnamesconsistsof �rst generatingN names.
For eachof thesenames,a binaryvariablepictur ed is generated.For every name
with pictur ed = 1, a faceis generated.Then,if thereareF facesin the image,
F �

P
pictur edunnamedfacesaregeneratedaccordingto adistributionP(f ace).

A naturalway of thinking aboutnameassignmentis as a hiddenvariableprob-
lem wherethe hiddenvariablesarethe name-facecorrespondencesfor eachpic-
ture.Thissuggestsusinganexpectationmaximization(EM) procedure.EM iterates
betweencomputinganexpectationover face-namecorrespondences(givena face
clustering)andupdatingthefaceclusters.Unusually, it is affordableto enumerate
andconsiderall of theface-namecorrespondencessincethenumberof possibilities
is small.

4.1 NameAssignment

For apicture,to �nd thebestassignmentof namesto faces,wecalculatethelikeli-
hoodof eachpossibleassignment.Eachnamecanbeassignedto atmostoneface,
eachfacecanbeassignedto atmostonenameandnull canbeassignedto any name
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or face.An exampleof theextractednames,facesandall possibleassignmentscan
beseenin �gure 4.

Writing P(N) astheprobabilityof generatingN names,andP(F)astheprobability
of generatingF faces.For an assignmentaj (consistingof a permutationof the
namesandfaces),letting � index into thenamesthatarepictured,� (� ) index into
thefacesassignedto thepicturednames,and
 index into thefaceswithoutassigned
names,thelikelihoodof picturex i underassignmentaj , of namesto facesis:

L(x i ; aj ) = P(N )P(F ) �
Y

�
P(f � (� ) jn� )

Y



P(f 
 )

ThetermsP(N )P(F ) arenotdependenton theassignmentsowecanignorethem
when calculatingthe probability of an assignmentand focus on the remaining
terms.

Thecompletedatalog likelihoodis:

X

i�pics

2

4
X

j �C i

(Pij log(L(x i ; aj ))

3

5

WhereCi is thesetof possibleassignmentsfor imagei , andPij is anindicatorvari-
abletelling which correspondenceoccurredin this dataitem. ThePij aremissing
datawhoseexpectationsarecomputedin theE step.

ThisgivesastraightforwardEM procedure:

� E – updatethePij accordingto thenormalizedprobabilityof picturei with as-
signmentj.

� M – maximizetheparametersP(f acejname) usingsoft counts.

4.2 BestCorrespondencevs.ExpectedCorrespondence

Givenour hiddenvariableproblemof determiningname-facepairings,from a sta-
tistical point of view EM seemslike the most favorablechoice.However, it is
known that, for a variety of vision problemswhereonemight reasonablyexpect
EM to be a naturalalgorithm,searchingover missingvariablesperformssignif-
icantly better. The bestknown exampleoccurswhenonewishesto estimatethe
fundamentalmatrix relatingtwo viewsof a scene.Here,missingvariablesidentify
which pairsof pointscorrespond.Thebestknown methodsfor solving this prob-
lem involve a form of randomizedsearchover missingvariables(RANSAC, �rst
describedin (13),andappliedto thisproblemin (29);or MLESAC,arecentvariant
(31)) andsigni�cantly outperformEM on thisproblem.Thesemethodschoosethe
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President George W. Bush makes a
statementin theRoseGardenwhile Sec-
retary of Defense Donald Rumsfeld
looks on, July 23, 2003.Rumsfeldsaid
the United Stateswould releasegraphic
photographsof thedeadsonsof Saddam
Hussein to prove they were killed by
Americantroops.Photoby Larry Down-
ing/Reuters
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World numberone Lleyton Hewitt of
Australiahits a returnto NicolasMassu
of Chile at theJapanOpentennischam-
pionships in Tokyo October 3, 2002.
REUTERS/ErikoSugita
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British director Sam Mendes and his
partner actressKate Winslet arrive at
the London premiereof 'The Road to
Perdition', September18, 2002. The
�lms starsTom Hanks asa Chicagohit
manwho hasa separatefamily life and
co-starsPaul Newman and JudeLaw.
REUTERS/DanChung

Claudia Schiffer

GermansupermodelClaudia Schiffer
gave birth to a baby boy by Cae-
sarian section January 30, 2003, her
spokeswomansaid.Thebabyis the �rst
child for both Schiffer, 32, andher hus-
band, British �lm producer Matthew
Vaughn, who was at her side for the
birth. Schiffer is seenon the German
television show 'Bet It...?!' ('Wetten
Dass...?!')in Braunschweig,on January
26,2002.(AlexandraWinkler/Reuters)
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IncumbentCalifornia Gov. Gray Davis
(news - web sites) leads Republican
challengerBill Simon by 10 percentage
points – although17 percentof voters
are still undecided,accordingto a poll
releasedOctober22, 2002 by the Pub-
lic Policy Instituteof California.Davis is
shown speakingto reportersafterhis de-
batewith Simonin LosAngeles,onOct.
7. (JimRuymen/Reuters)
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US President George W. Bush (L)
makesremarkswhile Secretaryof State
Colin Powell (R) listensbeforesigning
the US LeadershipAgainstHIV /AIDS
, TuberculosisandMalaria Act of 2003
at the Departmentof Statein Washing-
ton, DC. The � ve-yearplan is designed
to help prevent and treat AIDS, espe-
cially in morethana dozenAfrican and
Caribbeannations(AFP/LukeFrazza)

Fig. 5. Givenan input image andan associatedcaption(imagesaboveandcaptionsto the
right of each image),our systemautomaticallydetectsfaces(whiteboxes)in theimageand
possiblenamestrings(bold).Weusea clusteringprocedure to build modelsof appearance
for each nameandthenautomaticallylabel each of thedetectedfaceswith a nameif one
exists.Theseautomaticlabelsare shownin boxesbelowthe faces.Multiple facesmaybe
detectedand multiple namesmaybe extracted,meaningwe mustdeterminewho is who
(e.g., thepicture of CluadiaSchiffer).

assignmentthatmaximizesthecompletedatalog-likelihood,ratherthantakingan
expectationovermissingassignments.

We have tried bothusingexpectationandmaximumlikelihoodassignmentat each
iterationandhave foundthatusingthemaximumlikelihoodassignmentproduced
betterresults(table1). Onereasonthismightbetrueis thatfor caseswherethereis
aclearbestassignmentthemaxandtheaveragearebasicallyequivalent.For cases
wherethereis noclearbest,EM averagesoverassignments.Thisaveragingmaybe
causingEM to belessaccuratethanmaximumlikelihoodclustering.

The Maximal Assignmentprocessis almostthe sameas the EM processexcept
insteadof calculatingthe expectedvalueof eachassignmentonly the maximum
likelihoodassignmentis nonzero.

TheMaximalAssignmentprocedure:

� M1 – setthePij correspondingto themaximumlikelihoodassignmentto 1 and
all othersto 0.

� M2 – maximizetheparametersP(f acejname) usingcounts.
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Secretary of State Colin Powell

John Bolton

Hans Blix

Venus Williams

Donald Rumsfeld

Sylvester Stallone

Angelina Jolie

Britney Spears

Strom Thurmond

Sheryl Crow

Chelsea 
Clinton

James Bond

Sophia Loren

Justin Timberlake

Marilyn 
Monroe

Woody Allen

M. Ali

Nemoy
Leonard 

Fig. 6. The�gure showsa representativesetof clusters, illustrating a seriesof important
propertiesof boththedatasetandthemethod.1: Somefacesare veryfrequentandappear
in manydifferent expressionsand poses,with a rich range of illuminations(e.g. clusters
labeledSecretaryof StateColin Powell, or DonaldRumsfeld). 2: Somefacesare rare, or
appearin either repeatedcopiesof oneor two picturesor only slightly different pictures
(e.g. clusterlabeledChelseaClintonor SophiaLoren). 3: Somefacesarenot, in fact,pho-
tographs(M. Ali ). 4: Theassociationbetweenproper namesand face is still somewhat
noisy, for exampleLeonardNemoy which showsa nameassociatedwith thewrong face,
while other clusters contain mislabeledfaces(e.g. Donald Rulsfeld or Angelina Jolie).
5: Occasionallyfacesare incorrectlydetectedby thefacedetector(StromThurmond). 6:
somenamesare genuinelyambiguous(JamesBond, two different facesnaturally associ-
atedwith thename(the�r st is an actor whoplayedJamesBond,thesecondan actor who
wasa character in a JamesBond�lm) . 7: Somefacesappearin black in white (Mari-
lyn Monroe) while mostare in color. 8: Our clusteringis quite resilient in the presence
of spectacles(HansBlix, WoodyAllen), perhapswigs(JohnBolton) andmustaches(John
Bolton).
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4.3 BasicClusteringEvaluation

Becausethis is an unsupervisedtask,it is not meaningfulto divide our datainto
trainingandtestsets.Instead,to evaluateour clusterings,we createanevaluation
setconsistingof 1000randomlychosenfacesfrom ourdataset.Wehandlabelthese
evaluationimageswith their correctnames(labelingwith 'NULL ' if the facewas
notnamedin thecaptionor if thenamedentity recognizerfailedto detectthename
in thecaption).To evaluateaclustering,wecanlook athow many facesin theeval-
uationsetarecorrectlylabeledby thatclustering.Our basicclusteringproducesa
fairly goodnameassignment,correctlylabeling67% of our evaluationfacescor-
rectly.

As canbeseenin table1, for thebasicclusteringmethodEM correctlylabeled56%
of our testimagescorrectly, while themaximalassignmentclusteringlabeled67%
correctly. This clearly indicatesthat the maximalassignmentprocedureperforms
betterthanEM for thelabelingtask.

5 Clustering with Context Understanding

Language: The context in which a nameappearsin a captionprovidespowerful
cuesasto whetherit is depictedin the associatedimage.Common,quite simple
phenomenain captionssuggestusinga languagemodel.First, our namedentity
recognizeroccasionallymarksphraseslike “United Nations”aspropernames.We
cantell they arenot namesbecausethey appearin quite differentcontexts from
thenamesof actualpeople.Captionwriterstendto supplycontext; e.g.puttingthe
depictednameearly in the caption,usingdepictionindicatorssuchas“(R)”, etc.
This meansthat context indicateswhethera nameis depictedandcanbe usedto
assignprobabilitiesof depictionto name-context pairs.

In a captionsuchas“Michael Jacksonrespondsto questioningThursday, Nov. 14,
2002in SantaMaria SuperiorCourt in Santa Maria, Calif., duringa $21million
lawsuit broughtagainsthim by Marcel Avram for failing to appearat two mil-
lenniumconcerts...”, Michael Jacksonappearsin a morefavorablecontext (at the
beginningof thecaption,followedby a verb)thanMarcelAvram(nearthemiddle
of thecaption,followedby apreposition).

Sofar for ourbasicclusteringwehave ignoredthecontext of ournameswithin the
caption.By incorporatinglanguageunderstandinginto ourmodelwegeneratebet-
ter assignments.Our new EM procedureis thesameasthebasicclusteringexcept
it iteratesbetweencomputinganexpectedsetof face-namecorrespondences(given
a faceclusteringandlanguagemodel)andupdatingthefaceclustersandlanguage
modelgiventhecorrespondences.First we formalizeour generativemodelof how
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before - al Qaeda
after - Null

before - U.S. House
after - Andrew Fastow after - Jennifer Capriati

after - President George W.

before - Marcel Avram
after - Michael Jackson

before - Julia Vakulenko before - Vice President 
Dick Cheney

before - James Ivory
after - Naomi Watts

before - U.S. Joint
after - Null after - Jon Voight after - Heidi Klum

before - Ric Pipino before - U.S. Openbefore - CEO Summit
after - Martha Stewart

before - Angelina Jolie before - James Bond
after - David Nalbandian after - Pierce Brosnan

Fig.7.This�gureshowssomeexamplepictureswith namesassignedusingour rawcluster-
ing procedure (before) andassignedusinga correspondenceprocedure with incorporated
language model(after). Our namedentity recognizersometimesdetectsincorrect names
like “CEO Summit”,but thelanguagemodelassignslow probabilitiesto thesenamesmak-
ing their assignmentunlikely. Whenmultiple namesare detectedlike “Julia Vakulenko”
and“J enniferCapriati”, theprobabilitiesfor each namedependontheir context. Thecap-
tion for this picture reads“American JenniferCapriati returnsthe ball to her Ukrainian
opponentJulia Vakulenko in Paris during...” “J enniferCapriati” is assignedto the face
giventhelanguage modelbecausein which sheappears (beginningof thecaptionfollowed
by a presenttenseverb) is more likely to be pictured than that of . `JenniferCapriati”
(middleof thecaptionfollowedby a preposition).For picturessuch astheoneabove(“al
Qaeda” to “Null”) where the individual is not named,the language modelcorrectly as-
signs“Null” to theface. Astable1 shows,incorporating a language modelimprovesour
faceclusters signi�cantly.

picturesaregeneratedto incorporateanaturallanguagemodel.

Ourgenerativemodelbecomes:

F
face_u face_p

N

name, context

pictured

D

To generatea dataitem:
(1) ChooseN, the numberof names,and

F, thenumberof faces.
(2) GenerateN name, context pairs.
(3) For eachof thesename, context pairs,

generatea binary variable pictur ed
conditionedonthecontext alone(from
P(pictur edjcontext)).

(4) For eachpictur ed= 1, generateaface
from P(f acejname).

(5) GenerateF �
P

pictur ed otherfaces
from P(f ace).

The parametersof this model are P(f acejname) (sec3), the probability that a
face,f,is generatedby anamen,andP(pictur edjcontext) (sec5.2),theprobability
thata nameis picturedgivenits context.
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5.1 NameAssignment

Nameassignmentoccursin muchthesameway asthebasicmethod,but incorpo-
ratesa languagemodelthatrepresentstheprobabilityof a namebeingassignedto
oneof thefacesin theimagegivenits context in thecaption.Thelanguagemodel
weightsthenamesby thisprobabilityof beingpictured.Thisallowstheassignment
to favor namesthataremoreprobablypicturedoverotherlessprobablenames.This
weightingof certaincorrespondencesoverothersgivesabetter�nal assignmentof
facesto names.

Writing P(N) astheprobabilityof generatingN names,P(F)astheprobabilityof
generatingF faces,andP(ni ; ci ) astheprobabilitiesof generatingnamei andcon-
text ci . For anassignmentaj , letting � index into thenamesthatarepictured,� (� )
index into thefacesassignedto thepicturednames,� index into thenamesthatare
not picturedand
 index into the faceswithout assignednames,the likelihoodof
anassignmentincludingnamecontext is:

L(x i ; aj ) = P(N )P(F )P(n1; c1):::P(nn ; cn )�
Y

�
P(pictur ed� jc� )P(f � (� ) jn� )

Y

�

(1 � P(pictur ed� jc� ))
Y



P(f 
 )

Again,thetermsP(N )P(F )P(n1; c1):::P(nn ; cn ) arenotdependentontheassign-
mentsocanbeignoredwhencalculatingtheprobabilityof anassignment.

Thecompletedatalog likelihoodis asbefore:

X

i�pics

2

4
X

j �C i

(Pij log(L(x i ; aj ))

3

5

WhereCi arethesetof possibleassignmentsfor imagei, Pij is anindicatorvariable
telling which correspondenceoccurredin this dataitem. ThePij aremissingdata
whoseexpectationsarecomputedin theE step.

ThisgivesanEM procedurethatincludesupdatingthelanguagemodels:

� E – updatethePij accordingto thenormalizedprobabilityof picturei with as-
signmentj.

� M – maximizethe parametersP(f acejname) andP(pictur edjcontext) using
soft counts.
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5.2 LanguageRepresentation

We needa modelof theprobabilityof a namebeingpicturedbasedon its context
within a caption.To model this distribution, P(pictur edjcontext), we have tried
two differentmethods,aNaiveBayesmodelin whicheachof thedifferentcontext
cueswasassumedindependentgivenpictured,andaMaximumEntropy model.

5.2.1 NaiveBayesModel

For a setof context cues(Ci ; f ori 2 1; 2; :::n), our Naive Bayesmodelassumes
that eachcue is independentgiven the variablepictur ed. Using Bayesrule, the
probabilityof beingpicturedgiventhecuesis:

P(pictur edjC1; C2; :::Cn ) =
P(pictur edjC1):::P(pictur edjCn)

P(pictur ed)n� 1

We learnthe distributions,P(pictur edjCi ), usingcountsof how often eachcon-
text appearsdescribingan assignedname,versushow often that context appears
describinganunassignedname.Wehaveonedistributionfor eachpossiblecontext
cue,andassumethatcontext cuesareindependentwhenmodelingthesedistribu-
tions(becausewe lackenoughdatato modelthemjointly).

For context, we usea varietyof cues:thepartof speechtagsof theword immedi-
atelyprior to thenameandimmediatelyafterthenamewithin thecaption(modeled
jointly), thelocationof thenamein thecaption,andthedistancesto thenearest“,”,
“.”, “(”, “)”, “(L)”, “(R)” and“(C)” (thesedistancesarequantizedandbinnedinto
histograms).Wetriedaddingavarietyof otherlanguagemodelcues,but foundthat
they did not increasetheassignmentaccuracy.

Wecomputemaximumlikelihoodestimatesof eachof P(pictur edjCi ) and
P(pictur ed) usingsoft counts.

Someindicationsof anamebeingpicturedlearnedby theNaiveBayesmodelwere:
1.Thecloserthenamewasto thebeginningof thecaption,themorelikely it wasof
beingpictured,2. The“START” tagdirectlybeforethenamewasaverygoodindi-
catorof thenamebeingpictured,3. Namesfollowedby differentformsof present
tenseverbsweregoodindicationsof beingpictured,4. Thenamebeingfollowed
by “(L)”, “(R)” and“(C)” werealsosomewhatgoodindicationsof picturedness.
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Billy Crystal

Claudia Schiffer Daniela Hantuchova

U.S. Open

Jay Leno

Mark Geragos

Queen Elizabeth

Abraham Lincoln

Avril Lavigne

Albert Hall

Anna Kournikova

U.S. Embassy

Bob Beauprez

Walt Disney

Cameron Diaz

Denzel Washington

Daryl HannahBeverly HillsRobert RedfordAnastasia Myskina

Fig.8.Exampleclusters foundusingour basicclusteringmethod(seesection4 for details).
Note that the namesof someclusters are not actual people's names(e.g. “U .S.Open”,
“Walt Disney”) andthat there are clusters with multipleerrors (“QueenElizabeth”, “Jay
Leno”).
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Billy Crystal

Albert Hall

Anastasia Myskina Robert Redford Beverly Hills Daryl Hannah

Claudia Schiffer Daniela Hantuchova Denzel Washington

Walt Disney

Bob Beauprez

Cameron Diaz
U.S. Open

Jay Leno Queen Elizabeth

Avril Lavigne

Mark Geragos

Anna Kournikova

U.S. Embassy

Fig. 9. Theclusters of �gure 8 are improvedthroughthe useof language understanding
(seesection5 for details).Thecontext of a namewithin thecaptionoftenprovidescluesas
to whetherthenameis depicted.Byanalyzingthecontext of detectednames,our improved
clusteringgivesthe more accurate clusters seenabove. Thenamedentity recognizeroc-
casionallymarkssomephraseslike “U .S.Open” and“Albert Hall” aspropernames.By
analyzingtheir context within the caption,our systemcorrectly determinedthat no faces
shouldbelabeledwith thesephrases.Incorporating language informationalsomakessome
clusters larger (“Robert Redford”), andsomeclusters moreaccurate(“QueenElizabeth”,
“Bob Beauprez”).
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IN Pete Sampras IN of the U.S. celebrateshis victory over Denmark's OUT Kris-
tian PlessOUT at theOUT U.S.Open OUT at FlushingMeadows August30, 2002.
Sampraswon thematch6-37- 5 6-4.REUTERS/Kevin Lamarque

Germany's IN Chancellor Gerhard Schroeder IN, left, in discussionwith France's
IN PresidentJacquesChirac IN on the secondday of the EU summitat the Euro-
peanCouncilheadquartersin Brussels,FridayOct.25, 2002.EU leadersareto closea
dealFridayon �nalizing entry talkswith 10 candidatecountriesaftera surprisebreak-
throughagreementon ThursdaybetweenFranceandGermany regardingfarm spend-
ing.(APPhoto/EuropeanCommission/HO)

'The RightStuff ' castmembersIN PamelaReedIN, (L) poseswith fellow castmember
IN Veronica Cartwright IN at the20thanniversaryof the �lm in Hollywood,June9,
2003.Thewomenplayedwivesof astronautsin the �lm aboutearlyUnitedStatestest
pilots and the spaceprogram.The �lm directedby OUT Philip Kaufman OUT, is
celebratingits 20thanniversaryandis beingreleasedonDVD. REUTERS/FredProuser

Kraft FoodsInc., the largestU.S. food company, on July 1, 2003 said it would take
steps,like cappingportion sizesand providing more nutrition information,as it and
othercompaniesfacegrowing concernandeven lawsuits due to rising obesityrates.
In May of this year, SanFranciscoattorney OUT StephenJosephOUT, shown above,
soughtto banOreocookiesin California– asuitthatwaswithdrawn lessthantwo weeks
later. Photoby Tim Wimborne/ReutersREUTERS/Tim Wimborne

Fig. 10. Our new procedure givesusnot only betterclusteringresults,but alsoa natural
language classi�er which can be testedseparately. Above: a few captionslabeledwith
IN (pictured) and OUT (not pictured) usingour learnedlanguage model.Our language
modelhaslearnedwhich contextshavehighprobabilityof referringto picturedindividuals
andwhich contextshavelow probabilities.Weobservean85%accuracyof labelingwhois
portrayedin a picture usingonly our language model.Thetop 3 labelingsare all correct.
Thelast incorrectly labels“StephenJoseph”asnot picturedwhenin fact heis thesubject
of the picture. Somecontexts that are oftenincorrectly labeledare thosewhere the name
appears near the endof the caption(usuallya cuethat the individual namedis not pic-
tured).Somecueswecouldaddthat shouldimprove theaccuracyof our language model
are thenearnessof wordslike “shown”, “pictured”, or “photographed”.

5.2.2 MaximumEntropyModel

MaximumEntropy modelshave beenusedextensively to modelcontext in natural
language(7). The goal of a Maximum Entropy methodis to choosea modelthat
is consistentwith theobservedstatisticsof thedata,but which is otherwiseasuni-
form aspossible.To do this,wede�ne a setof constraintsbasedon somestatistics
observedin ourdataandchoosethemodelthatsatis�estheseconstraintsbut which
hasmaximumconditionalentropy.

Oneattractionof MaximumEntropy modelsis that they give a niceway of mod-
eling a conditionaldistribution with a largenumberof featureswithout having to
observe every combinationof thosefeatures.Maximum Entropy modelsarealso
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Model EM MM

AppearanceModel,No LangModel 56% 67%

AppearanceModel+ N.B. LangModel 72% 77%

AppearanceModel+ Max EntLangModel – 78%

Table1
Above: To form an evaluationset,werandomlyselected1000facesfromour datasetand
handlabeledthemwith their correctnames.Hereweshowwhatpercentage of thosefaces
are correctly labeledby each of our methods(clusteringwithouta language model,clus-
tering with our NaiveBayeslanguage modeland clusteringwith our maximumentropy
language model).Incorporating a language modelimprovesour labelingaccuracysignif-
icantly. Standard statisticalknowledge saysthat EM shouldperformbetterthanchoosing
themaximalassignmentat each step.However, wehavefoundthat usingthemaximalas-
signmentworksbetterthanEM for boththebasicclusteringandclusteringwith a language
model.Onereasonthis couldbetrue is that EM is averaging facesinto themeanthat do
notbelong.

relatedto maximumlikelihood;if weareconsideringdistributionsin theexponen-
tial family, thenthemaximumentropy modelfoundwill bethemodelin thatfamily
thatmaximizesthelikelihoodof thetrainingdata.

If y is the variablepictur ed andx is the context of the namewithin the caption,
thenwe aremodelinga distribution p(yjx). The context of a nameconsistsof a
binaryvector(e.g.[1 0 0 0 1 0 0 ... 1]), whereanelementof thevectoris 1 if the
correspondingcontext cue is true andzero if it is not. We usethe samecuesas
beforeexceptinsteadof binningthedistanceto thenearest“,”, “.”, “(”, “)”, “(L)”,
“(R)” and“(C)”, thecorrespondingcueis trueif thethestringis within 3 wordsof
thename.For theMaximumEntropy modelwe alsoaddcueslooking for speci�c
strings(“pictured”, “shown”, “depicted”and“photo”).

For eachcontext cue,i, wede�ne asetof indicatorfunctions

f i (x; y) =

8
><

>:

1 if x(i ) = 1 andy = 0;

0 otherwise:

f 2i (x; y) =

8
><

>:

1 if x(i ) = 1 andy = 1;

0 otherwise:

Our constraintsarethat the expectedvalueof eachf with respectto the training
data,~p(f ) is equalto theexpectedvalueof f with respectto themodelp(f).

This givesan optimizationproblemwherewe want to maximizethe conditional
entropy of p(yjx) subjectto oursetof constraints.If weintroducealagrangemulti-
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Classi�er labelscorrect IN corr. OUT corr.

Baseline 67% 100% 0%

EM Labelingwith N.B. LanguageModel 76% 95% 56%

MM Labelingwith N.B. LanguageModel 84% 87% 76%

MM Labelingwith maxentLanguageModel 86% 91% 75%
Table2
Above: To form an evaluationsetfor text labeling, werandomlychose430captionsfrom
our datasetandhandlabeledthemwith IN/OUT according to whetherthat namewasde-
picted in the correspondingpicture. To evaluatehow well our natural language module
performedon labelingdepictionwe look at howour testsetnameswere labeled.“labels
correct” refers to thepercentage of namesthat werecorrectly labeled,“IN correct” refers
to thepercentage of IN namesthatwerecorrectlylabeled,“OUT correct” refers to theper-
centage of OUT namesthat were correctly labeled.Thebaseline�gure givestheaccuracy
of labeling all namesas IN. Incorporating both our NaiveBayesand MaximumEntropy
language modelsimprovelabelingsigni�cantly. Aswith thefaces,themaximumlikelihood
procedure performsbetterthanEM. Namesthat are mostoftenmislabeledare thosethat
appearneartheendof thecaptionor in contextsthatmostoftendenotepeoplewhoarenot
pictured.

plier, � i for eachof ourconstraintsthenwecantransformthis into anoptimization
problemwheretheentropy modeltakestheform

p(yjx) / exp
X

i

� j f j (x; y) (1)

To �nd themaximumlikelihoodp(yjx), weuseimprovediterativescaling,thestan-
dardalgorithmfor �nding maximumentropy distributions.Detailsof this model
andalgorithmaredescribedin (7).

5.2.3 Comparisonof languagemodels

Using thesameevaluationassection4.3,we testedeachof our languagemodels.
Themodelsperformedapproximatelythesameonourhandlabeledtestsetof 1000
faces.As canbeseenin table1 the Naive Bayeslanguagemodellabeled77%of
thefacescorrectly, while themaximumentropy modellabeled78%correctly.

Anothertestof a languagemodelis to seehow it performson text alone.To test
this,wehandlabeledthenamesin 430randomlyselectedcaptionswith “IN” if the
namewasdepictedin thecorrespondingpictureand“OUT” if it wasnot. On this
evaluationset(without any knowledgeof theassociatedimages),theNaive Bayes
model labeled84% of the namescorrectly while the Maximum Entropy model
labeled86%of thenamescorrectly(table2).
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Basedon thesetwo tests,we concludethat theperformanceof bothmodelsis ap-
proximatelythesameonourdataset.

5.3 Word + Facecontext

One other areawere context could make a differenceis on the imageside, the
context of the facewithin the image.We tried incorporatinga maximumentropy
modelof facecontext givennamecontext (P(contextf acejcontextn ame). Thefea-
tureusedfor facecontext waslocationin theimage,andfor namecontext thefea-
tureswere“(L)”,“(R)”, “left” and“right”. Themaximumentropy modelcorrectly
learnedthat “(L)” and“left” weregoodindicatorsof the faceimagebeingon the
left sideof the image,while “(R)” and “right” weregood indicatorsof the face
imagebeingon theright sideof theimage.

However, incorporatingthis model into our clusteringschemehadlittle effect on
the correctnessof our labelings(only increasingthe correctnessby 0.3%). The
reasonsthis might betrueare:1. Only about10%of all thenamesexhibitedthese
context cues,2. Thenameswith thesecontext cuesarein generalalreadycorrectly
assignedby oursystem,and3. Thesignalpresentin linking for example“left” and
theimagebeingontheleft sideof theimageis fairly noisy, makingtheirconnection
tentative.

6 Results

Somequestionswemight askaboutoursystemare:How doesanalyzinglanguage
improve our faceclusteringresults?How well doesour learnednaturallanguage
classi�er work on text alone?How well doesEM compareto usingthe maximal
assignmentprocedure?

6.1 FaceClusteringwith a LanguageModel

Using the sameevaluationsetupas section4.3 (labeling 1000 randomlychosen
facesfrom our datasetwith their correctnames),we canevaluatehow muchlan-
guagecontext helpsourclustering.

Onthissetof faces,wecanseein table1 thatby incorporatingalanguagemodelour
performancewasgreatlyincreased.For thebasicclustering67%of the testfaces
are labeledcorrectly, while for the clusteringwith incorporatedlanguagemodel,
78%of thefacesarelabeledcorrectly.
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Jennifer Lopez is one of the celebrities set 
to recount their first time....as subjects on
"Entertainment Tonight." Along with Lopez,

 stars like Oprah Winfrey and George 
Clooney are set to appear on "The Stars' 
First Time ... On Entertainment Tonight
With Mary Hart" which will air on CBS on 
February 14, 2003. Lopez is seen at a New 
York premiere December 8. (Jeff Christensen/
Reuters)


Fig. 11. We havecreateda webinterfacefor organizingandbrowsingnews photographs
according to individual. Our datasetconsistsof 30,281faceswith about9,000different
individuals.Here weshowa screenshotof our facedictionary top, oneclusterfromthat
facedictionary(ActressJenniferLopez)left bottom andoneof the indexedpictureswith
correspondingcaptionright bottom. Thisfacedictionaryallowsa userto search for pho-
tographsof an individual as well as giving accessto the original news photographsand
captionsfeaturingthat individual. It alsoprovidesa new wayof organizingthenews,ac-
cording to theindividualspresentin its photos.
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We canalsoseefrom table1 thatusingtheNaive Bayesmodelof context andthe
maximumentropy modelproducevery similar results,77%and78%respectively.
This impliesthatbothmodelsarefairly goodmodelsof namecontext.

6.2 DepictionIdenti�cation in Text

Onepleasingby-productof our clusteringis a naturallanguageclassi�er (our lan-
guagemodelthathasbeentrainedon our dataset).We canevaluatethat classi�er
on text without associatedpictures.To evaluatethis classi�er, we createan eval-
uationsetconsistingof 430randomlychosencaptionsfrom our dataset.We hand
label thesecaptionswith which namesweredepicted(“IN”) andwhich werenot
(“OUT”). By looking at how thesecaptionsarelabeledusingour naturallanguage
classi�er, wecanjudgeits performanceon text alone.

Figure10 shows theresultsof runningourclassi�ers(NaiveBayesandMaximum
Entropy models)on someof thesecaptions.In table2, we show errorratesfor la-
beling nameswith picturedandnot picturedusingour languagemodel.The best
classi�er (MaximumEntropy) wecorrectlylabels86%of thenameswhile thebase-
line (labelingeveryoneas“IN”) only correctlylabels67%of thenames.

The two languagemodels,Naive BayesandMaximumEntropy performapproxi-
matelythesameon this task.

6.3 EM vsMM

EM is thepreferredchoiceof statisticiansfor solvingmissingdataproblems.How-
ever, we have observed that choosingthe maximumlikelihoodassignmenthasa
largeadvantageover usingtheexpectation.As canbeseenin table1 andtable2,
themaximalassignmentprocedure(MM) outperformsEM in bothtasks.For face
labeling MM labels77% of the facescorrectly while EM only labels72% cor-
rectly. For text labeling,MM labels84%of the namescorrectlywhile EM labels
76%correctly.

6.4 Initial recognition tests

Wehaveperformedsomeinitial recognitiontestsonourdataset.Weusedaprobe/gallery
teston 5,870faces(490 individuals)from our dataset,with half usedfor training
andhalf for testing.A commonbaselinefor facerecognitiondatasetsis PCA. On
this dataset,PCA gave recognitionratesof 9.2%.IncorporatingLDA, thatnumber
increasedto 16.8%.Thesenumbersarequite far from the 90% recognitionrates
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quotedfor mostdatasets.This indicatesthatour datasetis quitedif�cult andwill
beachallengingandusefuldatasetfor futurefacerecognitionsystemsto use.

7 Conclusion

Wehaveproducedavery largeandrealisticfacedatasetconsistingof 30,281faces
with roughly 3,000different individuals from news photographswith associated
captions.This datasetcanbeusedin futurefacerecognitionwork. Usingboththe
imagesandtext, we areableto correctly label faceswith their names.By incor-
poratingcontextual information,this labelingis substantiallyimproved.We have
shown that wordsandpicturescanbe usedin tandemto produceresultsthat are
betterthanusingeithermediumalone.

We have alsocreateda web interfacethat organizesthe news in a new way, ac-
cordingto individualspresentin news pictures.Usersareableto browsethenews
accordingto individual (Figure11),bringupmultiplephotographsof apersonand
view theoriginalnewsphotographsandassociatedcaptionsfeaturingthatperson.
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