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Abstract

In the context of the annual TRECVID challenge, this paper
presents a comprehensive statistical framework for classi�-
cation of video shots. We �rst design and analyze a broad
set of language and video features. While most teams in
this challenge have not been able to improve their baseline
language performance by incorporating visual information,
we show that a strong vision system can be a major asset.
By leveraging techniques that have been developed for vi-
sual object recognition we can detect categories for which
language alone does not contain any information.

We then present an elegant way to integrate information
from different sources into a single non-parametric classi-
�er. We compute kernel matrices for different information
sources and for a variety of features and use semi-de�nite
programming to learn the optimal kernel matrix. This op-
timal kernel is a positive linear combination of the pre-
speci�ed kernel matrices and is determined simultaneously
with the decision boundary of the 1-norm soft-margin SVM.

Our preliminary results on a reduced data set are en-
couraging, and suggest that our data fusion approach could
outperform most of the usual classi�cation techniques when
multiple sources of information are available.

1 . Introduction

The National Institute of Standards and Technology has
been conducting an annual Text REtrieval Conference
(TREC) to encourage information retrieval from large cor-
pora since 1992. Additional VIDeo tracks were added in
2001 and the TRECVID [11] challenge was created with
the goal to promote research in automatic segmentation, in-
dexing, and content-based retrieval of digital video.

1.1. Motivation
The TRECVID challenge is very interesting because it pro-
poses a task that, if performed well, could have far-reaching
implications for the future of the Internet. Storage space
is getting cheaper and the bandwidth of the internet is con-
tinuously increasing. Thus, more and more video material
is available online. This material comes mainly from two

sources: corporations like TV stations and private users.
Even though corporations can manually index their video
material, this is very expensive and usually this annotation
is not made publicly available. Private video material usu-
ally has no meta data attached to it at all.

Since there is no ef�cient way to �nd video material on
the Internet, it is currently of no use to anybody. A strik-
ing example is Google Images, whose performance is fairly
poor compared to the usual text search, and which mainly
resorts to using the caption of the images for retrieval. There
is consequently a strong need for an automatic way to index
and search video material.

Video annotation is an easy task for humans and even
pre-school children would face no dif�culty in distinguish-
ing between the different categories of the TRECVID chal-
lenge. However, researchers have been struggling for
decades with the problems of automatic speech recogni-
tion, text retrieval and object recognition. While progressin
these areas has been made, none of the problems has been
solved to a satisfactory degree yet. Moreover, work in each
of these �elds has been done in isolation. The key to success
in the TRECVID challenge will therefore be to successfully
integrate these different components into a working system.

1.2. Data Set

The data set is constituted of video shots from TV broadcast
news. More precisely, there are 99 hours of news in En-
glish, 32 hours of news in Mandarin, and 83 hours of news
in Arabic. In addition to the video data, a signi�cant amount
of ground semantic data is provided. The video clips are di-
vided into shots1 and for each shot a key frame2 is extracted.
Transcripts obtained from an automatic speech recognition
system are supplied as well3. Finally most of the data has
been manually annotated: This means that positive labels
are correct, while negative labels can be incorrect.

1A shot is a video segment recorded in a continuous camera movement.
2A key frame is a frame that is representative for the whole shot;here

it is the frame that is closest to the average frame of the shot.
3For Mandarin and Arabic, automatic machine translations intoEnglish

were necessary.
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Class #positives #words #frames Class #positives #words #frames Class #positives #words #frames
Airplane 252 10.1 (6) 129.1 (79) Animal 357 3.1 (2) 70.3 (57) Boat-Ship 90 3.7 (2) 67.8 (54)
Building 2823 12.9 (6) 157.0 (80) Bus 165 6.7 (5) 95.1 (63) Car 2522 5.7 (2) 83.7 (47)
Charts 284 25.3 (17) 301.5 (209) Computer-TV-screen 1191 18.4 (9) 201.5 (117) Corporate-Leader 706 15.4 (7) 182.5 (92)
Court 136 18.7 (12) 202.5 (120) Crowd 2729 11.0 (6) 148.9 (86) Desert 324 6.2 (5) 84.7 (62)
Entertainment 1641 6.1 (3) 87.3 (43) Explosion-Fire 602 8.2 (6) 105.4 (82) Face 15372 14.6 (6) 176.7 (85)
Flag-US 363 33.6 (15) 424.5 (194) Government-Leader 2026 21.3 (12) 264.8 (155) Maps 414 29.3 (19) 318.3 (216)
Meeting 591 14.5 (10) 166.7 (115) Military 1404 9.0 (7) 122.4 (87) Mountain 445 3.1 (1) 60.4 (42)
Natural-Disaster 188 5.4 (4) 71.1 (50) Of�ce 629 6.1 (3) 89.4 (55) Outdoor 9335 9.1 (4) 121.1 (69)
People-Marching 502 9.9 (6) 131.8 (87) Person 18132 13.3 (6) 164.1 (79) Police-Security 235 12.0 (9) 149.8 (113)
Prisoner 85 15.4 (11) 176.7 (139) Road 1947 6.8 (4) 95.0 (60) Sky 3581 8.4 (4) 113.3 (70)
Snow 180 2.7 (1) 55.5 (36) Sports 733 7.2 (3) 93.6 (43) Studio 3369 29.6 (19) 320.4 (210)
Truck 340 7.2 (4) 95.8 (66) Urban 2845 9.8 (5) 130.3 (71) Vegetation 2432 8.6 (4) 110.0 (57)
Walking-Running 2773 8.5 (5) 115.9 (71) Waterscape-Waterfront 721 4.7 (2) 80.1 (53) Weather 406 29.2 (22) 303.3 (228)

Total 29252 10.8 (4) 75.0 (75)

Table 1: The 39 categories of the TRECVID challenge. Shown are the number of positive examples, the average (median)
number of words and the average (median) number of frames pershot for each class.

1.3. Tasks

From the different tasks offered for TRECVID, we focus on
thehigh level feature extractiontask. This task can be seen
as a stepping stone for building an automatic video search
system. In fact, the problem can be seen as aclassi�cation
task. There are 39 non-exclusive categories ranging from
objects (e.g., Car, Airplane), over scenes (e.g., Mountain,
Waterfront) to activities (e.g., People Marching). Table 1
provides a detailed list of these categories. For a given shot
the system is expected to detect these 39 categories and re-
turn a binary vector indicating which of the categories was
present along with a con�dence measure. The con�dence
measure is used to rank the results and the �nal evaluation
will be performed at a �xed depth.

1.4. Related Work

The two most successful teams during the 2005 challenge,
IBM Research and Carnegie Mellon University (CMU), ex-
perimented with different statistical machine learning tech-
niques.

The IBM team [5] tested four different types of clas-
si�ers (support vector machines (SVM) with radial basis
kernel, mixture of Gaussians, modi�ed nearest neighbors,
maximum entropy methods). Then, they used ensemble fu-
sion methods to combine all the detection hypotheses gen-
erated by the different modeling techniques or the different
sets of features employed.

The CMU team [6] used an approach based on proba-
bilistic graphical models. They tested various sorts of mod-
els: Markov random �elds, conditional random �elds, re-
stricted Boltzmann machines, Bayesian nets. The keystone
of their work is to take advantage of the relationship be-
tween the different categories embedded in the graphical
models. Their last step is to use global fusion methods to
combine results obtained from different sources, particu-
larly various text sources.

1.5. Our Approach
In this paper, we will only focus on the English data, and we
will not consider the Arabic or Mandarin data. This reduces
the size of the problem, makes the interpretation of the lan-
guage results easier, and suppresses the problems associated
with the automated translation to English.

Our general approach to tackle the TRECVID challenge
is to take advantage of the existing systems that have been
developed at U.C. Berkeley, and that represent the state of
the art in vision, automated speech recognition, and ma-
chine learning. We build on these systems and integrate
them to obtain a global statistical machinery for video re-
trieval.

In Section 2, we describe the TRECVID data. In Section
3, we present our language and vision features. Then in Sec-
tion 4, we introduce the SVM approach we use to classify
the data using a given feature space. Section 5 presents our
results on reduced training and testing sets, the conclusions
from the comparison of the various vision and language fea-
tures, and a feature-level error analysis. In Section 6, we
present a promising way to fuse various sources of infor-
mation using an optimal combination of kernels in an SVM
framework. Section 7 lists the potential issues associated
with the important size of the full TRECVID dataset, and
suggests how to handle such a large set. Finally, Section 8
presents the next steps of our research, Section 9 provides a
comparison of the performance of the multiple kernel SVM
classi�er with last year's best results, and Section 10 con-
cludes.

2 . Data Analysis

The design of a good system requires a genuine understand-
ing of the underlying problem and the used data4. In this
section we present some high-level statistics regarding the
different categories. A more detailed analysis of the differ-

4”You have to become friends with the pixels.”,Jitendra Malik, per-
sonal communication.
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(a) Correlation between Airplane and other categories.
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(b) Correlation between Face and other categories.
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(c) Correlation between Truck and other categories.
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Figure 1: Overview of the correlation patterns between the categories.

ent information sources will be provided when describing
our features in Section 3.

2.1. Category Statistics
We are facing 39 classi�cation problems of very different
kinds as can be seen in Table 1 (The description of the aver-
age shot is shown at the bottom). Some categories are very
common (e.g., more than 60% of the shots show a person),
while others are extremely rare (e.g. Prisoner, 0.3%). Some
categories will be easy to detect with vision (e.g. Sky), but
others will be almost impossible (e.g., Government Leader
vs. Corporate Leader). For language, the easy and hard cat-
egories will be different (e.g. Sky will be hard, but discrim-
inating between Government and Corporate Leader should
be possible). Therefore we will need a system that can auto-
matically learn which information source to use for a given
category.

One should also note that this setting is much harder than
traditional document retrieval since the number of words
associated with each shot is typically very small.

2.2. Category Correlations
It is obvious that the 39 categories are not independent
of one another. For example, to no surprise, Airplane is
strongly correlated with Sky and Outdoor. It is interestingto
note that Truck and Car are also strongly correlated. While

this bare fact is not surprising, manual examination of the
data showed that the same vehicle was often labeled as Car
and as Truck. In fact, such ambiguous annotations are very
common. Some more examples of correlations are shown in
Figure 1. We believe that leveraging these correlations will
improve performance. However, we will focus our atten-
tion on the harder task of classifying each shot in isolation
for now.

2.3. Joint Estimation
There are two types of correlations that can be used for joint
category estimation. First, thanks to the many correlations
between the different categories one could imagine jointly
estimating all 39 labels, rather than having 39 independent
classi�ers. Second, one should bene�t from looking at a
sequence of shots, rather than looking at a shot in isolation.
The idea is that if we classify a sequence of shots, we may
be able to take advantage of the previous classi�cations and
infer a prior on the category. However, we decided to focus
our attention on feature design and fusion across multiple
information sources �rst.

3 . The Feature Spaces

We have two main sources of information: audio and video.
For the audio, we will rely on the transcripts produced by an
automatic speech recognition system. In the future, we plan

3



to additionally extract features directly from the audio sig-
nal. We believe that background noises, which do not show
up in the speech transcripts, contain useful information for
classi�cation (e.g., the noise of car driving by or the “bang”
of an explosion). For the vision, we will focus on extract-
ing shape features from the key frames, since this has been
proved as a good cue in object recognition. In the future
we plan to add color and texture features as well as motion
features.

3.1. Language Features
We use bag-of-words features, i.e. we associate one dimen-
sion of the feature space to each word appearing in the data
set, and we count how many times each of these words is
present in each frame. The variety of our features comes
from two sources. First, we use different word counts:

- Term frequency (TF).T F (w; d) is the number of times
a wordw occurs in a documentd.

- Log of the term frequency (LTF).

- Inverse Document Frequency (IDF):

IDF (w; d) = (1 + log T F (w; d)) � log
�

jD j
DF (w)

�

whereDF (w) is the number of documents in which
the wordw occurs andD is the set of all documents.

The idea behind the LTF is to reduce the weight given to
the words that occur very frequently. The IDF counts try
to go a step further: two words that have the same overall
frequency are not necessarily equally useful for classi�ca-
tion. For example the words ”sometimes” and ”boycott”
typically have similar frequencies. However ”sometimes”
appears a few times in many documents, while ”boycott”
appears many times in a few documents. Clearly ”boycott”
is a more useful word for document classi�cation. IDF is
trying to capture this by discounting the counts by the in-
verse of the number of documents a word appears in.

Second, we transform these feature vectors:

- Normalized features (N): The feature vectors are
scaled so that they have a 1-norm of1.

- Reduced features (R): We remove the k most frequent
words.

- Normalized, Reduced features (NR): The Reduced
feature vectors are scaled so that they have a 1-norm
of 1.

This gives us a large variety of3 � 4 = 12 language
feature vectors for each video shot. Note that we do not
apply any form of stemming. Instead we plan to use query
expansion techniques in order to better deal with sparsity
(due to rare or unknown words).

3.2. Vision Features
There are many types of features that can be used for com-
paring images. Typically, color, texture and/or shape de-
scriptors are used. We focus our attention on shape cues
since they have proved to be very useful for object classi�-
cation [13]. Our vision features are based on thegeometric
blur (GB) descriptor of Berg et al. [4]. Geometric blur is
an average over transformations of a sparse signal or fea-
ture channel, and can be computed using a spatially varying
convolution. The resulting shape descriptors are useful for
evaluating local shape similarity.

Shapes are represented by a set of points sampled from
the contours of the shape. Usually de�ned on an edge point,
the geometric blur descriptor applies a spatially varying blur
on the surrounding patch of edge responses. Points further
from the center are more blurred to re�ect their spatial un-
certainty under deformation. After this blurring, the de-
scriptors are normalized to have a 2-norm of1. Typically
300 pixel locations uniformly sampled from the output of
an edge detector are used as centers of the GB features.

To conclude, several parameters for the GB features can
and should be tuned in order to achieve a good performance:
the size of the descriptor, the number of samples, and the
maximum overlap between two features.

Once we have extracted the GB feature representations
of two imagesA andB , we would like to be able to com-
pare the two images. Ideally, we would solve a correspon-
dence problem between the GB features inA andB in order
to compare the two images. Berg et. al [4] solve this cor-
respondence problem with integer quadratic programming.
However, this is very computationally intensive and there-
fore not an option for TRECVID. Instead, we compute a
”coarse” distance as in [13]. We used three different dis-
tance metrics in our experiments, which are all based on
the same asymmetric baseline distance metric. The base-
line distance from imageA to imageB is the average of the
distance of each GB featureF A

i in A to its closest match in
imageB :

D(A ! B ) =
1
m

mX

i =1

min
j =1 :::n

jjF A
i � F B

j jj2:

The three variations are as follows:

1. Simply use the baseline distance.

2. A crude way to enforce spatial correspondence is to
add a position penalty when computing the similarity
between two GB features:jjF A

i � F B
j jj2 + �

r 0
jj r A

i �
r B

j jj , wherer A
i denotes the pixel coordinates of thei th

GB feature on the left image w.r.t. the image center.r 0

is the average image size and we found that the mixing
coef�cient � has little in�uence.
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3. Unlike in object recognition, the categories we are try-
ing to recognize in TRECVID do not need to be salient
in the image. Therefore we do not need to require that
the whole images are similar to each other: similar-
ity between certain parts of the images suf�ces. We
can implement this looser requirement by averaging
over the distances of only a limited number of the best
matching GB features.

Besides the distance metrics and the GB features there
are several low-level image processing steps that play a role.
For instance, we experimented with automatic border re-
moval since some images have wide-screen format and the
resulting edges tend to attract many GB features that are
not descriptive for our purpose. Furthermore, contrast en-
hancement via histogram equalization can be an important
pre-processing step.

4 . SVMs for Video Retrieval

To tackle the video retrieval challenge, two approaches
seemed most promising: the graphical model approach and
the SVM approach. SVMs are able to deal with large scale
problems, and there has been recent research showing how
to make use of multiple information sources within the
SVM framework. Moreover, SVMs are often used for clas-
si�cation problems where the number of features exceed the
number of observations, which can be the case here. There-
fore we opted for the SVM approach.

4.1. First Step
To test the validity of our intuition, we �rst used soft-margin
SVM methods to try and reproduce part of the results ob-
tained last year in the TRECVID challenge. In this �rst
stage, we only used features from text data, because the
video data were not yet available. The �rst results suggested
three clear directions for further investigation. First, they
highlighted the importance of feature design. Second, they
made us aware of the wide discrepancies in the results that
can be obtained using a SVM for a given classi�cation prob-
lem. Particularly, we realized the importance of the hyper-
parameters (regularization constant, ratio between the cost
associated with positive and negative misclassi�ed points),
the shape of the kernel function (linear, polynomial, radial
basis function (RBF), etc.). Finally, we appreciated the im-
portance of an attentive design of the training set (including
the proper ratio of positive and negative examples).

4.2. Formulation of the 1-Norm Soft-margin
Linear Support Vector Machine Problem

We start by describing the simpler linear version of the
SVM problem. The data points can be represented directly
in a Hilbert spaceF , called thefeature space. We want

to train a linear classi�er on the feature space:f (x) =
sign

�
wT x + b

�
where w 2 F and b 2 R. Geometri-

cally, w determines the slope of the hyperplane separating
the data in the feature space andbis the intercept of this hy-
perplane. Given a sampleSn = f (x1; y1) : : : (xn ; yn )g 2
(F � f� 1g)n , we want to optimizew andb so as to maxi-
mize the margin between the positive and negative classes.
Also, even if we are working in a very highly dimensional
feature space, our problem may not be linearly separable.
Therefore, we formulate a1-norm soft-marginSVM al-
lowing for misclassi�cations, which is a quadratic program
(QP).

min
w;b;�

1
2 wT w + C

n

P n
i =1 � i (1)

subject to yi
�
wT x i + b

�
� 1 � � i i = 1 : : : n (2)

� i � 0 i = 1 : : : n

If (w?; b?) are the solution of the optimization problem (1),
they construct a 1-norm soft-margin classi�er with geomet-
ric margin 1

jj w ? jj 2
. In the formulation,C is a regulariza-

tion parameterand allows to trade-off margin error against
margin width. Taking the dual of the problem (1), one can
prove that we can writew =

P n
i =1 � i yi x i . The � i are

called thesupport values. They correspond to the Lagrange
multipliers associated with the set of constraints (2) in the
primal problem (1). Thesupport vectorsare thex i such that
� i > 0.

A point x t in the testing set can then be classi�ed by
computing:

f (x t ) = sign
�
wT x t + b

�
= sign(

nX

i =1

� i yi xT
i x t ):

As explained earlier, we are working with 39 different
categories which are really different from one another other.
Particularly, some categories are very rare and there is there-
fore a huge imbalance between positive and negative ex-
amples. Since we will be evaluated at a �xed depth, the
objective for common and rare categories will be different.
If the positive examples are extremely rare, we will tend
to favor a good recall, whereas if there are abundant, we
would prefer a good precision. In the �rst case, we want to
penalize the false negative whereas in the second case, we
penalize the false positive. We can introduce a new hyper-
parameter in the SVM to do so. At the optimum of problem
(1),

�
1 � yi

�
wT x i + b

��
+ = � i . Let l (y; ŷ) = (1 � yŷ)+

be thehinge loss functionandg(x i ) = wT x i + bbe the acti-
vation function. The empirical loss function associated with
the SVM formulation isL̂ (w; b) = C

n

P n
i =1 l (yi ; g(x i )) .

If we want to penalize differently false positives and false
negatives, we introduce two parametersC+ andC� such
that:

5



L̂ =
C+

n

X

i j y i =+1

l (yi ; g(x i )) +
C�

n

X

i j y i = � 1

l (yi ; g(x i ))

Let C = C+ + C� be the regularization parameter and

 = C+

C+ + C �
2 [0; 1] describe thecost asymmetry. We can

rewrite:

L̂ =
C

n

0

@ 

X

i j y i =+1

l (yi ; g(x i )) + (1 � 
 )
X

i j y i = � 1

l (yi ; g(x i ))

1

A

4.3. Formulation of the 1-Norm Soft-margin
Kernel SVM Problem

When we are working with language features only, our data
points - the key frames - can immediately be represented in
a vector space where each dimension is assigned to a par-
ticular word, and the projection of the point in this dimen-
sion is the count associated with the word in the key frame.
Consequently, we can use a linear SVM to classify the key
frames.

For the vision features, however, we do not have a vector
space representation of our data points. Since a correspon-
dence problem needs to be solved in order to compare a
pair of images, the only information available to us is the
distance from one data point to the other. However, this dis-
tance measure de�nes an inner product on a certain vector
space. Using kernel methods, we will be able to apply the
SVM to this implicit vector space, and to classify our points
using the vision features.

4.3.1. Kernel methods

Consider again a sampleSn = f (x1; y1) : : : (xn ; yn )g 2
(X � f� 1g)n . A priori we cannot use a linear classi�er on
X to classify our data. EitherX cannot be represented as
a vector space because we do not have the absolute coordi-
nates of thex i but only the relative positions of thex i . Or
it is not sensible to classify the data directly inX using a
hyperplane because the data are not linearly separable inX ,
but could be linearly separated if embedded in a higher di-
mensional space. In those cases one should resort to kernel
methods.

The general idea of kernel methods is to embed the data
pointsx i 2 X into a Hilbert spaceF with an embedding
� : X ! F . Then, we try to �nd linear relations in
the often highly dimensional spaceF . In fact, we do not
need to de�ne the embedding� explicitly, since it is de-
�ned implicitly by specifying an inner product onF . In-
tuitively, we do not need to specify the coordinates of the
pointsx i in F but only the relative positions of these points
to each other. Additionally, there is no need to de�ne the
inner product on the whole space, but we only need to be

able to evaluate it at every pair of points of interests, i.e.
at all pairs(x i ; x j ) wherex i andx j are either in the train-
ing or the testing set. We de�ne the Gramm matrixK of
the inner product on the relevant pair of observations by
K (x i ; x j ) = h�( x i ); �( x j )i ; x i ; x j 2 X . By de�nition,
K is positive semi-de�nite (PSD).

In the SVM framework, we need to turn to the dual ver-
sion of the SVM optimization problem to take advantage of
the kernel methods[8]:

min �
P n

i =1 � i + 1
2 � T D(y)KD (y)�

subject to 0 � � i � C
n i = 1 : : : n

� T y = 0

whereD(y) 2 Rn � n has the vectory for diagonal. We can
then writew asw =

P n
i =1 � i yi P hi (x i ). And as in the

linear case, a point in the testing set can then be classi�ed
by computing:

f (x t ) = sign
�
wT �( x t ) + b

�
= sign(

nX

i =1

� i yi K (x i ; x t )) :

4.3.2. Transforming the vision distance matrix into a
kernel

Let D be the distance matrix obtained by processing the GB
features. Because our metric for comparing two images is
not a true distance, we faced two problems. First,D may
not be perfectly symmetric. Since the asymmetry is typ-
ically small, the error introduced by symmetrizing in the
following way is negligible:D = D + D T

2 . Second, we can
infer the inner product between two points(x; y) from their
pairwise distance and their distance to the origin 0:

hx; yi =
1
2

(d(0; x) + d(0; y) � d(x; y)) :

This is referred to as the“kernel trick” and it can be shown
that one can use an arbitrary reference point in place of the
origin [13]. However, the triangular inequality is sometimes
violated by the distance metrics which yields a kernel ma-
trix K that is not PSD. We resort to adding the absolute
value of the smallest eigenvalue, if it is negative, to the di-
agonal ofK . This transformation only modi�es the norm
of the vectors but not the geometry of the inner product and
gives us a PSD kernel matrix.

4.4. Optimizing the Regularization Parameter
In the symmetric cost case, the regularization parameter is
C. In the asymmetric cost case, the regularization parame-
ter isC = C� + C+ without loss of generality. WhenC is
large, we penalize more the training error but whenC is too
large, we may over�t the data. On the other hand, whenC
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is small, the solution will be less in�uenced by any one of
the (x i ; yi ). Intuitively, the frontier will be smoother. But
when C is too small, we may not be able to classify the
data at all (hyperplane on one side of the dataset). Varying
C is trading-off the importance of maximizing the margin
(C low) versus minimizing the error (C high). Hastie et al.
[7] illustrate the importance of the regularization parameter
in two-class SMVs and develop an algorithm that �ts the
entire path of SVM solutions for every value of the regu-
larization parameter with virtually the same computational
cost as �tting one single SVM model. Their algorithm is a
path algorithmthat takes advantage of the fact that the La-
grange multipliers� i associated with the constraints (2) in
the problem (1) are piecewise-linear inC.

More precisely, threeactive setsare monitored at any
time:

- M =
�

i j yi (wT x i + b) = 1 ; � i 2 [0; 1]
	

: Points ly-
ing on the margin.

- L =
�

i j yi (wT x i + b) < 1; � i = 1
	

: Points inside
the margin, misclassi�ed or not.

- R =
�

i j yi (wT x i + b) > 1; � i = 0
	

: Points outside
the margin, correctly classi�ed.

C will vary continuously. The transition of a point from
one set to another is continuous: a point going fromL to R
must go throughM . This property makes it easier to follow
the composition of the sets. One key property of the 1-norm
soft-margin SVM, which comes from the utilization of the
piecewise linearhinge loss functionin the SVM, is that as
long as the composition of the sets remains unchanged,�
varies linearly inC. Hence, we only need a linear inter-
polation to obtain all the values of� when C varies and
L ; R; M keep the same composition. Basically, the only
task left to compute the whole path of SVMs is to determine
the� when a point transfers from one set to the other, which
can be done inO(n). Interestingly, all these results can be
immediately extended to kernel SVMs.

4.5. Optimizing the Cost Asymmetry
As described in Subsection 4.2, we may want to obtain a
very good recall or instead prefer a high precision. This
is equivalent to making a trade-off between false positives
(precision) and false negatives (recall). This trade-off is im-
plemented by choosingC+ andC� accordingly. Addition-
ally, varying C+ andC� without holdingC+ + C� con-
stant captures the in�uence of the regularization parameter
as well. To disentangle both effects and focus solely on the
precision/recall decision, the factorization presented in Sub-
section 4.2 is more appropriate. The only parameter to vary
is 
 = C+

C+ + C �
.

Bach et al. [1] describe an ef�cient algorithm to generate
an entire ROC curve not simply, as it usually done, by vary-
ing the interceptbof a given SVM with parametersC+ and
C� with C+ + C� = k , but by following the path of SVMs
with C+ + C� = k and
 2 [0; 1]. The two main results
of their work are that �rst, it is possible to learn simultane-
ously the whole class of classi�ers(w; b) that will be used
to generate the ROC curve. Second, retraining the SVM for
different values of
 and obtaining a new couple(w; b) is
theoretically always better than generating the ROC curve
by varying the interceptbof a given SVM.

Actually, their algorithm is built on the very same idea as
Hastie et al. [7], and uses path techniques by keeping track
of the active sets of the SVM optimization problem:M ; L ;
andR. Again, the keystone of the method is that for known
active sets,� andb are af�ne in C = [ C1; : : : ; Cn ] where
Ci = C+ if yi > 0 andCi = C� if yi < 0. Thus, the
optimal(w; b; � ) are piecewise linear continuous functions
of C. BecauseC depends linearly onC+ andC� , the path
will be piecewise linear in(C+ ; C� ).

As in [7], obtaining one path of SVM classi�ers for a
continuum of
 has virtually the same complexity as ob-
taining one single SVM.

4.6. Grid Search Implementation
As we saw in Table 1, the 39 categories have a very different
percentage of positives, e.g., Person:18132

29252 � 62%, Studio:
3369

29252 � 12% and Natural Disaster: 188
29252 � 0:7%. Conse-

quently the recall levels that are to be achieved accross cat-
egories will vary signi�cantly. Moreover, most categories
have far more negative than positive examples. This im-
balance makes the task of the SVM harder, and calls for a
careful setting of the cost parametersC+ andC� , possibly
varying for each category.

To be able to determine what is the optimal range of cost
parameters for the classi�cation on each category with a tar-
get recall level in mind, we run a grid search onC+ � C� .
Marching along the grid(C+ ; C� ) allows us to try vari-
ous regularization parameters and different cost asymme-
tries. Arguably, we should obtain a fairly good approxima-
tion of the best classi�er for our problem for any given re-
call. Moreover, as described in Subsection 5.1.2, collecting
the results of the SVM optimization:(w; b) at every point
of the grid allows us to compare the performance of differ-
ent feature vectors on each category for the whole class of
SVMs generated on the grid.

Yet, a comprehensive grid search is very expensive, es-
pecially when the size of the training set gets larger and
the number of kernels to be combined grows. We will thus
couple the grid search strategy with two other methods to
speed up the search. Firstly, it is common knowledge that
the SVMs perform better whenn+ C+ � n� C� , where
n+ andn� are the number of positives and negatives re-
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spectively. As a consequence, we will concentrate the grid
search around the linen+ C+ = n� C� . Moreover, at each
point on the grid, we collect the results(w; b) from the op-
timization and then generate additional points (Recall, Pre-
cision) by varying the interceptb for the optimized SVM
when assessing the performance on the testing set. This
generates points with arbitrary recall levels. We only need
to recompute the precision, which is immediate. As high-
lighted by Bach et al. [1], varying the interceptb does not
provide the optimal classi�er for a given recall5, but we
obtained performances that were very satisfactory. Most
importantly, the computational cost to generate these new
points (Recall, Precision) is only inO(n).

5 . Single Kernel Results and Error Analysis

In this section we will present the results obtained �rst with
the language features alone, then with the vision features
alone. We also describe a feature-level error analysis.

5.1. Methodology
Before turning our attention to the speci�c results, we will
describe our data set and the metrics we used for evaluation.

5.1.1. Reduced Data Set

In order to speed up training and testing times we decided
to create a training and a test set of reduced sizes. For the
same reason, we also decided to focus our attention on a
smaller number of categories. Since we currently have to
rely on relatively poor ASR transcripts (see Section 8.1.1
and also Figure 7 for an example), we decided to consider
only categories that have at least 15 words per shot on av-
erage. There are eight such categories (all indoor): Chart,
Computer-TV-Screen, Corporate Leader, Flag US, Govern-
ment Leader, Map, Studio, Weather. In order to keep suf�-
cient evidence for each category while reducing the set sizes
we decided to select 100 positive examples for each cate-
gory for training and for testing. This procedure resulted
in roughly 500 training and testing examples (where 20%
of the examples are positive for each category, except for
Studio6, for which 40% are positive).

5.1.2. Performance Metrics

We use a 1-norm soft-margin kernel SVM for classi�ca-
tion. Repeating the classi�cation for a wide range of penalty
costs(C+ ; C� ) allows us to compute an empirical approx-
imation of the ROC curves for each category and for the
various features. Searching a suf�ciently large grid of

5Because the slope of the hyperplane is not optimized on the training
set.

6Studio typically co-occurs with one of the other categories.

(C+ ; C� ) will provide us with many couples (Recall, Pre-
cision). We then discretize the recall space: For each inter-
val: [0%,5%],[5%,10%],...,[95%,100%] we collect the re-
call yielding the best precision. We can generate a ROC
curve with 20 points (Recall, Precision).

We use two different criteria to rank the different fea-
tures, both are based on the ROC curve we have just com-
puted. The �rst ranking is based on the ROC score, which
is the area under the ROC curve. This score is an indicator
of the global performance of the entire class of SVMs on a
given feature space, since it accounts for the precision at any
recall level. For our second ranking, we �rst determine the
target recall for each category. The target recall is the recall
rate we need to attain to return 250 positive examples out of
the total database of 80,000 key frames. This target recall
rate depends on the number of positive examples for each
category in the total database. We then rank the features
given the precision associated with the target recall on the
ROC curve. This criterion is only a projection of the per-
formance of the SVM in the conditions of the TRECVID
competition, and does not account either for the potential
computational limitations particular to each feature space
when classifying many points, or for the fact that our small
training set may not be representative.

5.2. Language Features
We present the ROC curves for the different language fea-
tures described in Section 3.1 on Figure 2. The ranking of
the various features according to our two criteria are pre-
sented in Table 2. Brie�y, the normalization does not seem
to in�uence the performance a lot, whereas the elimination
of the most frequent words seems to be bene�cial. However,
there is no clear winner and several word counts perform
well, depending on the category.

As expected, there is barely any information in the lan-
guage features that helps detect the category Computer-TV-
Screen. In contrast, the category Weather is relatively easy
to detect. Let Countd(m) be the count of the wordm in doc-
umentd. Let D be the set of all training documents andM
be the set of words. The weight! associated by the SVM
to a given word is:

8m 2 M; ! (m) =
X

d2 D

� dydCountd(m)

A more detailed analysis shows that the weights learned by
the SVM are sensible: For instance, the SVM learns cor-
rectly that words like “rain” and “moisture” are strong in-
dicators of the class Weather, while “president” and “elec-
tion” are not. A list of the most heavily (positively and neg-
atively) weighted words for the class Weather is shown in
Table 3.

Note that due to the construction of the test set, the base-
line chance performance has a precision of 20%.
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Category Best Feature - Crit. 1 ROC score Best Feature - Crit. 2 Precision Recall
Chart IDF-N 8.00 TF-N 0.53 0.31
Computer, TV screen IDF-R 5.55 IDF-R 0.44 0.07
Corporate Leader TF-N 6.06 LTF 0.35 0.11
Flag US IDF-R 7.44 TF-N 0.40 0.25
Government Leader TF-NR 7.89 TF-NR 1.00 0.009
Map IDF 6.20 IDF-R 0.37 0.25
Studio TF-R 13.53 TF 1.00 0.004
Weather IDF-R 13.71 IDF 0.96 0.23

Table 2: Ranking of the various language features on the 8-category reduced dataset.

Category Best Feature - Crit. 1 ROC score Best Feature - Crit. 2 Precision Recall
Chart Vision-3 5.64 Vision-3 0.29 0.35
Computer, TV screen Vision-2 9.28 Vision-2 0.64 0.07
Corporate Leader Vision-1 4.40 Vision-1 0.20 0.125
Flag US Vision-1 11.17 Vision-1 0.74 0.29
Government Leader Vision-3 7.56 Vision-2 0.47 0.06
Map Vision-1 7.44 Vision-3 0.50 0.20
Studio Vision-2 14.14 Vision-1 1.00 0.004
Weather Vision-1 16.64 Vision-4 0.84 0.21

Table 4: Ranking of the various vision features on the 8-category reduced dataset.

No. Pos. Word Weight Neg. Word Weight
1. rain 29979 my -12814
2. up 27033 president -12592
3. moisture 19580 percent -11935
4. way 19126 four -11871
5. coming 18922 election -11551
6. coast 18469 democrats -10678
7. west 17892 can -10234
8. temperatures 17585 state -9841
9. showers 17218 hundred -9834
10. winds 17093 for -9783

Table 3: The top ten words that the SVM learned as strong
indicators for and against the class Weather.

5.3. Vision Features

We varied the parameters described in Section 3.2 in or-
der to obtain several different kernel matrices. We present
the ROC curves in Figure 3. As one can see, the perfor-
mance is comparable for the different kernels. To summa-
rize, there seems to be a subset of the category Map that is
easy to detect, but then the performance drops signi�cantly.
As expected, the vision features are better suited for detect-
ing Computer-TV-screen than language features. Finally,
the performance on Flag-US is surprisingly high, consider-
ing the fact that we are not using either color nor texture
information.

A more in-depth analysis showed some interesting arti-

facts of the TRECVID data. Consider for example the query
image at the top of Figure 4 and its three closest neighbors
in the bottom row. While this result is very satisfactory, it
is somewhat misleading. The 50 best matching GB features
are not on the person, but are on the caption. Cropping the
bottom third of the image consequently resulted in slightly
lower performance. If our goal was to build generic detec-
tors, we should remove the captions. Since the evaluation
is performed on video material from the same domain, we
decided to keep the captions, as they seem to be a useful
source of information. However, the distance metric that
takes into account only the best matching GB features will
capture mostly this irrelevant information. This is in line
with our experimental results, in which kernels computed
with this distance measure had low performance.

The ranking of the various features according to our two
criteria are presented in Table 4. The kernel Vision-1 and
Vision-2 are based on the same GB features. The difference
lies in the the distance metric used for computing the kernel:
Vision-2 uses the metric with position penalty while Vision-
1 uses the baseline distance metric. The other two kernels
also use these two metrics and but have a slightly different
set of underlying GB features.

5.4. Incorrect Test-Labels
As explained in the introduction the data set has not been
fully annotated. Positive labels are always correct, but some
negative examples may actually be positive. In fact, sev-
eral of those unannotated shots happen to be in our train-
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ing and testing set. Therefore, we may classify as positive
a shot that is truly positive, but which has not been anno-
tated yet and which is thusly labelled as negative. Our at-
tention was drawn to this fact when trying to understand
the untypical ROC curve for the category Weather in Figure
3. For this category, the precision increases with increasing
recall. However, a manual inspection of the 50 top-ranked
test examples showed that many shots had not be annotated.
Among the top 50 examples only one was truly incorrect.
This gives us a precision rate of 98% at a recall level of
49%, whereas the precision rate implied by the labels for
this recall level is only 90%. The same is true for some
other categories. We can draw two conclusions: the results
should be taken with a grain of salt and since the training
set will contain such false negatives as well, we should not
penalize false negatives too strongly. We did not manually
correct the annotation since the �nal system will also have
to deal with noisy labels.

6 . Data Fusion through Kernel Function Op-

timization

Lanckriet et al. [9] study the performance of SVMs where
multiple kernel representations are combined optimally to
predict yeast protein functional classi�cations. They com-
bine �ve types of data and show that the technique out-
performs both the SVMs trained on a single data type and
Markov random �eld methods.

This task is really similar to the TRECVID challenge: It
involves the classi�cation of proteins in 13 different, non-
exclusive categories, there are several sources of informa-
tion available (e.g., domain structure, protein-protein inter-
action, genetic interactions, etc.), and the multiple kernel
SVM approach performed well in comparison with vari-
ous approaches usually used (e.g., treating each data type
independently, using conditional probabilistic models and
Bayesian calculus, etc.). Therefore we think that the mul-
tiple kernel technique will be valuable in a video retrieval
context.

6.1. Learning the Kernel Matrix
In a landscape paper, Lanckriet et al. [8] allow the kernel
matrix to be chosen from a family of kernel matrices in the
context of soft-margin SVMs. Particularly, they show that
the objective function of the 1-norm soft-margin SVM prob-
lem (1) can be optimized with respect to the kernel matrix
in a semi de�nite programming (SDP) setting.

A SDP is the optimization of a convex function con-
straining a given matrix to stay in the cone of the PSD ma-
trices, which is a convex set. ForM 2 Rp� p, M is PSD
, xT Mx � 0; 8x 2 Rp. Therefore, the constraint set of
a semi de�nite program is de�ned by an in�nity of linear
inequalities.

Generally, the optimization of the kernel will be
done over the convex cone of PSD matrices:P =�

X 2 Rp� p jX = X T ; X � 0
	

. However, to avoid over-
�tting of the training set and to be able to generalize the
results of the training set to the testing set, the optimization
will often be reduced to a convex subsetK of P. In the case
of the algorithm that we are using, we prespecify a set of
m kernel matrices(K 1; : : : ; K m ) and a parameterc and the
setK is de�ned by:

K =
nX

i =1

� i K i

� i � 0 i = 1 : : : n

trace(K ) = c

Notice that the conditions on the coef�cients� i impose that
K � 0: limiting K to be a positive linear combination of
theK i greatly reduces the computational complexity of the
optimization. Particularly, we do not have to deal with an
in�nity of constraints. Lanckriet et al. [8] show that limiting
K to such a subset ofP yields the following optimization
problem:

min
�;� 2 R

P n
i =1 � i + � (3)

subject to 0 � � i � C i = 1 : : : n

� T y = 0

� T D (y)K j D (y)� � trace( K j )
c � j = 1 : : : m

C is a positive constant that plays the role of the regular-
ization parameter. The coef�cients� j are recovered as La-
grange multipliers for the last set ofm constraints in the
optimization program (3).

There are at least two scenarios in which optimizing the
kernel function can be valuable. On the one hand, when the
user has one source of information available (e.g., language
features represented in the IDF feature space) but does not
have a clear idea of which kernel shape to use (e.g., linear,
RBF, polynomial, sigmoid hyperbolic tangent, etc.) and/or
of what the suitable values of the parameters for this kernels
are (e.g., variance� 2 in the RBF, degree of the polynomial
kernel, etc.). Choosing the “right” kernel shape and �ne-
tuning the value of the parameter is time-consuming. With
multiple kernel learning, it suf�ces to evaluate the kernel
matrices corresponding to different kernel shapes and ker-
nel parameters and then �nd the optimal linear combination
of these kernels. If some kernels are “useless”, their weight
in the combination will simply tend to 0, and the algorithm
will single out the “useful” kernels.

On the other hand, multiple kernel learning can also
be used for data fusion. In this setting, several heteroge-
neous and possibly complementary sources of information
are available for the classi�cation task (e.g., text transcripts,

10



0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Chart
TF
LTF
IDF
IDF-N
IDF-R
IDF-NR

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Computer-TV-Screen

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Corporate-Leader

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category FlagUS

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Gvt-Leader

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Map

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Studio

0 0.5 1
0

0.2

0.4

0.6

0.8

1

Recall (%)

P
re

ci
si

on
 (

%
)

ROC curve for category Weather

Figure 2: Comparison of the performance of the various language features for the 8 categories of the reduced dataset.
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Figure 3: Comparison of the performance of the various vision features for the 8 categories of the reduced dataset.
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Figure 4: Query image at the top and closest matches in the bottom row. The centers of the GB features are marked.

images, audio, etc.). Alternatively, there may be only one
source of information available (e.g., text output) but the
information may lead to various representations in differ-
ent feature spaces (e.g., TF, IDF, LTF, IDF-N, LTF-R, etc.).
The multiple kernel method allows to fuse these different
information sources in an optimal fashion, taking fully ad-
vantage of all the information available.

6.2. Optimizing the Hyper-Parameters

We saw in Section 4 that training a family of SVMs is barely
more complex than training a SVM for a �xed set of hyper-
parameters (regularizationC and cost asymmetry
 ). These
results have been extended to the case where a convex com-
bination of multiple kernels is optimized during the training
of the SVM.

Extending the work of Hastie et al. [7], Bach et al. [3]
de�ne an algorithm learning a sparse conic combination of
kernel matrices for a family of 1-norm SVM with the reg-
ularization parameter ranging fromC = + 1 to C = 0 .
Computing the whole path has a running time complexity
that is proportional to the complexity of computing the op-
timal kernel for one value ofC.

Similarly, some work in progress by Lanckriet and
Obozinski will allow to ef�ciently compute the ROC curve
for multiple kernel SVMs using gradient methods and it-
erative optimization. Bach et al. [1] also claim that their
approach to generate ROC curves by varying the cost asym-
metry
 can be readily extended to the multiple kernel SVM
setting with appropriate techniques.

6.3. Fusion Results

We experimented with various combinations of language
and vision kernels. We tried to combine kernels that per-
form individually well, but more importantly, we chose ker-
nels that should convey complementary information. Ar-
guably, the more diverse the kernels, the greater the im-
provement from the fusion. We found that the learned mix-
ing coef�cients differ greatly not only for different cate-
gories, but also for different hyper-parameters.

Combining two language kernels (IDF, LTF-NR) with
two vision kernels (Vision-1, Vision-2) yielded the best per-
formance. Interestingly, adding more kernels did not im-
prove performance. Usually the optimization selected no
more than three kernels. We believe that this is because our
kernels are somewhat redundant since they are just small
variations of two different sources. Once more heteroge-
nous kernels have been developped we hope that the opti-
mization will select more than three kernels.

The results presented in Figure 5 are very encouraging.
At certain recall values, for the categories Weather, Studio
and Flag-US, the optimized kernel is better than any of the
original kernels. For most classes the optimized kernel is
as good as any of the single kernels. Only for the category
Computer-TV-Screen do we lose accuracy - probably be-
cause the language results for this category are extremely
poor. The results presented in Table 5 con�rm this analy-
sis: independently of the selection criterion used, the kernel
resulting from the fusion is the most frequently selected ker-
nel.

Note that the relatively poor results for Weather at low
recalls are due to the incorrect labeling of the test set that
we descibed in Section 5.4.
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Figure 5: Effect of the data fusion for the 8 categories.
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Category Best Feature - Crit. 1 ROC score Best Feature - Crit. 2 Precision Recall
Chart LTF-NR 7.76 LTF-NR 0.42 0.31
Computer, TV screen Vision-2 9.28 Vision-2 0.64 0.07
Corporate Leader IDF 5.21 IDF 0.26 0.13
Flag US Vision-1 11.17 Kernel Fusion 0.77 0.23
Government Leader LTF-NR 7.89 IDF 0.75 0.03
Map Kernel Fusion 8.02 Kernel Fusion 0.39 0.22
Studio Kernel Fusion 14.43 IDF 1.00 0.008
Weather Kernel Fusion 16.9 Kernel Fusion 1.00 0.23

Table 5: Ranking of the language, vision, and combined features on the 8-category reduced dataset.

7 . Larger Scale Experiments

7.1. Current Limitations of the Approach
The multiple kernel SVM approach yields very interesting
results on our baseline data set of about 500 training and
500 testing examples. However, we are currently facing dif-
�culties associated with the adaptation of our method to the
larger datasets we will eventually have to deal with.

The main dif�culty is to implement a SVM that can han-
dle large kernel matrices (e.g., more than3; 000 � 3; 000
for the kernel de�ned on the training set). These dif�culties
are inherent to the underlying optimization software Mosek
[10], which runs out of memory during the optimization.

We can therefore imagine three complementary solutions
to deal with these problems. The �rst idea is to simply
study what is the gain in performance obtained from adding
many negative examples in the training set. A second line
of research for us is to speed-up the computation of the fea-
ture kernels, especially on the vision side. The third ap-
proach would be to redesign our algorithm or use another
SVM package which uses large-scale sequential optimiza-
tion techniques.

7.2. Increasing Training Set Size
The central idea here comes from the observation that
TRECVID total dataset is composed, for each category, of a
rather small number of positive examples (from 85 for Pris-
oner to 3,581 for Sky, except for the three categories Face,
Person, and Outdoor which have between 9,300 and 18,200
positive examples) and consequently of a very large quan-
tity of negatives (more than 28,000 on average).

In order to get an idea of how our approach will scale
up when facing this discrepancy between positive and neg-
ative examples we conducted the following test: We start
from the training and testing sets described in Section 5.1.1.
We keep the testing set constant throughout this experiment.
For the training set we vary the number of negative exam-
ples from 100 to 2,000 by removing or adding negative ex-
amples7. We then study the impact of such a manipulation

7Recall that there are 100 positives in the training and testing sets.

of the training set on the performance of the SVM.
We found that adding negatives can slightly increase per-

formance when the training set is small. Once there are 400
negatives in the training set, the improvements are negligi-
ble. Two representative ROC curves are shown in Figure
6.

7.3. A Sequential Optimization Approach
Lanckriet et al. [8] showed that the optimization of the co-
ef�cients of a conic combinations of kernel matrices for the
support vector machine (SVM) reduces to a quadratically-
constrained quadratic program (QCQP), which is a con-
vex problem. Unfortunately, convex optimization toolboxes
such as Mosek [10], that we are using, can solve QCQPs
only for a small number of kernels and a small number of
data points. This partly explains why we did not get the ex-
pected performance when we increased the number of ker-
nels in the combination.

One way to resolve this dif�culty would be to use se-
quential optimization methods (SMO) that have been devel-
oped to apply SVM to large-scale problems. However, the
multiple kernel optimization program can be viewed as the
minimization of a convex but non-differentiable function
subject to linear constraints. These non-differentiability is-
sues prevent an immediate application of SMO to our prob-
lem. Another step is then to construct a smooth approximate
problem out of a non-smooth problem. The Moreau-Yosida
regularization allow to obtain a convex, differential approxi-
mation of the objective function. Unfortunately, this creates
again a new pitfall, since the sparsity that makes the SVM
amenable to SMO gets lost.

Bach et al. [2] propose an ef�cient SMO algorithm to
optimize the kernel combination by reformulating the dual
problem as a support kernel machine (SKM) problem. This
reformulation allow them to regularize the dual objective
function adding a quadratic regularization term. They can
apply SMO techniques to this dual problem because the
sparsity properties of the SVM are preserved.

Their algorithm is promising as it scales well with re-
spect to the number of data points and with to the number
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(b) No clear ROC curve improvement.

Figure 6: Impact of the number of negatives in the training set on the SVM performance on a �xed test set.

of basis kernels. It makes it possible to learn kernels for
both large scale problems and large scale feature selection.
A comparison done by the authors of their algorithm with
Mosek [10] shows a very signi�cant improvement both in
running time (up to 40 times faster for large problems), in
the number of data points that can be handled (from 3,200
to 6,200 with 4 kernels) and the number of kernels that can
be optimized (from 12 to 96 with 1,600 observations).

8 . Next Steps

Our next steps can be divided in two independent compo-
nents. We will continue working on our feature design. We
believe that a rich set of well designed descriptors will be
crucial for success. In parallel, we will work on the ma-
chine learning front in order to be able to handle larger data
sets.

8.1. Better Features
Our results so far are promising, but we think that there is
plenty of room for improvement especially at the feature
extraction level.

8.1.1. Improved Speech Recognizer

The automated speech recognition (ASR) system provided
by the TRECVID organizators works poorly, particularly
for outdoor shots where most of the words are not recog-
nized. We are fortunate to have access to the ASR system
developed by SRI International and the International Com-
puter Science Institute (ICSI) [12]. The SRI-ICSI ASR is
far more performant, and particularly, it is the best ASR for
Mandarin, on the top three ASRs for English, and has satis-
factory performances for Arabic. This should improve sig-
ni�cantly the quality of our language features as illustrated
in Figure 7. Unfortunately, we will not have the output be-
fore mid-May.

8.1.2. Adding Context

Typically a story consists of one block of speech but several
segments of video (shots). Currently only the words that are
being said during the shot are used for classi�cation. How-
ever, we believe that what is being said before and after a
given shot is relevant for classi�cation. There are two obvi-
ous ways to incorporate this additional information into the
language features. One can just discount the feature vectors
of the neighboring shots and add them to the counts of the
considered shot. For instance, a word in the considered shot
would have a weight of one, a word appearing in the previ-
ous or next shot could have a weight of1

2 , etc. An alterna-
tive is to concatenate the feature vectors of the neighboring
shots to the given shot. This keeps the features separate
and allows the SVM to learn which of the additional words
are useful. However, it increases the dimensionality of the
feature space signi�cantly. Since SVMs can handle highly
dimensional feature spaces with ease, this should not be a
problem. Given that in broadcast news most of the shots are
highly correlated to their neighbors in terms of topic, we
expect this modi�cation to be helpful.

8.1.3. Enriching the Word Counts

Finally, we have various ideas to enrich the feature rep-
resentation of the key frames. As far as vision is con-
cerned, we are currently working on adding motion fea-
tures, as well as texture and color descriptors. Besides these
low-level features, we are planning on adding the output
of high-level detectors like video optical character recogn-
tion (VOCR) and face-detctors. For language, we will try
to enrich our features by techniques related to query expan-
sion. It is well known that a small set of words is seen very
often while most words are seen only a few times (Zipf's
law). Therefore we are planing to enrich our feature vectors
with counts for words that usually co-occur in news broad-
casts with the observed words. These co-occurrence pat-
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ASR from TRECVID: .. state trooper injured in a car crash
.. jefferson was seen the eastbound lanes of the inter - up-
per moral intention of .. the of�cer was taken to an internal
morale hospital that the centers are not life threatening were
told .. to lanes new-line but remain closed while police are
investigating ..

ASR from SRI-ICSI: tonight a pennsylvania state trooper
injured in a car crash chopper ten over the scene the east-
bound lanes of the p. h. n. pike in upper moreland town-
ship the of�cer was taken to abington memorial hospital the
troopers injuries are not life threatening we're told two lanes
of the turnpike remain closed while police are investigating

Figure 7: Output from the two different automatic speech recognition systems.

terns could be determined by searching Google News for
instance. This would allow us to classify correctly a shot
even when we have not observed the occuring words before.
This technique should alleviate the problem of the very low
frequency of many words in the dataset.

8.2. Better Code
In order to make use of all of the available data and still
obtain the optimal parameters we will need to scale up the
machine learning machinery.

8.2.1. Implementing a large-scale multiple kernel SVM

We explained that our implementation was currently not
able to deal with large training sets, and was not really ef-
�cient when the number of kernels to combine was greater
than �ve. One of our very next steps is to implement an
algorithm developed by G. Obozinski to solve classi�ca-
tion problems in biology using kernel combinations. This
algorithm has two advantages compared to our current al-
gorithm: it can handle more than 50 kernel matrices and
data sets of about 5,000 points, and it performs a more so-
phisticated optimization of thef C+ ; C� g couple by mixing
a grid search with steepest gradient techniques.

8.2.2. Implementing path algorithms to optimize the
hyper-parameters ef�ciently

We saw in Section 4 that path algorithms have been devel-
oped both to compute the optimal SVM con�guration when
the regularization parameter and when the cost asymmetry
vary with a computational cost that is basically the cost of
optimizing a SVM for a given parameter value. For the
moment, we have only limited our implementation of the
parameter optimization to a grid search in thef C+ ; C� g

space. However, this is extremely expensive and will not
be feasible for SVMs with larger training sets. We would
therefore like to implement directly the path algorithms for
our problem. As we saw in Section 6, some algorithm
have already been designed to optimize simultaneously the
hyper-parameters and the convex combination of the kernel
matrices. This is the sort of solution we are aiming at. An
interesting challenge is also to devise a way to coordinate
the optimization of both the regularization parameter and
the cost asymmetry. We may want to optimize them simul-
taneously or sequentially, for instance generating a families
of ROC curves depending on the starting point on the regu-
larization curve.

9 . Final Results

To evaluate the performance of the multiple kernel SVM
approach and the quality of our features, we compared our
results with the �nal results obtained by the best team of the
TRECVID 2005 challenge: IBM. The results for IBM are
directly extracted from [5]. The precision score corresponds
to an average precision (AP) on a development set of their
own, considering the �rst 1,000 examples classi�ed in each
category.

We compare these results with the output of two versions
of the multiple kernel SVM: Combi4, where we combine
V1, V2, IDF and LTF-NR and Combi8 where we combine
all of the preceding features and IDF-R, IDF-NR, IDF-N,
and TF. The idea for choosing these kernels is to take advan-
tage of the complementarity of the information conveyed
by the language and the vision features, and within the lan-
guage features, to bene�t from two channels of information:
one source of information comes from the utilization of var-
ious counts (IDF, LTF, TF) and the other from the utilization
of different feature transformations (plain, N, R, and NR).
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Figure 8: The multiple kernel SVM seems to perform well
compared to the state-of-the-art.

The comparison with the results from IBM should be
taken cautiously, as we are not using the same performance
measure as they do, because our work relies on a smaller
dataset. We built an upper bound and a lower bound on the
expected performance of our system. The upper bound is
the precision on our small testing set if we aim at reaching
the target recall for each category. The lower bound is the
average of the ROC curve computed above on our testing
set. Finally, to summarize the performance of both systems,
we represent the mean average precision over the 8 cate-
gories (MAP) which is simply the mean of the performance
measures of the systems over the different categories.

The result of the benchmark are presented on Figure 8,
and they are encouraging. Except for Computer-TV-Screen,
the upper bound on our performance is always higher than
IBM's system performance, and the lower bound on our
performance is comparable with IBM's system precision.
On average, the lower bound on our precision is about 5%
above IBM's precision, and our upper bound is more than
15% above IBM's precision. We believe that the improv-
ment mainly comes from the utilization of very good vision
features (GB features) and from the implementation of a
kernel method optimizing the data fusion.

10. Conclusions

The contributions of this paper are threefold. First, we
develop a set of language and vision features that yield
very good video retrieval results. For instance, our vision
features allowed us to pick up the labeling errors present
in the test set. Second, we empirically study the im-
portance of the hyper-parameters of the SVM: regulariza-
tion and cost asymmetry parameters. We also provide an
overview of theoretical developments in this domain, that
provide algorithms to generate paths of SVM classi�ers
when one of these parameter varies continuously. Imple-

menting these algorithms allows the rapid �ne-tuning of
hyper-parameters. Finally, we provide an elegant statis-
tical framework based on kernel methods for an ef�cient
data fusion in video retrieval. The algorithm employed op-
timizes both the kernel matrix and the decision boundary
(w; b) of the SVM simultaneously, where the kernel ma-
trix is constrained to be a positive linear combination of a
set of kernel matrices speci�ed before hand. In the case
of video retrieval, this set includes kernels generated from
the positions of the key frames in different language and
vision feature spaces. Usually, video retrieval systems per-
form multiple classi�cations based on the various sources of
information available (e.g., vision, language) and/or using
different classi�ers (e.g., graphical models, SVMs, maxi-
mum entropy methods), and then merge the results using a
meta-system for the fusion. Our method differs from the
usual approach since we use a single classi�er, both for the
classi�cation and the data fusion. Our �rst evaluations let
us believe that we will outperform most of the existing sys-
tems.
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